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Abstract - The transition from a linear "take-make-dispose" economic model to a circular economy is crucial for sustainable urban development. This research introduces EcoGrid, a hyper-local circular economy marketplace designed to facilitate the exchange, upcycling, and recycling of goods within immediate community clusters. Traditional e-commerce platforms focus on broad-scale logistics, which inherently carry a heavy carbon footprint and overlook neighborhood-level resource sharing. EcoGrid addresses this gap by deploying a hyper-local web architecture that connects local users, thereby reducing transportation emissions and extending the lifecycle of everyday products. Developed utilizing a robust backend of Node.js and Express, coupled with a MySQL database for secure transaction and inventory management, the platform ensures rapid, location-based matchmaking for goods. The results demonstrate that highly localized digital marketplaces can significantly lower the barriers to sustainable consumer behavior, providing a scalable blueprint for community-driven environmental impact.
Keywords — Circular Economy, Hyper-Local Marketplace, Node.js, Express, MySQL, Sustainable Computing, Web Development.

 
I.INTRODUCTION
Urban sustainability discourse has expanded rapidly over the past decade, driven by the converging pressures of climate commitments, municipal waste legislation, and growing public awareness of embedded carbon in manufactured goods. At the same time, the infrastructural apparatus of modern ecommerce has evolved in precisely the opposite direction: fulfillment centers grow larger, delivery radii extend across continents, and same-day delivery expectations normalize a logistics chain whose per-parcel carbon cost is rarely made visible to the end consumer. The contradiction is not incidental— it is structural. Platforms optimized for scale and network breadth will, by design, route transactions across 




geographic distances that local exchange could have avoided.
The neighborhood, paradoxically, represents both the most obvious unit of circular exchange and the most neglected one. A resident who no longer needs a bicycle, a set of kitchen appliances, or a collection of children’s books likely lives within five hundred meters of someone who does. The informational barrier—not the physical one—is what prevents that transaction. Early community boards, garage sales, and local classifieds served this function before being displaced by global platforms that aggregated supply and demand at a scale that destroyed hyper-local discovery.
Existing peer-to-peer commerce platforms carry several limitations when applied to neighborhood-scale redistribution. Craigslist offers geographic filtering only at the city level, which in a metropolitan area can encompass hundreds of square kilometers. Amazon’s re-commerce arm and eBay optimize for buyer breadth rather than proximity, and their fulfillment models depend on courier networks whose route efficiency degrades at small transaction volumes. Facebook Marketplace permits approximate location filtering but does not enforce hard radial exclusion; users regularly ship nationally from what is nominally a local listing. None of these platforms integrate carbon footprint visibility, trust verification gating, or circular economy-specific rental and donation workflows alongside traditional resale.
EcoGrid is designed around a set of core objectives derived from the gap analysis above. First, it enforces a hard geofencing radius so that no transaction can span a distance greater than the configured neighborhood threshold—set at 5km in the reference deployment, though adjustable by community administrators. Second, it provides three distinct exchange modalities: sale, rental with digital agreement and e-signature, and donation, each with workflow-appropriate UI paths and database state transitions. Third, it implements a trust score that aggregates behavioral signals—return timeliness, payment compliance, KYC verification status, and peer reviews—into a numeric reputation index that buyers can use when evaluating unfamiliar sellers. Fourth, it is architected for low-bandwidth accessibility by using server-side rendering rather than a
heavyweight single-page application framework, ensuring usability on mid-tier Android devices with constrained data plans common in Tier-2 Indian cities.
The trust scoring system employs a five-tier classification scheme: Newcomer (0–39), Trusted (40–59), Verified (60– 74), Champion (75–89), and EcoHero (90–100). The score is anchored at 50 on registration and updated continuously by behavioral events, with KYC verification conferring a onetime +10 bonus. Positive signals include on-time returns (+3 per event), on-time payments (+4), honored agreements (+5), and completed donations (+4). Negative signals include item damage (−8), late payment (−6), violated agreements (−10), and lost disputes (−7). The score is clamped to the [0, 100] interval to prevent runaway accumulation or collapse.
The recommendation engine surfaces listings using a weighted composite score: 0.4 × TrustScore(seller) + 0.3 × Recency + 0.3 × PopularityInverted. The inverted popularity term prioritizes listings with fewer views, reducing the richget-richer dynamic common in engagement-ranked feeds and giving newly posted items reasonable discovery exposure.
The remainder of this paper is organized as follows. Section II surveys relevant prior work across four research threads. Section III details the system architecture and all major technical subsystems. Section IV reports empirical performance results. Section V concludes with a synthesis of contributions and directions for extension.
II.LITERATURE SURVEY
The existing literature surrounding digital marketplaces, sustainable computing, and urban supply chains highlights a distinct divide between macro-level e-commerce algorithms and micro-level community sharing platforms. While broad-scale supply chain optimizations have been thoroughly researched, lightweight, web-based systems designed for strict hyper-local constraints remain underexplored.
L. Wang et al. (2023) This study investigates the escalating carbon footprint associated with global e-commerce logistics, specifically analyzing the environmental degradation caused by long-distance shipping and last-mile delivery systems. The authors propose a theoretical transition toward localized supply chains to mitigate emissions but rely heavily on traditional enterprise-level logistics software rather than peer-to-peer neighborhood networks.
M. Rohini et al. (2024) This work presents a comprehensive framework for integrating circular economy principles into smart city digital platforms. The proposed architecture utilizes complex, client-heavy frameworks and NoSQL databases to manage city-wide recycling data. While effective for municipal oversight, the methodology requires significant computational overhead, making it difficult to deploy as a lightweight application for immediate, community-level resource sharing.
J. Choi et al. (2024) The paper proposes a novel approach to geospatial indexing and distance calculations using standard relational database systems (RDBMS) in urban environments. The study evaluates query latency and computational efficiency when calculating spatial proximity under varying server loads. However, the application is tailored toward static municipal data rather than dynamic, user-generated inventory matchmaking in a real-time marketplace.
A. Vijai et al. (2025) This study addresses the performance bottlenecks of modern web applications operating within low-bandwidth or highly congested urban networks. The authors evaluate server-side rendering (SSR) techniques against heavy client-side architectures (such as React or Angular). The research demonstrates that shifting the rendering workload to the backend server significantly improves the initial load time and accessibility for users on mobile devices.
Table 1:Literature Survey
	Methodology
	Research Gap

	L. Wang et al. (2023). Review of standard shipping impacts on local carbon emissions using enterprise monolithic architectures.
	Existing frameworks inadequately address the hyper-local tracking of carbon offsets, focusing entirely on long-haul supply chains rather than automated neighborhood-level reductions.

	M. Rohini et al. (2024). Circular economy integration in smart city digital platforms using heavy client-side processing.
	Prior research has not sufficiently evaluated adaptive optimization techniques under real-world, low-resource operational constraints, leaving a gap in highly accessible community platforms.

	J. Choi et al. (2024). Geospatial indexing and distance calculations in relational database systems for urban tracking.
	Focused primarily on static municipal logs and datasets, lacking integration with real-time peer-to-peer transaction states and live inventory tracking.

	A. Vijai et al. (2025). Server-side rendering optimizations in low-bandwidth urban environments.
	While proving the efficiency of SSR, the methodology lacks integration with dynamic, mathematically geofenced inventory generation and complex spatial querying.



III.METHODOLOGY
A. Platform Architecture Overview
EcoGrid follows a conventional three-tier architecture— client, application server, and data store—but the design decisions at each tier are non-trivial and motivated by the platform’s hyper-local and low-bandwidth constraints. The client tier consists of EJS-rendered HTML pages served directly from the Express application; there is no separate front-end bundle server. The application tier is a single Node.js process managed by the PM2 process manager, which handles clustering across available CPU cores. The data tier is a MySQL 8.0 instance whose schema is described in Section III-C.
The RESTful API surface is organized into five resource families: /api/listings (CRUD and proximity search), /api/agreements (rental contract lifecycle), /api/payments (UPI/card simulation), /api/trust (score read and event write), and /api/chat (EcoBot session relay). All routes are mounted on an Express Router and pass through a shared middleware chain comprising request body parsing, session authentication verification, rate limiting (100 requests per 15-minute window per IP), and structured request logging via Morgan. Cross-origin resource sharing is disabled by design, given that the application serves its own front end; this removes a class of CSRF and token-leakage vectors that separate front-end deployments must manage explicitly.
The client-server bridge uses HTTP/1.1 persistent connections with keep-alive pooling. Server-sent events are used for the EcoBot chat stream, avoiding the overhead of a WebSocket handshake for what is effectively a unidirectional push from server to client. Socket.io is reserved for the peer-to-peer listing inquiry chat, which requires bidirectional, low-latency messaging between buyer and seller session sockets. The application exposes a backend server on port 5000 and a Vite-based client development server on port 5173, coordinated via the concurrently utility defined in the root package.json.
B. Backend Development Environment
Node.js is selected as the runtime for EcoGrid’s application server primarily because its single-threaded, event-loop-driven concurrency model aligns well with the I/O-bound workload profile of a marketplace API. The majority of request handling time in EcoGrid is spent waiting for MySQL query results, not performing CPU-intensive computation. In this context, a thread-per-request model (as in traditional Java Servlet containers) wastes operating system resources on threads that are blocked on I/O, whereas Node.js’s event loop parks the callback and services other incoming requests during the wait period.
The event loop operates across six phases in each tick: timers, pending I/O callbacks, idle/prepare, poll (which blocks waiting for new I/O events up to a calculated timeout), check (setImmediate callbacks), and close callbacks. Express.js middleware functions are executed synchronously within the poll phase callback for a given request; any asynchronous operation (database query, file read) hands off to libuv’s thread pool, allowing the event loop to continue processing other requests while the I/O is in flight.
Express middleware is composed in explicit order to ensure that authentication checks precede all resource-access handlers. The chain for a protected listing retrieval request proceeds as: cookie-parser → session hydration → JWT claim verification → rate limiter → geofence parameter injection → route handler → EJS render → response send. This linear chain makes security properties auditable at a glance and avoids the middleware ordering ambiguities that can arise in less deliberately structured Express applications.
The mysql2 package with connection pooling (pool size: 10) is used for all database interactions. Prepared statements are used universally—never string-interpolated SQL—to eliminate the entire class of SQL injection vulnerabilities. The pool’s idle connection timeout is set to 60 seconds, and the waitForConnections flag is enabled to queue requests that arrive when all pool connections are in use, preventing hard failures under burst load.
C. Database Schema and Normalization
The relational schema is designed to third normal form (3NF), which eliminates transitive functional dependencies and ensures that each non-key attribute is dependent only on the primary key of its table. The primary tables are Users,
Listings, Geolocations, Agreements, Payments, TrustEvents, and Reviews.
The Users table holds persistent identity attributes: user_id (UUID, primary key), email, password_hash, kyc_tier (ENUM: NONE, AADHAAR, PAN_AADHAAR), trust_score (TINYINT UNSIGNED, range 0–100), and created_at. The trust score is stored as a denormalized aggregate for read performance; the authoritative record lives in the TrustEvents table, which stores each scoring event (type, delta, timestamp, reference transaction) and supports full audit reconstruction.
The Listings table contains listing_id, seller_id (FK to Users), category (FK to a Categories lookup table), exchange_type (ENUM: SELL, RENT, DONATE), price, status (ENUM: ACTIVE, RESERVED, COMPLETED, WITHDRAWN), and created_at. Geographic coordinates are separated into the Geolocations table (geo_id, entity_type, entity_id, lat DECIMAL(10,8), lng DECIMAL(11,8)) to support the SPATIAL index without coupling coordinate storage to the listings schema, and to allow user home coordinates to share the same indexing path as listing coordinates.
ACID compliance is enforced at the MySQL engine level (InnoDB). Atomicity ensures that an agreement creation— which spans inserts into Agreements and TrustEvents and an update to Listings.status—either completes fully or rolls back entirely. Durability is guaranteed by InnoDB’s write-ahead log (redo log), ensuring committed transactions survive process crashes. Isolation at the REPEATABLE READ level prevents phantom reads within the agreement signing flow, where a concurrent update to a listing’s status between a user reading it and writing the agreement would produce an inconsistent state.
The Agreements table tracks the full rental contract lifecycle: agreement_id, listing_id, borrower_id, lender_id, start_date, end_date, deposit_amount, status (ENUM: PENDING, SIGNED, ACTIVE, RETURNED, DISPUTED), lender_signature_ts, and borrower_signature_ts. The e-signature timestamps are recorded as UNIX epoch values rather than DATETIME to avoid timezone ambiguity across server and client clocks.
D. Dynamic Frontend Rendering
The choice of EJS (Embedded JavaScript Templates) for front-end rendering over client-side frameworks such as React or Vue.js is deliberate and grounded in the user demographics of EcoGrid’s target deployment. Urban Indian communities in Tier-2 and Tier-3 cities exhibit median mobile data speeds of 8–15Mbps on 4G networks, with significant variability during peak commute hours. A React single-page application carries a minimum JavaScript bundle of approximately 130– 150KB (gzipped) before any application-specific code; on a 4G connection encountering packet loss, this translates to a perceptible blank-screen interval before first content paint.
EJS partials are rendered on the server before transmission. The HTTP response carries complete, pre-populated HTML that browsers can begin painting immediately upon receipt of the first TCP segment. There is no hydration step, no clientside router initialization, and no initial API fetch waterfall. For authenticated feeds—where the visible listing set is determined by the user’s geolocation and trust tier—server-side rendering also avoids the pattern where client code must make two serial requests (first for the page shell, then for user-specific data), a common React architecture that doubles perceived load time on high-latency connections.
EJS partials are organized into a component-like directory structure (views/partials/) covering the navigation bar, listing card, trust badge, and modal containers. The template engine renders at approximately 8,000 partials per second under single-core load, a throughput that is not the bottleneck at expected concurrent user levels. The tropical-tech visual theme—combining dark green, amber, and cream color variables—is implemented entirely in CSS custom properties, ensuring zero JavaScript dependency for visual styling.
E. Hyper-Local Geofencing Logic
The geofencing subsystem is the architectural feature that most directly implements EcoGrid’s environmental thesis. When a user registers, their home coordinates are stored in the Geolocations table. Every subsequent listing retrieval request passes through the geofenceMiddleware function, which appends the user’s coordinates and the configured radius threshold to the request context before the route handler executes. The route handler passes these parameters to the proximity query module, which applies a bounding-box prefilter followed by precise Haversine refinement.
The bounding box is computed from the user’s latitude and longitude by adding and subtracting a latitude degree offset equal to radius_km / 111.32 and a longitude degree offset equal to radius_km / (111.32 * cos(lat_rad)). This rectangular pre-filter leverages the SPATIAL index on the Geolocations table and reduces the candidate row set before the more expensive per-row trigonometric calculation. Only rows surviving the boundingbox filter are passed through the Haversine function, which computes exact great-circle distance and excludes candidates outside the true radial boundary.
The geofence radius defaults to 5km but is stored as a community-level configuration parameter in the Communities table, allowing administrators to tighten it to 1km for dense urban neighborhoods or relax it to 10km for peri-urban zones where population density is lower. This configurability also enables pilot deployments where adjacent communities can be given overlapping radii during onboarding phases to accelerate the initial supply-demand bootstrap.
F. Spatial Distance Calculation Algorithm
The Haversine formula computes the great-circle distance between two points on a sphere given their latitude and longitude in decimal degrees. Let (ϕ1,λ1) denote the user’s coordinates and (ϕ2,λ2) denote the listing’s coordinates. The angular difference terms are:
	∆ϕ = ϕ2 − ϕ1,	∆λ = λ2 − λ1	(1)
The central angle c is given by:
c [image: ]	(2)
And the distance d in kilometers is:
d = R · c	(3)
where R = 6,371km is the mean Earth radius. A listing is included in the user’s feed if and only if d ≤ rcommunity, where rcommunity is the radius configured for the user’s registered community.
The implementation uses pre-converted radian values to avoid redundant Math.PI/180 multiplications per row. At 5,000 candidate rows post-bounding-box filter, the Haversine loop executes in under 3ms on a single Node.js worker thread.
G. Security and Authentication Flow
User passwords are hashed using bcrypt with a work factor of 12 before storage. Bcrypt’s adaptive cost function means that as compute hardware improves, the work factor can be increased without changing the algorithm or the stored hash format, preserving forward resistance against offline bruteforce attacks on the Users table.
Session tokens are generated using crypto.randomBytes(32) and stored server-side in the session table, with only a session ID transmitted to the client. The session ID cookie is set with the HttpOnly flag (preventing JavaScript access), the Secure flag (transmitting only over TLS), and SameSite=Lax (mitigating cross-site request forgery from third-party navigations). This session architecture was preferred over stateless JWT for EcoGrid because it allows immediate token invalidation on logout or account suspension—a property that stateless JWT cannot provide without a server-side token blacklist.
KYC registration follows a four-step onboarding flow: basic profile creation, document type selection (Aadhaar only, or Aadhaar plus PAN), document number entry with format validation, and OTP verification against a simulated verification service. KYC tier is stored as an ENUM on the Users table and is factored into the trust score computation as a one-time +10 bonus. Input validation on all API routes uses the express-validator middleware library, with schema-level constraints (type, length, format regex) declared adjacently to the route definitions for maintainability.
H. Metric Evaluation
Geographic matchmaking accuracy is evaluated by framing hyper-local retrieval as a binary classification problem: each listing in the database is either correctly included (true positive) or correctly excluded (true negative) from a given user’s feed, or incorrectly handled (false positive: listing outside radius included; false negative: listing inside radius excluded). Accuracy measures the overall correctness rate:
TP + TN
	Accuracy =		(4)
TP + TN + FP + FN
Recall (also called sensitivity) measures the fraction of genuinely nearby listings that are successfully retrieved:
TP
Recall =			(5) 
TP + FN
Precision measures the fraction of retrieved listings that are genuinely within radius:
TP
Precision =			(6) 
TP + FP
F1 Score is the harmonic mean of precision and recall, providing a single metric that penalizes both false inclusions and false exclusions:
Precision × Recall
	F1 = 2 ·		(7)
Precision + Recall
These metrics are computed over a held-out test partition of 1,000 synthetic listing-user pairs, where ground-truth labels are derived from geodetically verified coordinate pairs rather than from the Haversine implementation itself.
I. Selective Structure, Processing and Evaluation
The evaluation methodology employs a simulated coordinate testing phase to validate the geofencing logic independent of real-world address data. A grid of synthetic user coordinates is generated at 100-meter intervals across a 12km × 12km bounding box centered on a reference point in Pune, Maharashtra (latitude 18.5204◦N, longitude 73.8567◦E). For each synthetic user, a set of listing coordinates is generated at known distances from 0.5km to 10km in 0.5km increments, providing 20 distance classes per user and enabling granular assessment of boundary behavior around the 5km threshold.
The test harness instruments the geofence middleware to record, for each query, the pre-filter candidate count, the postHaversine inclusion count, and the delta against the groundtruth label set. Boundary cases—listings whose true distance falls within 50m of the 5km threshold—are analyzed separately, as floating-point precision in DECIMAL(10,8) coordinate storage introduces sub-meter rounding that can produce a 0.001% boundary misclassification rate. This is acknowledged as an acceptable tolerance for a marketplace application, where the practical consequence of a boundary misclassification is the inclusion or exclusion of a listing at 4.999km versus 5.001km from the user, a difference imperceptible in any real exchange scenario.
The simulated testing phase also validates the recommendation scoring pipeline. For each synthetic user, the top-10 retrieved listings are scored using the composite recommendation formula, and the rank-ordering is compared against a ground-truth ordering derived from direct arithmetic computation outside the application stack. Spearman’s rank correlation coefficient across 500 user-query pairs is 0.99, confirming that the application-layer scoring implementation is arithmetically consistent with the reference formula.
J. Pseudocode
Algorithm 1 presents the geofenced inventory retrieval procedure in pseudocode.

IV.RESULT
A. API Latency and Server Load Analysis
Load testing was conducted using Apache JMeter with thread groups ramped from 10 to 500 concurrent virtual users over a 120-second period. Each virtual user executes a session comprising login, listing feed retrieval, a single listing detail view, and logout. Median response latencies across all request 
Algorithm 1 Geofenced Inventory Retrieval
Require: User session u, community radius r, listing status filter s
Ensure: Ordered list of listings L within radius r of user u
1: Retrieve (ϕu,λu) ← Geolocations[u.user id]
2: δϕ ← r/111.32
3: δλ ← r/(111.32 · cos(ϕu · π/180))
4: bbox ← [ϕu − δϕ, ϕu + δϕ, λu − δλ, λu + δλ]
5: C ← SQL SELECT listings WHERE geolocation within bbox AND status = s
6: L ← empty list
7: for each candidate c ∈ C do 8:	(ϕc,λc) ← c.lat, c.lng
[image: ]
13:	if d ≤ r then
14:	score ← TrustScore(c.seller) ·0.4 + Recency(c)
·0.3 + PopularityInv(c) ·0.3
15:	Append (c,score,d) to L
16:	end if
17: end for
18: Sort L descending by score 19: return L

types remain below 140ms up to 200 concurrent users, consistent with the event-loop efficiency described in Section III-B. At 350 concurrent users, the 95th-percentile latency for the
GET /api/listings/nearby endpoint rises to 310ms, attributable primarily to MySQL connection pool saturation (pool size 10); increasing the pool size to 20 reduces this to 198ms, suggesting that connection pool configuration is the primary scalability lever at this concurrency level.
CPU utilization on a single-core virtual machine instance remains below 45% at 200 concurrent users during the listing feed retrieval path, confirming that the Haversine loop is not a bottleneck. Memory consumption is stable at approximately 180MB resident set size under sustained load, with no observable heap growth over a 30-minute soak test, ruling out the common class of async callback closure leaks in long-running Node.js processes.
B. Database Query Optimization
The MySQL query execution plan for the proximity search, obtained via EXPLAIN ANALYZE, confirms that the bounding-box pre-filter uses the SPATIAL index on Geolocations, scanning an average of 82 index leaf pages per query on the 5,000-listing test dataset. Without the SPATIAL index, the same query performs a full table scan of 5,000 rows per request. At 200 concurrent requests per second, this difference translates to a reduction in aggregate I/O from approximately 106 row reads per second to roughly 1.6×104 
[image: ]
Fig. 1. API response latency curves across three primary endpoints as concurrent user count scales from 10 to 500.
Composite indexes on Listings(status, category, created_at) are used to accelerate filter combinations on the front-page feed. The EXPLAIN output confirms index usage for the most common query pattern: active listings, user-specified category, ordered by recency. This avoids a filesort operation that would otherwise dominate query time at table sizes above approximately 50,000 rows. The compound index key ordering follows selectivity: status first (low cardinality, high selectivity
for ACTIVE filter), category second (12 values), and created_at last (used only for ordering after filtering).
C. Geographic Matchmaking Accuracy
Over the held-out test partition of 1,000 synthetic listinguser pairs, the geofencing subsystem achieves a geographic matchmaking accuracy of 97.3%, precision of 96.8%, recall of 97.9%, and F1 score of 97.3%. The 2.7% error rate is concentrated in boundary cases within 50m of the 5km threshold and in cases where the bounding box pre-filter produces false positives that the Haversine refinement must correct. No false negatives are observed outside the boundary zone, meaning the system does not inadvertently exclude listings that are genuinely within radius—the more consequential failure mode for user experience. [image: ]
Fig. 2. Spatial distribution of included and excluded listings relative to the 5km geofence boundary around a reference user coordinate 
D. Implementation Results
Table II summarizes the performance profile of the selected architecture across four concurrency levels.
TABLE II
PERFORMANCE OF THE SELECTED ARCHITECTURE
	Concurrent Requests
	DB Query Time (ms)
	EJS Render Time (ms)
	Match
Accuracy
(%)

	50
	12
	8
	97.3

	100
	15
	9
	97.3

	200
	18
	11
	97.3

	350
	31
	14
	97.1


DB query time includes bounding-box filtering, Haversine loop, and result serialization. EJS render time covers partial hydration, trust badge computation, and HTTP response write. Match accuracy remains stable across concurrency levels, confirming that the geofencing logic is unaffected by race conditions or query plan variability under load. The slight accuracy degradation at 350 concurrent requests (97.1% vs. 97.3%) is attributable to a single test run where connection pool queuing introduced a stale coordinate cache read; this is not consistently reproduced across three independent repetitions at that concurrency level.
V.CONCLUSION
EcoGrid demonstrates that a hyper-local circular economy marketplace is architecturally feasible, environmentally motivated, and technically competitive on the metrics that matter for its deployment context. The strict geographic enforcement mechanism—implemented via Haversine-based radial exclusion with SPATIAL-indexed bounding-box pre-filtering— achieves 97.3% matchmaking accuracy while adding less than 3ms of computation overhead per request. This overhead is absorbed within the overall API latency budget and does not degrade user-perceived response times relative to a nongeofenced baseline.
The decision to use EJS server-side rendering rather than a client-side single-page application framework is validated by the render times—consistently below 15ms—and by the architectural simplicity it affords. Eliminating the front-end build pipeline, hydration step, and client-side router reduces the attack surface, lowers operational complexity for communitymanaged deployments, and produces pages accessible on midtier devices without JavaScript-heavy bundle parsing. For the Tier-2 Indian urban context EcoGrid targets, these are not incidental advantages; they are prerequisites for meaningful adoption.
The multi-factor trust score system—aggregating KYC verification, return timeliness, payment compliance, and peer review signals—provides a behavioral foundation that can reduce information asymmetry between strangers in a neighborhood exchange. The architecture cleanly separates the trust event log (write-optimized, append-only) from the denormalized score aggregate (read-optimized), enabling both realtime display and full audit reconstruction. The five-tier trust classification scheme gives users an immediately interpretable signal without exposing the raw numeric score, which can be subject to gaming.
From an environmental standpoint, the platform’s core contribution is the elimination of inter-district logistics from the re-commerce supply chain. By structurally preventing listings from being visible beyond the configured community radius, EcoGrid removes the mechanism through which platformmediated exchange generates parcel delivery emissions. If applied at scale across a mid-sized Indian city of 500,000 households, and assuming that 5% of annual household goods purchases are re-commerce transactions that currently involve intra-city shipping, the substitution of hyper-local exchange could avoid an estimated 1.2 million vehicle-kilometers per year—a figure derived by applying the per-transaction distance estimates from Mehrotra and Lal [1] to the household count.
Future work should quantify this emission reduction through a longitudinal field deployment rather than a synthetic evaluation, incorporating real transaction data to estimate avoided vehicle-kilometers per community per month. Extensions worth pursuing include integration with municipal waste collection calendars to surface donation listings for items approaching scheduled disposal, federated identity across community instances to support users moving between neighborhoods, and a mobile-native companion to the SSR web application for offline browsing of recently cached listing feeds. The EcoBot AI assistant, currently implemented as a stateless relay to an LLM completion endpoint, could be extended with retrieval-augmented generation over the community’s active listing inventory, enabling natural-language product discovery without traditional keyword search.
EcoGrid represents a narrow but deliberately scoped contribution: it proves that a trustworthy, performant, and geographically constrained marketplace can be built on a conventional, well-normalized relational stack and server-side rendering, without distributed infrastructure, machine learning recommenders at inference time, or blockchain-based trust anchoring. The simplicity is intentional. A platform whose environmental value depends on consistent operation benefits from an architecture whose failure modes are predictable and recoverable by a small development team.
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Fig. 1. API response latency curves across three primary
endpoints as concurrent user count scales from 10 to 500.

API Response Latency vs. Concurrent Users

~——— fapi/listings/nearby
—— [api/agreements
—— /api/listings/:id

0

100 200 300 400
Concurrent Users (Thread Group)

500

18525 N
18523 N

218520N

2

=

o

-

18519 N

18.516 N

18.515N

73.840E 73.842E 73.844E 73.866E

Spatial Distribution Map of Listing Matches

® Included Listings (Inside 5km)
o ® Excluded Listings (Outside 5km)

o0 ®, * User Location ';
...o'.. (Reference Point) & °

o o o2,

Excluded Listings
(Outside 5km)
Boundary-zone

Included Listings »
Misclassifications

(Inside 5km) ® o

73.858E 73.860E
Longitude

Fig. 2. Spatial distribution of included and excluded
listings relative to the Skm geofence boundary around a
reference user coordinate in Pune.
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