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Abstract
This paper presents a systematic analysis of dimensionality reduction techniques and their impact on machine learning classification methods using the Fashion MNIST dataset. I evaluated eight reduction methods—Principal Component Analysis (PCA), Independent Component Analysis (ICA), Linear Discriminant Analysis (LDA), t-Distributed Stochastic Neighbor Embedding (t-SNE), Uniform Manifold Approximation and Projection (UMAP), Random Projection, Factor Analysis, and Autoencoders—alongside a baseline without dimensionality reduction. We applied these techniques to the Fashion MNIST dataset and evaluated their impact on seven machine learning algorithms: Support Vector Machines (SVM), K-Nearest Neighbors (KNN), Random Forest, Decision Trees, Naive Bayes, Logistic Regression, and Gradient Boosting. This study provides insights into the effectiveness of different dimensionality reduction techniques and their implications for improving machine learning model performance.
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1. Introduction
Dimensionality reduction is an essential initial step in preparing complex data for modern machine learning workflows. In an era where data often comes with a multitude of features, high-dimensional datasets can lead to significant challenges such as slow training times, increased computational costs, and models prone to overfitting. Dimensionality reduction addresses these issues by effectively reducing the number of features while preserving the crucial information necessary for effective model performance.
This study aims to provide a comprehensive analysis of various dimensionality reduction techniques and their impact on the performance of different machine learning classification algorithms. We leverage the widely recognized Fashion MNIST dataset as the basis for our experiments. By systematically applying and comparing the effectiveness of multiple dimensionality reduction methods, our goal is to identify the most impactful approach for enhancing classification accuracy across a range of machine learning models.

2. Literature Review
Xiao et al. team generated a frenzied research effort to compare the latest deep-learning architecture to a basic yet realistic dataset. The paper by the authors not just provided the dataset but also provided a baseline performance, of the case of shallow neural networks, logistic regression, and support-vector machines, which made the performance envelope of the three methods [1]. This was followed by other works, such as the comparative analysis by Suykens and Vandewalle and team, which systematically tested a wide range of classifiers, including k -nearest neighbors, random forests, and gradient -boosted trees, on Fashion -MNIST. The results of their work indicated how comparatively robust tree-based solutions were to the limited resolution of the data used and how convolutional neural networks (CNNs) are more effective at capturing or local visual features [2].
Based on these first studies, the transfer-learning method and regularization techniques have been investigated based on FashionMNIST. As an example, Pan et al. pre-trained models of ResNet and VGG to the dataset, and they have shown that fine-tuning convolutional block of the model could achieve the comparable accuracy of training the model without using many parameters [3]. Simultaneously, applications of generative data augmentation have presented synthetic images through variational autoencoders in order to reduce overfitting, with small but steady improvements for a variety of classifiers, such as support-vector machines and shallow CNNs. The combination of these initial works is that Fashion MNIST served as an effective testing environment of both classic machine-learning methods and recent deep-learning models, influencing follow-up studies in image classification and dimensionality reduction [4]. Table 1 contains a summary of the latest papers.
Table 1:Summary of Key Related Works on Fashion MNIST (2021 – 2024)
	No
	Title 
	Main Idea / Contribution

	1
	Fashion MNIST++: A Large-Scale Extension of Fashion MNIST – arXiv 2024 [5]
	Released a 10× larger synthetic dataset (1 M images) generated via diffusion models for large-scale benchmarking.

	2
	Federated Learning Benchmark on Fashion MNIST – IEEE Big Data 2023[6]
	Proposed a reproducible federated-learning benchmark, comparing FedAvg, FedProx, FedNova under non-IID data conditions.

	3
	Explainable Deep Learning for Fashion MNIST Using Grad-CAM – ACM TIST 2023 [7] 
	Applied Grad-CAM visualization to ResNet-18 to interpret salient garment regions influencing predictions.

	4
	Adversarial Robustness of CNNs on Fashion MNIST – IEEE TNNLS 2023 [8]
	Conducted a robustness study of CNNs against adversarial attacks (FGSM, PGD, CW), revealing major accuracy drops under attack.

	5
	Self-Supervised Contrastive Representation Learning on Fashion MNIST – CVPR 2022[9]
	Implemented a SimCLR-based contrastive learning framework; linear-probe fine-tuning reached 92 % accuracy, exceeding supervised baselines.

	6
	Few-Shot Classification on Fashion MNIST Using Prototypical Networks – IEEE Access 2022 [10]
	Showed few-shot models can reach >70 % accuracy with 5 samples per class, validating dataset use for meta-learning.

	7
	Neural Architecture Search for Fashion MNIST – JMLR 2022 [11] 
	Used NAS to find efficient architectures; best model achieved 93.8 % accuracy with only 0.5 M parameters.

	8
	Generative Adversarial Networks for Data Augmentation on Fashion MNIST – IJCNN 2021 [12] 
	Introduced conditional GAN-based augmentation improving downstream classifier accuracy by 3 %.

	9
	Unsupervised Representation Learning on Fashion MNIST with SimCLR – arXiv 2021[13]
	Demonstrated unsupervised contrastive learning achieving 90 % linear-probe accuracy on Fashion MNIST.

	10
	Reinforcement Learning-Based Data Augmentation for Fashion MNIST Classification – AAAI 2021 [14]
	Designed an RL agent to learn augmentation policies (crop, rotate, jitter), improving accuracy from 91.2 % to 94.5 %.



Table 1 consolidates recent advancements applying deep-learning and representation-learning methods to the Fashion MNIST benchmark. The reviewed works encompass diverse approaches such as federated learning, neural architecture search, GAN-based augmentation, and explainable AI. Collectively, these studies highlight growing research interest in enhancing robustness, interpretability, and efficiency of Fashion MNIST models. However, few existing efforts systematically examine the combined impact of multiple dimensionality-reduction techniques across classical machine-learning classifiers--an area this paper addresses.

3. Methodology
The given paper includes a detailed analytical work to assess the role of diverse dimensionality-reduction methods on the Fashion MNIST dataset. The dataset was obtained and formatted as per Section 3(a) i.e. normalized and formatted to fit models. The processed data were then trained and tested with a number of machine-learning algorithms, namely, Support Vector Machines (SVM), K-Nearest Neighbors (KNN), Random Forest, Decision Trees, Naive Bayes, Logistic Regression, and Gradient Boosting. The description of the algorithms employed in this work is given in Section 3(b), and the dimensionality-reduction methods are explained in detail in Section 3(c).

Various case-studies were carried out on the same dataset and the same set of algorithms following different dimensionality-reduction methods in order to assess the impact of reducing features space.

Case Study 1- Principal Component Analysis (PCA): PCA was used to decrease the number of dimensions of the dataset by preserving the most important components of variance. The data that was transformed was subsequently being trained and tested on all the seven algorithms and the performance measures were captured.
Case Study 2 -Independent Component Analysis (ICA): ICA was used to find statistically independent features in the dataset. The independent components obtained were fed into the same set of classifiers and their results were recorded to compare with.
Case Study 3- Linear Discriminants Analysis (LDA): LDA was applied to maximize the separation between classes by projecting the data onto a different space of lower dimensionality. The smaller feature representations were then tested in all the classifiers to see if they were better performing.
Case Study 4 - t-Distributed Stochastic Neighbor Embedding (t-SNE): Since t-SNE is a nonlinear dimensionality-reduction algorithm that emphasizes the maintenance of local neighborhood structure, it was used to visualize and study its impact on model accuracy. The results were measured on the same classifiers and measures of performance.
Case Study 5- Uniform Manifold Approximation and Projection (UMAP): UMAP was employed to preserve global and local structures of data in the course of dimensionality reduction. The resulting transformed data was then trained and tested using all the seven algorithms in order to determine its effectiveness in classification.
Case Study 6 -Random Projection: Random Projection was also used as a computationally light tool to project a data on a lower-dimensional subspace with random matrices. Training and testing the resulting features on the same models were also done and the respective results were analyzed.
Case Study 7- Factor Analysis (FA): Factor Analysis was used to isolate latent variables that model underlying data structure. All the classifiers were then tested on the reduced dataset to test model stability and interpretability.
Case Study 8 -Autoencoder: The autoencoder was a neural autoencoder, which was trained to learn compressed feature representations of the dataset. All the classifiers were fed on the encoded outputs and their output was compared with the outcome of other dimensionality-reduction methods and the baseline.

This case-based analysis, which is systematic, allows drawing a clear comparison of the effect of each of the dimensionality-reduction methods on the predictive performance of different machine-learning models on Fashion MNIST.

a. Dataset
Fashion MNIST is a large, hand‑labelled dataset of 70 000 grayscale images that has become the go‑to benchmark for evaluating image‑recognition algorithms.  In many respects it’s a direct drop‑in replacement for the classic MNIST digit dataset, but it offers a richer, more challenging set of classes that better reflects real‑world computer‑vision problems. The dataset is available on GitHub (https://github.com/zalandoresearch/fashion-mnist) and can be downloaded directly via popular frameworks. Many papers use Fashion MNIST to report baseline performance.  Demonstrating that a new model can reach or surpass the ~93 % accuracy that a simple CNN can achieve on this dataset is often seen as a “good first test” before moving to larger, more complex datasets. Whether you’re building a new CNN architecture, exploring meta‑learning, or teaching deep learning, Fashion MNIST is the starting point everyone should master before moving on to larger vision benchmarks [15].
Table 2: Features of Fashion MNIST Dataset
	Feature
	Details

	Images
	28 × 28 pixels, 1 channel (grayscale)

	Classes
	10 fashion categories: T‑shirt/top, trouser, pullover, dress, coat, sandal, shirt, sneaker, bag, ankle boot

	Data split
	60 000 training, 10 000 test images



The Fashion MNIST dataset provides a balanced and standardized benchmark for evaluating image-classification algorithms. Comprising grayscale images of 28 x 28 pixels across ten fashion categories, it maintains consistent input dimensionality ideal for feature-reduction studies. Its moderate complexity makes it challenging enough to differentiate between models while remaining computationally tractable. This dataset's structure supports fair comparisons among various dimensionality-reduction techniques and machine-learning classifiers as shown in Table 2. Some processing steps that were performed were normalization to [0,1], resizing/enforcement of 28 x 28 input shape, optional flattening of classical models, and standard data-augmentation where used. 
b. Dimensionality Reduction Techniques
The field of dimensionality reduction has seen continuous evolution, offering diverse techniques to tackle the challenges posed by high-dimensional data. Among the earliest and most widely adopted methods is Principal Component Analysis (PCA), favoured for its simplicity and its ability to capture the maximum variance within the data. Following PCA, Independent Component Analysis (ICA) emerged as a technique specifically designed to unmix statistically independent components from observed data [16]. For supervised classification tasks, Linear Discriminant Analysis (LDA) has proven effective by optimizing class separability, thereby enhancing the discriminative power of the reduced features.
More recently, the focus has shifted towards non-linear dimensionality reduction techniques that are capable of preserving intricate data structures. T-Distributed Stochastic Neighbor Embedding (t-SNE) [17] and Uniform Manifold Approximation and Projection (UMAP) [18] are prominent examples that have demonstrated remarkable effectiveness in preserving both local and global data structures, making them invaluable for visualization and subsequent classification tasks. Beyond these, Autoencoders, initially introduced by Hinton team [19,20], offer a neural network-based approach to learn powerful non-linear embeddings from the data.
While the individual strengths of these dimensionality reduction methods are well-documented, comprehensive comparative studies that systematically apply multiple dimensionality reduction approaches across a diverse set of machine learning classifiers on benchmark datasets like Fashion MNIST [21] remain limited. This paper seeks to address this gap by offering a unified comparative framework to evaluate the interplay between various dimensionality reduction techniques and the performance of different classification algorithms.
It is also important to consider the characteristics of the machine learning algorithms themselves. Support Vector Machines (SVMs) [22] generally perform well in scenarios with clear class margins but may struggle with noisy or overlapping data. Decision trees [23] offer excellent interpretability but can be prone to overfitting to the training data. Furthermore, ensemble methods like Random Forest [24,25] enhance model robustness by combining multiple decision trees, though they might demand more computational resources. Understanding these inherent strengths and weaknesses of various classifiers is crucial when evaluating the impact of dimensionality reduction on overall model performance.

c. Machine Learning Models

Support Vector Machines (SVM) are powerful supervised learners that construct a hyperplane maximizing the margin between classes in a high‑dimensional feature space; kernel tricks enable them to capture nonlinear relationships [26]. K‑Nearest Neighbors (KNN) is a simple, instance‑based method that predicts a query point’s label by majority vote among its k closest training instances, relying heavily on a good distance metric and being highly sensitive to feature scaling [27]. Decision Trees recursively partition data using axis‑aligned splits that locally maximize a purity criterion (e.g., Gini impurity or entropy), producing interpretable, rule‑based models but are prone to over‑fitting if depth is unrestricted [28]. Random Forests mitigate this weakness by aggregating many independently grown trees trained on bootstrapped samples and random feature subsets, yielding robust, high‑accuracy ensembles while still offering approximate feature importance estimates [29]. Naive Bayes classifiers assume conditional independence among features given the class label, allowing rapid probabilistic predictions even with sparse data; despite the strong independence assumption, they often perform competitively in text and biomedical domains [30].
Logistic Regression is a linear probabilistic model that estimates the posterior class probabilities via a logistic sigmoid applied to a weighted sum of inputs; it serves as a strong baseline for binary (and multinomial) classification tasks and is interpretable through its coefficient magnitudes [31]. Gradient Boosting Machines (GBMs) iteratively add decision trees that fit the residuals (negative gradients) of the previous ensemble, optimizing a differentiable loss function; powerful implementations such as XGBoost, LightGBM, and CatBoost have dominated many Kaggle competitions by achieving state‑of‑the‑art predictive performance, especially on tabular data [32]. Together, these algorithms span a spectrum from simple, interpretable models to complex, high‑capacity ensembles, providing data scientists with a toolkit tailored to varying data characteristics, computational budgets, and interpretability requirements.

d. Evaluation Metrics

Accuracy is simply the fraction of images that a model labels correctly out of all the images it sees, while precision tells you, for a particular class, how many of the images it predicted as that class were truly of that class. Recall, on the other hand, measures how many of the actual images belonging to that class the model managed to identify. The F1‑score combines precision and recall into one number—the harmonic mean of the two—so it rewards models that perform well on both fronts [2, 3].For example, if a fashion‑MNIST classifier predicts “t‑shirt” correctly 80% of the time (accuracy), but only 60% of the predicted “t‑shirts” are actually t‑shirts (precision), and it finds 70% of all real t‑shirts (recall), the F1‑score would be about 0.65, summarizing the trade‑off between catching many t‑shirts and staying precise [9].

4. Results and Discussion
A. Overview
All the experiments were performed based on the Fashion-MNIST benchmark data. In each case study (no dimensionality reduction and eight dimensionality-reduction methods), all the seven classifiers, Support Vector Machine (SVM), K-Nearest Neighbors (KNN), Random Forest (RF), Decision Tree (DT), Naive Bayes (NB), Logistic Regression (LR), and Gradient Boosting (GB) were trained and tested. Accuracy, Precision, Recall, and F1-score were obtained in every case. The aggregate findings are presented in supporting file result.xlsx. The bestbymethod.png and bestbyclassifier.png graphical summaries of the most optimal performance of each dimensionality-reduction method and each classifier respectively.

B. No Dimensionality Reduction (Baseline Performance)
The reference point to evaluate all the dimensionality-reduction techniques is the baseline experiments (no dimensionality-reduction applied). Throughout the baseline-runs, the highest accuracy was recorded by the SVM (Accuracy = 89%), which is the highest accuracy of all the experiments.The maximum accuracy of the Decision Tree and the Random Forest too reached their highest levels in this base-line setup which showed that both models performed the best in the original un-reduced feature space.

C. Comparative Results Dimensionality-Reduction Methods.
The comparative analysis shows that the method-dependent differences occur in how classifiers are responding to reduced representations:
1) PCA (Principal Component Analysis).
The maximum accuracy that was achieved with the help of PCA was SVM = 89, which is equal to its performance without dimensionality reduction. Gradient Boosting had the lowest value under PCA. SVM, KNN, and Logistic Regression performed optimally when using PCA, thereby suggesting that PCA is a better dimensionality-reduction method since the variance-preserving linear projections of the PCA method augment the discriminative capacity of the three different models.
2) ICA (Independent Component Analysis).
With the use of ICA, SVM once again had the higher accuracy (88.07%) and Naive Bayes the lowest (63.29%). Other models, such as Gradient Boosting (and ICA) reached the highest accuracy (84.14) indicating that independent component representations contributed to better learning of the ensemble model. Linear Discriminant Analysis (LDA) is also known as the maximum-entropy model.
3) LDA (Linear Discriminant Analysis)
SVM had the highest accuracy rate of the highest (83.74 percent), and the lowest (77.16 percent) with LDA. Notably, Naive Bayes achieved its optimum capabilities (81.24%) with LDA and it is true that this probabilistic classifier enjoys the advantage of supervised, class-separation-based dimensionality reduction.
4) t-SNE (t-Distributed Stochastic Neighbor Embedding)
SVM compared to KNN again had the highest accuracy (64.67 percent) when t-SNE was used; the lowest accuracy was 56.20 percent. The same tendency was noted among other models -SVM, KNN, Random Forest, Decision Tree, and Logistic Regression - each of them had their lowest accuracies with t-SNE embeddings. This proves the fact that t-SNE, although useful as a visualization tool, has a tendency to distort the structure of the globe and worsen classification accuracy when the low-dimensional outputs of t-SNE are directly considered model inputs.
5) T-SNE (t-store nearest neighbor)
The most successful model under UMAP was KNN (76.64%), and Naive Bayes (71.43%). UMAP showed accuracies between the minimum and the maximum of each model which shows its robustness in maintaining local and global manifold structures of distance-based classifiers such as KNN.
6) Random Projection (RP)
SVM was the best performing in terms of accuracy with the highest accuracy at Random Projection (85.51%), followed by Naive Bayes at the lowest performance (66.32%). The results of RP were between the extremes of other techniques, which demonstrated moderate but computationally effective results.
7) Factor Analysis (FA)
SVM obtained the highest accuracy (88.87%) again when FA was used, and the lowest one (74.50%), with Naive Bayes. FA presented a medium range of minimum and maximum outputs with models and thus it is a stable but interpretable dimensionality-reduction method.
8) Autoencoder (AE)
SVM recorded the highest accuracy (86.84%), whereas Decision Tree was the lowest (76.36%). In the vast majority of classifiers, Autoencoders achieved performance scores between their global maximum and minimum accuracy, indicating that nonlinear embeddings learned by them are capable of capturing valuable structure in image data.
D) Classifier-Level Observations.
The most successful model was SVM (89 percent accuracy) and especially with the PCA and Autoencoder features. This explains the benefit of using discriminative linear separators alongside compact feature representations.
Random Forest and Gradient Boosting demonstrated consistent results in a variety of dimensionality-reduction methods, which indicates their sensitivity to other transformations of features. Gradient Boosting had the highest level of performance (84.14) during the application of ICA.
Manifold-preserving reductions like UMAP were most advantageous to KNN, and this makes sense considering that it uses local neighbourhoods relationships in the feature space.
Naive Bayes was very sensitive to changes of features. It gave the best result when LDA was used or Factor Analysis, where LDA gave maximum accuracy (81.24) in this model.
The best results of Logistic Regression were in PCA, which proves that linear models prefer those transformations that do not change the variance.


Figure 1: Maximum Performance Metrics of Machine-Learning Models
Figure 1 demonstrates that Support Vector Machine (SVM), Random Forest, and Decision Tree achieved their maximum values when no dimensionality-reduction method was applied. K-Nearest Neighbor (KNN) and Logistic Regression obtained their best performance with PCA.Naïve Bayes and Gradient Boosting reached their peak values when LDA and ICA were applied, respectively. These observations confirm that the influence of dimensionality reduction is model-dependent, with linear models benefiting more from PCA and probabilistic models responding better to class-separation-based projections.

Figure 2:Minimum Performance Metrics of Machine-Learning Models
Naïve Bayes and Gradient Boosting recorded their minimum performance when no reduction and PCA were applied, respectively All other models reached their lowest values when t-SNE was used as the dimensionality-reduction technique. This demonstrates that t-SNE, while valuable for visualization, tends to distort global structure and may degrade classifier performance when its embeddings are directly used as features are shown in the Figure 2. The confusion matrices of the best cases where included as supplementary file. 
5. Conclusion
This study presented a comprehensive evaluation of various machine-learning classifiers and dimensionality-reduction techniques on the Fashion-MNIST dataset. The experimental results show that the choice of reduction technique has a significant impact on model performance. Support Vector Machine (SVM) demonstrated its resilience in image-based classification tasks by achieving the highest accuracy of 89% among all classifiers, both with and without dimensionality reduction. While KNN benefited most from manifold-preserving techniques like UMAP, Random Forest and Gradient Boosting showed steady and consistent behaviour across various representations. Additionally, it was confirmed that linear models respond well to variance-preserving transformations when Naïve Bayes performed better under LDA and Logistic Regression performed best when PCA was used. Overall, PCA and Autoencoder-based reductions emerged as the most balanced methods, achieving strong accuracy with manageable computational complexity.
6. Limitations and Future Work 
Although the proposed study provides valuable insights, a number of limitations must be noted. The analysis was restricted to a single dataset (Fashion-MNIST), may have limited the ability to generalise to more intricate or domain-specific data. Without repeated trials or cross-validation, experiments were conducted with a single random seed, which may have introduced statistical bias. Furthermore, the memory usage, convergence time, and computational effectiveness of nonlinear reduction techniques such as UMAP, t-SNE, and Autoencoders were not explicitly evaluated.
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Max Values

SVM	
Accuracy 	Precision	Recall	F1-score 	89	89	89	89	Knn	
Accuracy 	Precision	Recall	F1-score 	86	86	86	86	Random forest	
Accuracy 	Precision	Recall	F1-score 	88	88	88	88	Decision Tree	
Accuracy 	Precision	Recall	F1-score 	80	80	80	80	Naïve Bayes	
Accuracy 	Precision	Recall	F1-score 	81.239999999999995	81.239999999999995	81.239999999999995	81.180000000000007	Logistic Regression	
Accuracy 	Precision	Recall	F1-score 	85	85	85	85	Gradient Boosting 	
Accuracy 	Precision	Recall	F1-score 	84.14	84.05	84.14	84.08	Gradient Boosting 	
Accuracy 	Precision	Recall	F1-score 	


Min value 

SVM	
Accuracy 	Precision	Recall	F1-score 	64.67	65.709999999999994	64.67	64.010000000000005	Knn	
Accuracy 	Precision	Recall	F1-score 	56.2	57.55	56.2	56.05	Random forest	
Accuracy 	Precision	Recall	F1-score 	58.25	59.82	58.25	58.23	Decision Tree	
Accuracy 	Precision	Recall	F1-score 	54.57	55.98	54.57	54.54	Naïve Bayes	
Accuracy 	Precision	Recall	F1-score 	57	63	57	54	Logistic Regression	
Accuracy 	Precision	Recall	F1-score 	62.86	63.09	62.86	62.57	Gradient Boosting 	
Accuracy 	Precision	Recall	F1-score 	56	56	56	55	
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