A MULTIMODAL AI-BASED FRAMEWORK FOR EARLY DETECTION OF DIABETIC RETINOPATHY USING RETINAL IMAGES AND CLINICAL DATA
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ABSTRACT
Diabetic Retinopathy (DR) can be introduced as one of the main causes of blindness worldwide. Preventing severe vision loss requires early detection and precise classification. Convolutional Neural Networks (CNNs), a recent development in machine learning, have greatly enhanced DR detection by recognizing retinal characteristics like hemorrhages and microaneurysms in images. Nonetheless, many imaging models fail to consider important clinical parameters that contribute to the disease’s progression, such as blood pressure, HbA1c, and diabetes duration etc. This lack of clinical context restricts their reliability and applicability to real clinical contexts. To fill this gap, the current study suggests a hybrid multimodal system that combines the analysis of retinal images with the help of an EfficientNetB3 convolutional neural network (CNN) that was trained on the transferred basis with clinical subsystem based on validated medical thresholds. A late fusion process combines the two modalities together to produce interpretable multi class DR classification prediction. Experimental analysis showed a better degree of accuracy and consistency over unimodal models, as well as providing a clear state of decision reasoning to make clinical interpretations. The suggested framework provides a new personalized paradigm that fills the gap between the computational analysis and the medical reasoning to give a scalable basis to future clinical validation and incorporation to the hospital decision-support settings.
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1. INTRODUCTION
[image: Multi-Scale Class Attention Network for Diabetes Retinopathy  Grading-Scilight]Diabetes mellitus is a chronic metabolic disorder characterized by persistent hyperglycemia due to insufficient insulin secretion or action, which over time damages microvascular structures throughout the body, notably in the retina, leading to diabetic retinopathy (DR), a major cause of vision impairment worldwide. With over 537 million adults affected at the moment and estimates indicating that number will rise to 783 million by 2045, it presents one of the biggest public health issues in the world [1]. Prolonged hyperglycemia causes microvascular damage that results in endothelial dysfunction, pericyte loss and blood-retina barrier collapse, which causes DR [2]. These degenerative processes eventually lead to neovascularization, retinal ischemia and irreversible vision loss. Based on the damage it causes to retina it is classified as Non-Proliferative DR (NPDR) and Proliferative DR (PDR). NPDR is further classified as Mild NPDR, Moderate NPDR and Sever NPDR. PDR, where delicate new blood vessels form and present serious dangers of retinal hemorrhage and detachment, is the next stage of the disease after non-proliferative stages [3].
Figure 1– Stages of Diabetic Retinopathy
Since DR is frequently asymptomatic in its early stages, screening and early treatments are necessary to stop irreparable harm. Annual retinal exams are advised by clinical recommendations for diabetics, but adherence is still low, especially in low- and middle-income countries, where access to specialized care is frequently restricted [4]. The traditional clinical test for the detection of DR remains manual examination performed by trained ophthalmologists, which is labor-intensive, subjective and resource demanding [5]. Therefore, large scale screening of DR has become impractical due to the shortage of specialist availability and treatment infrastructure, especially in low- and middle-income countries where a shortage of specialists’ results in an acute shortage of diagnostic equipment. The bottleneck caused by this limitation to large-scale screening is directly related to delayed diagnosis (missed early interventions) and ultimately preventable visual loss for millions of people worldwide. AI and deep learning have allowed to enhance the DR detection process and provide new opportunities for automated detection such as using convolutional neural networks (CNN) [6]. But most current DR diagnosis models adopt a blind visual analysis of retinal fundus images, overlooking important systemic clinical parameters like blood glucose, blood pressure, lipid profile and duration of diabetes [7]. Clinical evidence points at the importance of systemic clinical parameters in both the onset and progression of DR disease and these aspects alter disease severity even when retinal disease manifestations are minimal [8]. Therefore, the absence of such vital clinical context in any existing AI DR system limits their diagnostic robustness, reduces generalizability to 4 diverse patient population and reduces their clinical usability.
A number of enduring issues limit the accuracy and use of AI-based DR detection systems from a technological and disciplinary standpoint. First and foremost, despite growing evidence that multimodal techniques provide better diagnostic results, retinal imaging data and organized clinical health records are not integrated [9]. Moreover, current deep learning models frequently function as opaque "black boxes," offering little to no interpretability with respect to how they make decisions. A major obstacle to real-world clinical adoption is this lack of openness, which reduces physician reliability [10]. Furthermore, a lot of suggested AI models require a lot of processing power to implement, which makes them unsuitable for usage in low-resource settings where scalable screening solutions are most needed. Together, these domain-specific issues highlight a crucial research gap which is the need for an AI-driven DR detection system that can reliably operate across a range of patient populations and healthcare infrastructures, efficiently integrate retinal images with structured clinical data, and produce outputs that are easy to understand. Therefore, to address these gaps this study introduces a hybrid decision support system that accurately detects and categorizes diabetic retinopathy by fusing clinically motivated rule-based reasoning with retinal image analysis and provide an interpretable output for the healthcare professionals.
2. METHODOLOGY
This paper presents a multimodal artificial intelligence-based system of diabetic retinopathy (DR) detection, proposing to combine the analysis of retinal fundus images with organized clinical information. The pipeline of its methodology includes dataset preparation, deep learning classification of images on the basis of which clinical rules assess the risk, multimodal fusion, and performance evaluation.
2.1 Dataset Description
Two modalities of data were used: retinal fundus photographs and patient clinical parameters. Images of retinas of diabetic retinopathy of five stages which included; No DR, Mild, Moderate, Severe and Proliferative DR [11], [12] were used. The dataset called APTOS 2019 Blindness Detection that is publicly available was selected because of the clinical relevance and expert annotations [13], [14]. As this thesis is the exploration of fundus images/systemic risk factor a combination, the clinical inputs (HbA1c, diabetes duration, systolic / diastolic blood pressure, serum creatinine, total cholesterol, BMI and age) were received and operationalized in accordance with the existing clinical guidelines and peer-reviewed epidemiological publications. Any personal information of patients was not utilized and all the data were anonymized.
2.2 Image Preprocessing and Augmentation
The retinal fundus images were all resized to a specific fixed resolution that is compatible with deep learning architecture EfficientNetB3 and normalized to assure the homogeneity of the pixel intensity distributions. Gaussian blur was used to minimize noise and unsharp masking was used to maximize the visibility of lesions including microaneurysms and hemorrhages [10]. 
To enhance robustness and decrease overfitting, we used data augmentation methods in the training process, such as horizontal and vertical flipping, brightness manipulation, and contrast change. The methods are used to simulate variations of imaging of the real world, and are widely used in medical image analysis tasks [15]. 
2.3 Image-Based Deep Learning Model
The classification of retinal images using a convolutional neural network (CNN) with the EfficientNetB3 architecture was used because of its desirable accuracy-computational efficiency trade-off [16]. Transfer learning was implemented in the missing of the pretrained weights and fine-tuning the network with the DR dataset. The network gives out a probability distribution of the five classes of DR severity. 
The categorical cross-entropy loss with the weight of the classes have been used as model training to address class imbalance, which is a frequent problem of DR datasets [17]. Stopping before the validation performance was used to avoid overfitting. CNN-based DR detection models have been shown to have similar diagnostic accuracy to trained ophthalmologists, and therefore they can be used in automated screening [18].
The system uses Test-Time Augmentation (TTA) to enhance prediction robustness in the inference. The model does not make a single prediction based on an image, but instead produces several slightly different versions of the same input with random flips, small brightness manipulations, slight contrast variations etc. The trained model is applied to each augmented version and the obtained probability outputs are averaged to obtain the final prediction. A total of eight augmentations (TTA = 8) is created in this implementation. The averaging of these predictions makes the model less sensitive to changes in the image orientation and lighting, and the results of the classification become more reliable and consistent.
2.4 Clinical Rule-Based Risk Assessment
In parallel with image-based analysis, a clinical rule-based subsystem was developed to assess DR risk using patient-specific clinical parameters. The selected variables include HbA1c, years of diabetes, systolic and diastolic blood pressure (SBP, DBP), serum creatinine, cholesterol, body mass index (BMI) and age. These parameters have been shown to play a significant role in the onset and progression of diabetic retinopathy [19],[20].
The threshold values to be employed in the system were based on clinical literature and NICE guidelines which are stated in Table 5, though they were represented as whole integers to make them easy to implement and interpret. This modification makes the system logic understandable and comprehensible and, at the same time, clinically sound boundaries are represented. These even-numbered limits are thus rounded clinical intervals, selected to maintain the correlation between systemic deterioration and DR severity and make the scoring transparent and auditable.
The value of each parameter is compared to its thresholds and will be given a score s ∈ {0,1,2,3,4}. These scores are then added to get a total clinical risk score that is converted to one of five DR stages depending on three intervals: 
· 0-5 - No DR 
· 6-10 - Mild 
· 11-16 - Moderate 
· 17-22 - Severe 
· 22 - PDR 
Lastly, the associated class is transformed into a soft probability distribution, in which the proportion of weight shared to the predicted class is 70% and the rest 30% shared among the adjacent classes to represent clinical uncertainty. This gives a probabilistic, interpretable output which can be combined with the CNN based image model.
Rule-based systems are commonly used in clinical decision support when explainability and trust are critical [21].
2.5 Multimodal Fusion Strategy
The proposed multimodal system is an integration of the predictions of the image-based CNN system and the rule-based clinical subsystem based on the weighted late-fusion approach. Such an approach enables the inclusion of visual and clinical data in the final decision and transparency and interpretability of the impact of each modality on the output. The image model and clinical rule engine model probability vectors are combined in this method via a convex combination. The resultant fused probability vector will be calculated as 
𝒑final = 𝒘 ⋅ 𝒑img + (𝟏−𝒘)⋅𝒑rule
where 𝑤 ∈ [0,1] represents the fusion weight determining the relative contribution of each modality. Greater weight was assigned to image-based predictions while retaining meaningful clinical influence, reflecting real-world diagnostic reasoning where retinal findings are interpreted in the context of systemic risk factors [9]. The fusion weight 0.7 was validated during testing phase where multiple values were compared and 0.7 yielded the highest overall performance.
Multimodal fusion has been shown to improve diagnostic robustness and generalizability in medical AI systems by leveraging complementary information from heterogeneous data sources [22]. The fused output provides a final DR severity classification along with interpretable contributions from both modalities.
2.6 Explainable report generation
The final stage of the proposed multimodal diabetic retinopathy detection framework is the explainable report generation component. This element was intended to integrate the probabilistic output of the two retinal image-based deep learning model and clinical rule-based subsystem to provide an interpretable diagnostic summary to be used medically.
The report that was generated contains; 
· The forecasted stage of DR and the overall confidence. 
· Systemic risk categorization and overall clinical rating. 
· Key contributing clinical parameters. 
· Interpretative message and recommendations of doctor. 
The design guarantees that the results of the deep learning model are interpretable, traceable, and clinically relevant, closing the gap between real-world medical diagnostics and deep learning predictions. The system provides a rule-based and explainable artificial intelligence (XAI) solution by combining quantitative results with the aim of building better trust between physicians, which allows them to adopt it more safely.
2.7 Evaluation Protocol
The suggested framework was evaluated on the basis of classical classification measures such as accuracy, precision, recall, and F1-score. Three configurations, which include an image-only model, a clinical-only model, and the fused multimodal system were the ones in which comparative experiments were performed so as to quantify the contribution of clinical data integration towards the overall diagnostic performance. 
As there are no publicly available datasets of retinal images with matched clinical records, synthetic clinical data were created to be used during evaluation based on clinically validated ranges and distributions that are reported in medical literature. This methodology facilitated the controlled testing of the clinical rule-based subsystem and the multimodal fusion strategy and maintained physiological plausibility and adherence to ethics. Other applications of such synthetic data driven evaluation strategies have been used in medical AI research, where real-world multimodal data are not available or limited by privacy considerations. 
The synthetic clinical information was not used to train the image-based deep learning model but was only used in the evaluation test to determine the behavior, robustness, and interpretability of clinical and fused models. This decoupling was to be sure that the performance of image classification was not affected by simulated clinical information. This assessment plan allowed the clear and repeatable evaluation of the value added by multimodal fusion to unimodal methods, as per the current best practice methodology to test medical AI systems [23].
3. RESULTS
The performance of the proposed framework was evaluated by comparing three configurations: the image-only deep learning model, the clinical rule-based model, and the fused multimodal system. Standard classification metrics including accuracy, precision, recall, and F1-score were used to assess diagnostic performance across the five diabetic retinopathy (DR) severity classes.
3.1 Image-Based Model Performance
The image-only convolutional neural network demonstrated strong baseline performance in multiclass DR classification. The model was able to distinguish advanced DR stages with higher confidence, while comparatively lower performance was observed for early-stage classes such as Mild and Moderate DR. This behavior is consistent with existing literature, as subtle retinal features in early DR stages are more difficult to detect using visual information alone.
[image: ]Overall, the image-based model provided a reliable foundation for automated DR screening; however, its predictions were based solely on retinal appearance and did not account for patient-specific systemic risk factors.
[bookmark: _Toc212466649]Figure 2– Confusion matrix for image model
3.2 Clinical Rule-Based Model Performance
The clinical-only rule-based model generated risk predictions depending on structured clinical variables such as HbA1c, diabetes duration, blood pressure, body mass index, lipid levels, creatinine, and age. Although the clinical model failed to reach the same degree of classification accuracy as the image-based CNN, it shown reliable risk stratification behavior as reported in the medical knowledge. 
The clinical model was especially useful at detecting more at-risk cases where there are several other systemic risk factors involved, despite the fact that the retinal manifestations to be detected were supposed to be mild. This reveals the complementary characteristics of clinical data in the process of risk assessment of DR.
3.3 Multimodal Fusion Model Performance
The fused multimodal model performed better than the unimodal approaches in general. The system was found to be more consistent and robust in classifying the stages of DR severity by giving more weight to retinal image predictions and less weight to clinical risk scores through weighted probability fusion. 
Intermediate DR classes showed the most significant gains because predictions on images are usually not as certain. Inclusion of clinical context assisted in stabilizing the predictions and a less ambiguity among the adjacent severity levels. This finding supports the fact that the diagnostic ability of automated DR detectors is improved when systemic clinical information is included.
	Model
	Accuracy
	F1
	AUC
	κ

	Image-only (CNN)
	0.777
	0.637
	0.925
	0.669

	Clinical-only (Rule-based)
	0.766
	0.554
	0.889
	0.644

	Fusion (α = 0.7)
	0.810
	0.660
	0.946
	0.715


3.4 Comparative Performance Analysis








Table 1– Comparison of performance metrics
Table 1 summarizes the comparative performance of the image-only, clinical-only, and fused multimodal models. The fused system achieved the highest overall accuracy and F1-score, demonstrating the added value of multimodal data integration.
3.5 Effect of Clinical Data Integration
The results indicate that clinical data integration contributes positively to diagnostic performance without compromising interpretability. While the image-based model remained the dominant predictor, the clinical rule-based subsystem provided meaningful contextual support, particularly in borderline cases. This confirms the effectiveness of the proposed fusion strategy in balancing visual evidence with systemic risk factors.
Importantly, the use of synthetic clinical data during evaluation enabled controlled testing of the fusion mechanism without influencing image model training, ensuring that performance gains were attributable to multimodal integration rather than data leakage.
3.6 Summary of Results
Overall, the experimental results demonstrate that the proposed multimodal framework outperforms unimodal approaches and provides a more consistent and clinically meaningful assessment of diabetic retinopathy severity. These findings support the feasibility of integrating retinal image analysis with structured clinical data for improved automated DR screening.
4. DISCUSSION
The combined analysis findings portray that the proposed multimodal construct is technically sound and clinically understandable. The CNN demonstrated good baseline accuracy, which is comparable to other state-of the art DR classifiers that have been trained using similar datasets. The rule-based scoring module was proved to be viable, capable of reflecting logical medical reasoning, by the synthetic clinical module. Above all, the fusion model enhanced the overall reliability by resolving the differences between the image and clinical evaluation, providing a κ value that exceeded 0.7 that implies substantial agreement according to the usual interpretation scale. In clinical terms, these findings suggest that the system can assist in the early screening processes, where the focus is put on the patients who are likely to demonstrate progression. Even though the simulated clinical data were artificial, the methodology is reliable as far as validated thresholds are concerned, so the observed improvements cannot be perceived as random. Performance efficiency also demonstrates that the framework may be used on a small computing capacity, allowing it to be integrated into low-resource healthcare environments. There are still limitations, first of all, the lack of actual patient clinical information, hindering the level of validation. Nonetheless, the artificial dataset was used as a scientifically viable substitute of proving the concept feasibility and upholding the ethics. It is possible to substitute synthetic data with actual clinical data in future studies to establish the generalizability and enhance the interpretation analysis by using larger expert groups.
Future studies are recommended to positively affect the clinical reliability and validation of the presented framework by partnering with the hospitals or other healthcare facilities to access anonymized clinical records associated with retinal images. It would be possible to use real multimodal data and assess the model in a more realistic scenario, which would enhance its validity, as well as fill the most significant gap in the study, the absence of publicly accessible multimodal datasets that would include retinal images along with patient level health data. This validation would facilitate the realization of a superior comprehension of the generalizability of the system in various populations and imaging settings. Regarding the improvement of the algorithm, future research may address progressive deep learning models like Vision Transformers (ViT) or EfficientNetV2, which could enhance the accuracy of the multi-class classification and the training efficiency. Also, the 93 explainability methods such as Grad-CAM, SHAP, or attention-based visualization would be also beneficial in explaining how the model made decisions, enabling the clinician to learn what retinal features and systemic factors have the most significant impact on every classification. This would increase the transparency and interpretability of the system which are two important parameters when clinical adoption is concerned. To implement the framework in practice, it could be more efficient in terms of either GPU based or cloud platforms to minimize inference time and enable large-scale or real-time screening usage. To ensure that the system is accessible to clinicians and technicians in hospital and community settings a simple web or mobile interface could be created. The modular and interpretable design of the current study though not directly integrated with the hospital information systems can be adapted to electronic health record (EHR) systems in the future. Through further refinement and clinical validation, the model suggested may prove to become a high-quality AI-assisted diagnostic model that can fill the gap between computational intelligence and the actual practice of diabetic retinopathy screening.
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Confusion Matrix for Image Model

Loss values decreased consistently, confirming effective learning without significant overfitting.
Figure 6.5 (insert Training and Validation Accuracy Curve) and Figure 6.6 (insert Training and
Validation Loss Curve) illustrate these results.
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A confusion matrix was generated (Figure 6.7 — Confusion Matrix for Image Model) to visualize
class-wise predictions.
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The model demonstrated higher precision in detecting No DR and Moderate DR cases, while
Severe and PDR classes showed occasional misclassifications, a known challenge due to class
imbalance.

Table 6.1 summarizes the key metrics for the image model.
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Metric Value

Accuracy 0.779

Precision 0.644

Recall 0.641
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