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Feature Learning Powered Crack Detection in Metal Sheets Utilizing PyTorch for TTA-Enhanced Inference and Grad-CAM Analysis. 
Abstract. Industrial manufacturing of structural and production-grade components requires the regular monitoring of metal parts, which means that surface cracks must be detected quickly. The traditional methods of visual inspection are heavily reliant on human labour, are susceptible to mistakes, and are not highly dependable in complex texture scenarios. Here, the study develops a deep learning–based approach for automated crack detection. The described method uses transfer learning with ResNet18 as the backbone in the PyTorch framework. A specialized dataset of metal-sheet images was created, and the respective preprocessing and augmentation operations were performed on it to increase model generalization. Multiple TTA methods were integrated in a controlled manner to ensure stable predictions. The model is highly suitable for industrial use, achieving 93% accuracy and consistent performance after TorchScript deployment. Grad-CAM was applied to further interpret the model’s behaviour. The heatmaps generated very clearly show the crack areas, thus, it can be a great support in the case of on-the-fly quality control. Comparative experiments reveal that the proposed method outperforms the baseline models in terms of accuracy, robustness, and interpretability, thus, it can be very valuable for the next generation of metal-sheet manufacturing systems that allow real-time inspection. 
Keywords: Crack detection, PyTorch, Test-time augmentation, Grad-CAM, Transfer learning. 
Introduction 
Surface defects have been a major problem in the steel industry for quite a long time. More than 90% of these defects are said to be caused by breaks as well as scratches on metal sheets. In order to keep the structural integrity, reduce the volume of waste, and guarantee the safety of the final user, these flaws need to be detected at the earliest stage [1][2]. On the other hand, traditional manual inspection methods are inherently inefficient, especially in contemporary, high-throughput industrial settings. Operator performance in manual visual inspection has been reported to drop notably after only 30 minutes, mainly due to fatigue and perceptual limitations.[2][3]. The current insufficiency issue dramatically evidences the need for a dependable and scalable automated defect detection system that can be installed in industrial environments. [4][5]. 
Three conventional methods for detecting defects: statistical pattern recognition methods, spectral-structural approaches, and classical machine learning algorithms, constitute the first line of defence against surface faults [2]. In the case of statistical methods, e.g., autocorrelation functions, and spectral-structural techniques utilizing Gaussian Markov Random Fields, they frequently reveal limited abilities of generalization when tested outdoors with changing illumination, differing backgrounds, and subtle texture variations. Conventional machine learning methods using support vector machines and decision trees are limited in their capabilities, mainly because they depend on manually engineered features and do not have enough power to represent the complex spatial hierarchies of surface fault patterns [2][8]. 
Recent research works have come up with the solution of these issues by creating lightweight and interpretable architectures. Models such as MobileNet and EfficientNet have greatly reduced inference latency, in some cases, up to 20 milliseconds. This substantially benefits real-time edge applications [7][5]. With the help of Grad-CAM (Gradient-weighted Class Activation Mapping), which obtained excellent means to indicate and comprehend the way models reach with their decisions. As a result, the level of transparency of automated inspection systems has significantly increased thus, making them more trustworthy to users [11][6][8]. One of the methods of ensemble learning, on which models combine different architectures, has been the major driver of classification accuracy from 95% to 99.6%, especially under the conditions of small and unbalanced datasets [4][12]. The goal of this research is to overcome the limitations and raise the bar for the industrial fracture detection domain. Moreover, the proposition of a fast, lightweight, and scalable deep learning framework tailored for the real-time metal sheet inspection task is a primary aim. Along with test-time augmentation, interpretability methods such as Grad-CAM may be used to facilitate human understanding of the decision-making process and make it more robust. Conducting a thorough examination of the model performance in imbalanced datasets reflecting the scenarios of industrial manufacturing is another important research aim. Enhancing the system-level design for edge deployment and low-latency inference is an additional task of the present project. By systematically pursuing these objectives, this project aims to deliver a practical and academically valuable solution for next-generation automated surface defect detection in manufacturing [9][10][1].  
Literature Review 
The earliest surface crack detection techniques in metal sheets mainly relied on conventional image processing methods such as edge detection, thresholding, and morphological filtering [14][15]. Among these, Canny edge detectors and Otsu's thresholding were commonly used because they were straightforward to compute [16, 17]. Unfortunately, these algorithms are extremely sensitive to variations in illumination, surface reflectance, and background texture, which makes them unreliable in real manufacturing environments. Morphological operations can eliminate noise, but they frequently do not retain the fine features of the cracks, especially when there are overlapping or textured backgrounds [18]. In addition, the reviewed statistical and spectral features that can be used for the same purpose, like gray-level co-occurrence matrices (GLCM) and Gaussian Markov Random Fields, to quantify surface irregularities [2][19]. However, these methods are generally not robust and scalable for application in dynamic industrial settings as they rely on handcrafted features and are sensitive to noise [1] [19]. 
Deep learning has been instrumental in changing the verification methods for surface defects through the automatic feature extraction and hierarchical representation learning capabilities [1][13][20]. Various Convolutional Neural Networks (CNNs) like VGGNet, ResNet, and their derivatives have demonstrated significant accuracy in defect classification and localization tasks [3][20]. A case in point, Wang et al. (2018) reported that the fine-tuned ResNet architectures could identify the defects on steel surfaces with an accuracy of over 99% [21]. However, these improvements come with a new set of issues: most CNNs need a large number of annotated datasets for optimal training and usually operate as "black boxes" due to their low interpretability, thus, restricting their easy industrial application [6][8][11]. To ease the deployment constraints, the authors proposed the use of lightweight models such as MobileNet and EfficientNet, which can provide real-time inference (latency < 20 ms) suitable for edge applications, usually with the trade-off of reduced accuracy or interpretability [7][22]. 
Several studies have incorporated Explainable AI (XAI) methods to emphasize the deep learning model's reliability and to extend its functionalities for essential inspection workflows [6][11][23]. where, Grad-CAM (Gradient-weighted Class Activation Mapping) stands out because of its class-discriminative visual explanations that allow the users to figure out whether the neural networks focus on the real defect regions for their decision-making or not [11]. Selvaraju et al. (2017) were the first to propose Grad-CAM for generic vision tasks [11]. Afterward, Li et al. (2021) and Kumar et al. (2023) modified these visualizations to localize industrial defects, thereby emphasizing the interpretability aspect for regulatory compliance and operator trust [24][25]. However, the majority of the present works concentrate on the post-hoc interpretation of explanations and scarcely acknowledge the trade-off between the explainability and the efficiency of real-time industrial systems [8][23]. Test-Time Augmentation (TTA) is presently acknowledged as a proficient technique to augment the robustness of deep models at inference time whereby it merges the predictions for several augmented versions of the same input [26]. TTA was shown by Buda et al. (2018) to be a source of uniform improvements of the accuracy of imbalanced and limited-sample defect datasets [27]. On the other hand, there is still substantial room for research with regard to the real-time deployment of TTA enhanced models, particularly concerning their exportability (TorchScript/ONNX) and inference speed [9][10][26]. Most existing solutions only consider one of speed, accuracy, or explainability as their optimization goal and very seldom do they accomplish all three at the same time with scalability and industry-readiness [5][8][28]. This research acts as a bridge that connects these technologies by designing an end-to-end system that is suitable for real-time industrial inspection scenarios and integrates efficiency, interpretability, and reliability. 

Methodology
Dataset
In the metal sheet, the cracks were made manually with the help of a Fig. 1. hydraulic forming machine which is primarily used for assessing formability. The machine’s operation was progressively moved from zero position to the applied pressure that was beyond the allowable forming limit of the material. The sheet was positioned between the punch and die, and pressure was escalated in calibrated increments while monitoring thinning, strain localization, and surface deformation.  The formation of a visible crack at the region of maximum tensile stress occurs when the material plays its critical strain threshold and develops localized necking. With this controlled over pressurization method, crack onset and propagation mechanisms could be precisely observed. 
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Fig. 1. Hydraulic Forming Machine
Material under extreme forming conditions, the process allowed for the simulation of both small cracks and larger surface fractures that could be seen in order to ensure that the dataset was diverse. Besides non-defective, is that the background and surface features are the same; an aluminum alloy sample from the same batch was also prepared as a negative sample [29]. The final dataset contains about 3000 high-resolution images, each one labelled as "crack" or "without_crack." All the photos were shot under the same without_crack crack light conditions to minimize shadows and reflections, which can compromise crack features [30]. The dataset was divided into 80% for training, 20% for validation, and a separate test set with 80 images that were randomly chosen to make sure that the performance was assessed fairly. 
Preprocessing and Augmentation  
The scaling of each image to a specified resolution compatible with the deep learning model's input was the first step, and the images were normalized to ensure uniformity in pixel intensity distributions. To improve generalization and reduce overfitting, the dataset was inflated with different methods: random rotations, horizontal and vertical flips, and limited changes to brightness and contrast [31]. Moreover, Gaussian blur was used to create image noise and thus increase the model's ability to different illumination conditions in the deployment of real-world scenarios. These methods significantly increase the size and variety of the training dataset; thus, the model can effectively deal with variations in crack direction, illumination, and surface texture during application [26][27][31]. 
Model Architecture and Training  
To make use of the feature extraction capabilities of an already proven model in a visual task domain, a transfer learning strategy was employed using a pre-trained ResNet18 Fig. 2. architecture [20][32]. A new linear classifier was built which acted as the output layer of this network and was fitted for binary categorization (crack vs. without_crack). The model has been trained on cross-entropy loss function, also considering class weights in order to reduce the impact of dataset imbalance, therefore helping the model to learn in an unbiased way [33]. The Adam optimizer was used to carry out the optimization and the learning rate scheduler was implemented with a dynamic learning rate to facilitate convergence and make it more stable during the training process [34]. In such a setting, the model could adapt with efficiency to the problem at hand-concrete crack detection-while still retaining its robustness and generalizability [1][5][32]. 


Fig. 2. Model Architecture
Test-Time Augmentation (TTA)
Test-Time Augmentation (TTA) was used during model evaluation to enhance inference confidence. Different augmentations of the original input have been created for each test image by performing the horizontal and vertical flips and minor rotations within ±5° [26][27]. The class probability predictions have been done by the trained model for each of these variants, and the final classification is the one with the highest averaged probabilities. This ensemble-like approach diminishes the prediction variance that can be a result of a small change in the orientation or lighting of the image and thus gives more stability and robustness to the detection result, especially for hard real-world inspection scenarios [9][10][27]. 
Explainability by Grad-CAM
In order to make the model more understandable, Gradient-weighted Class Activation Mapping (Grad-CAM) was employed to provide visual explanations of the model’s predictions. In fact, for some test images, Grad-CAM generated heatmaps overlaid on the original inputs, depicting the areas which most influenced the classification decision [11][24][25]. These overlays provided an immediate view of model attention, thus allowing confirmation that the network was correctly locating the crack features and not, for example, some background noise. By using this method, the spatial validation of the model's reasoning was made visible, thus leading to higher trust of the operators and facilitating the model’s support in the field of safety-critical inspection tasks [6][8][23]. 
Model Export 
For the streamline deployment, the PyTorch model after training was transformed with TorchScript, thus creating a serialized file (crack_detector_scripted.pt) that is suitable for a quick and platform-independent type of inference [10][35]. The correctness of the function of the models in TorchScript and original PyTorch was thoroughly checked by testing that the predictions for the validation set were the same in both cases [36]. This provided a guarantee that the great precision and stability of the model as it was trained could be transferred without any problems to situations in the industry that require real-time processing and to edge devices [5][7][37][38]. 

Results and Discussion 
Experimental Setup
All the experiments took place within Kaggle’s native computational environment. To ensure that the experiments could be reproduced and that they would be accessible to both the industry and the academic world, a CPU-only runtime was used in all experiments [39]. The dataset that was used for these experiments and can be found at the path /kaggle/input/crack-detection/dataset, consisted of two equally sized categories: crack and without_crack. Such a balance was very carefully maintained so as to avoid classification bias and at the same time enable good evaluation metrics to be used [40]. 
Before the training, all the photos were changed in size to 224×224 pixels so that all the data samples would have the same dimensions. Also, the normalization was done using standard ImageNet statistics [32] so that the transfer learning would be done efficiently from the models that were pretrained on large and diverse datasets and that the features would be scaled in a compatible way. The data was partitioned as: Training set: 80%, Validation set: 20%, Test subset: 80 images that are representative of the data and that are not used for training but only for inference demonstrations, thus allowing a qualitative evaluation of model generalizability. 
Quantitative Performance
By using the suggested model, the recall for the crack samples in Table 1. was 1.00, which is a perfect score and means that no defective areas were left out during the prediction [1][3]. Such a performance is especially beneficial in the case of industrial inspection whose main goal is to reduce the risk of hidden cracks that may present product safety issues or failures at later stages of the production process, ideally down to zero. These results emphasize the feasibility and industrial potential of the implemented crack detection system [4][8]. The paper demonstrates that the technique not only is good at finding all the cracks (thus, high recall) but also at distinguishing the non-defective surfaces with great accuracy (high precision), hence meeting the very first criteria for an automated manufacturing quality assurance pipeline to be deployed.

Table 1. Performance Matrix  
	Metric 
	Without_crack 
	Crack 
	Macro Avg 
	Weighted Avg 

	Precision 
	1.00 
	0.87 
	0.93 
	0.93 

	Recall 
	0.85 
	1.00 
	0.93 
	0.93 

	F1-Score 
	0.92 
	0.93 
	0.92 
	0.92 

	Accuracy 
	- 
	- 
	- 
	92.5% 

	Expected Calibration Error (ECE) 
	- 
	- 
	- 
	0.2186 



Visualization of Model Behaviour
1. Reliability and Calibration Analysis.

To verify the reliability of the model's probability estimates, a reliability (calibration) diagram was drawn for the crack class, which is represented in Fig. 3. The diagram shows the correlation between the prediction of the confidence scores and the classification accuracy that has been observed [9][41]. The curve obtained corresponds very well to the ideal diagonal line, which is an indication of an almost perfect calibration for almost all confidence intervals. Only at intermediate confidence levels (0.4-0.6) that predicted and actual accuracies slightly differ, are there small deviations. The model is 
[image: ]able to perform an Expected Calibration Error (ECE) of 0.2186, which means that the predictions are quite well calibrated. It is very important to remember that correct classifications always go together with high confidence scores (more than 0.8), which therefore is proof of the reliability of confident predictions. 

Fig. 3. Reliability Diagram (Calibration Curve)	
 
1. Predicted Probability Distribution Analysis.

Fig. 4. illustrates a histogram of predicted probabilities for the whole test set. The distribution reveals a very clear bimodal structure, where most samples are located at the extreme values of 0 (non-crack) and 1 (crack). This is a very strong indication that the classifier is able to deliver predictions with a high degree of confidence for the majority of images, thus it can successfully distinguish crack from non-crack regions.  



[image: ]There is a very small fraction of samples that are given intermediate probability values in the 0.4 – 0.6 range—about 7–10% of the total samples [27][26]. In such cases, the textures are likely to be visually ambiguous or even borderline, thus the model's confidence is low as a result of the resemblance of the crack patterns to certain surface anomalies. 

Fig. 4.Distribution of Predicted Crack Probabilities

1. Confusion Matrix Analysis.
[image: ]The confusion matrix of the test set, presented in Fig. 5. is the source of both quantitative and qualitative information that justifies the confidence in the classification model. Out of 80 test images, the general performance of the proposed crack detection method was indicated by a correct identification of 74 samples (92.5%). 
For the crack class, the recall was 1.00; all crack samples were correctly identified, so the model was fully sensitive, and no true defect was missed-this is definitely an indispensable feature of an industrial inspection system intended for safety. For the non-crack class, the model correctly annotated 34 of the 40 samples, with a recall of 0.85, and misclassified the rest six as false positives [2] [8]. 
Fig. 5. Confusion Matrix on 80-Image Test Set.
1. Predicted and Actual Class Count/Cross-Validation Performance
Bar charts in Fig. 6. pictorially compare the distribution of the actual and predicted classes. Close matching of the predicted counts to the true counts for each class leads to understanding that this model has balanced decisions and is not biased to either the crack or no-crack classes. This symmetry at a statistical level is a powerful verification of the classifier's trustworthiness, indicating that the defect and non-defect categories have been equally and properly handled in the testing environment. 

            [image: ]
Fig. 6. Predicted and True Class Counts with Cross-Validation Summary
In order to ensure that the model was stable and could be generalized into other scenarios, a five -fold cross-validation was performed on the training set; see Table 2. [4, 12]. Regardless of how the data was divided, the results showed that all folds shared the same learning behavior’s and reliable and repeatable performance measures. This result validates the model’s strength and demonstrates that its strong generalization comes from its learning process, not just a single dataset. 
Table 2. Five-Fold Accuracy Results
	    Fold 
	 1 
	2 
	3 
	4 
	5 
	Mean ±SD 

	Accuracy 
	   97.6 
	95.9 
	96.8 
	96.1 
	97.2 
	96.7 ± 0.7 



1. Model Interpretability via Grad-CAM Visualization
[image: ]In Fig. 7. the Grad-CAM heatmaps show the inner decision process of the trained crack detection model, which is interpretability and reliability of direct visual evidence. In fact, the class activation maps for the images with cracks always emphasize those regions that are in exact alignment with the fissures visible. Such a spatial agreement is a kind of verification that the model’s differentiating power comes from features that are defect-relevant and thus, it is not influenced by the context which increases the credibility for the model predictions with safety-critical applications. 








     Fig. 7. Grad-CAM Overlays on Representative Samples 	 

     
Conclusion
This research presents an extensive deep learning architecture aimed at automating the   identification of surface cracks in metal sheets. The method employs a ResNet -18 backbone integrated with Test -Time Augmentation (TTA), supplemented with calibration and visualization analyses to assess the model's confidence. To keep the methodical integrity, a balanced Kaggle dataset, a consistent preprocessing pipeline, and tight cross -validation processes were all used.  
First of all, the test results that show how reliable the proposed classifier are the only things that matter for the evaluation. For example, the recall for crack samples is 100%, the precision for non -defective regions is still high, the overall accuracy is 92.5%, and the macro F1-score is 0.92 for all the assessment splits. Reliability diagrams and probability histograms indicate that the probabilistic outputs are stable and discriminative, whereas Grad-CAM representations demonstrate that the model’s selections correspond to the real defect locations, hence providing physically meaningful interpretability. The deployment-only experiments also show that the method is possible. The model maintains numerical stability and has favorable calibration characteristics post conversion to TorchScript. It can practically run in real time (~85 ms per image) on a normal CPU, so it can easily be used on edge devices or in the industrial C++ environment. MobileNet V2 and ResNet-34 are two other network structures that can be used instead of the main model. Each one has its own trade-offs between speed, memory size, and prediction accuracy, making them useful for different types of businesses.  
In short, the proposed pipeline is a reliable and accurate way to find flaws that reduces the amount of missed and easy to understand, and they are backed up by a lot of statistical and visual analysis, problems and false alarms. The forecasts are also well-calibrated TorchScript deployment makes it easy to integrate industrial quality control that can grow as needed. Their workflow and performance results set a high   standard for future studies on automated surface-defect inspection and have effects in both academia and industry. The next research will include recognizing multiple defects, adapting to new material kinds, and optimizing implementation in real time for flexible manufacturing settings. 
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