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Abstract—Requirements mutation can be automated to en- hance the strength and quality of software requirements. The presented paper proposes a transformer-based lightweight ap- proach to expert-directed requirement mutation with the help of Flan-T5. Optimization of the model is done between real- world requirement variants curated by experts and synthetic mutation expansion. The suggested system is also compatible on CPU hardware that is easy to access by researchers and small- scaled development teams. The experimental assessment indicates that the fine-tuned model produces semantically reasonable variations of requirements that enhance mutation diversity and realism. The work defines a viable linkage between natural language processing and requirement engineering in order to allow automated generation and analysis of mutations.
Index Terms—Requirement Mutation, Natural Language Pro- cessing, Transformer Models, Flan-T5, Software Engineering Automation
I. INTRODUCTION
The requirement engineering is a very essential stage in the development of a software because requirements determine the accuracy and feasibility of system. To determine the strength of specifications, it is commonly necessary to produce varia- tions or mutations of requirements. Ambiguous, incomplete, or conflicting requirements in requirement are identified by mutation based analysis. The conventional mutation generation is however, highly dependent on the expertise of the people and thus is time consuming and may be biased.
The latest breakthrough in natural language processing (NLP) specifically the transformer-based models like T5 and BERT, has allowed the production of high-quality text and paraphrasing. This paper is based on Flan-T5, which demon- strates a lightweight transformer model to automatically mu- tate requirements that can be effectively utilized despite re- source constraints. To achieve a realistic and testable mutation generation, the system is trained on curated raw -mutated requirement pairs.
II. RELATED WORK
Previous studies on the topic of requirement mutation and NLP in software engineering are mainly based on two direc- tions:
Mutation systems based on rules, such as b1, are based on handcrafted templates, which restrict generalization.
Transformer-based methods offer language flexibility but are prone to training that is expensive with the help of the GPU.

Flan-T5 and other recent lightweight transformer adoptions have also made it possible to fine-tune using CPU. NLP adaptations to domain complaints are shown to work better in software engineering tasks. Our methodology builds on this line by offering fine-tuning under the guidance of experts in the specific case of requirement mutation generation.
III. METHODOLOGY
A. Dataset Preparation
The dataset consists of 125 expert-curated requirement pairs in JSONL format, each containing raw-content and mutated- content fields. The data is split as follows:
· Training: 100 pairs (80%)
· Validation: 12 pairs (10%)
· Test: 13 pairs (10%)
To enhance diversity, synthetic expansion was applied using model-generated variations, increasing the effective training size to 200 filtered examples.
B. Model Selection
Flan-T5 base model was chosen to undergo fine-tuning because it is relatively efficient and generalized in text-to- text generation. The training was done using Hugging Face Transformers Library.
C. Training Configuration
The 5 epochs fine-tuning of the model employed AdamW optimizer with:
· Learning rate: 1 × 10−4
· Batch size: 4
· Maximum sequence length 128
· Gradient clipping on.
D. Prompt Engineering
Mutation prompts were used before each training instance and they were as follows:
· MUTATE:
· GENERATE VARIATION:
· CREATE ALTERNATIVE:
· REWRITE REQUIREMENT:
This enhances contextual strength between phrasing styles.

E. Experimental Setup
The experiments were performed on a CPU based apple M2 system having 16GB RAM. The duration taken in training was about 20 minutes per epoch (100 minutes overall). Evaluation used:
· PyTorch 2.0
· Transformers 4.28.1
· BERTScore 0.3.11
· NLTK 3.8.1
IV. RESULTS AND DISCUSSION
A. Training Performance
The model converged to a stable point with an average training loss of 0.0169 in 5 epochs and this means that effective fine-tuning is possible without overfitting.
B. Quantitative Evaluation
The model was evaluated on 50 diverse requirements using multiple metrics.

TABLE I
QUANTITATIVE EVALUATION RESULTSMetric
Score
Interpretation
Method
Semantic Similarity
0.82
High Preservation
BERTScore
Lexical Diversity
0.76
Good Variation
Self-BLEU
Expert Quality
4.2/5.0
Good Mutations
Human Evaluation
Training Loss
0.0169
Good Convergence
Cross-Entropy











The semantic similarity score (0.82) confirms that gener- ated mutations preserve original meaning while introducing meaningful testing variations.
C. Sample Mutations

TABLE II
SAMPLE GENERATED REQUIREMENT MUTATIONSOriginal Requirement
Mutated Requirement
Heat to 20°C
Heat to 25°C
System	shall	respond
System	shall	respond
within 2 seconds
within 3 seconds
Switch pressure to 100
Maintain pressure at 100
PSI
PSI
Information must be en-
Encryption must use AES-
crypted
256


V. 
LIMITATIONS AND FUTURE WORK
A. Limitations
· Succeeds best when faced with short structured require- ments.
· May has difficulty in complicated conditional reasoning.
· Domain generalization can be different.
· Scale was restricted to 50 requirements.
B. Future Work
· Fine-tuning on domains (healthcare, finance, embedded systems).
· Integration with requirement management tools (IBM DOORS, Jira).
· Specialised assessment measures.
· Multi-modal requirement processing.
· purpose Larger Flan-T5 variants exploration.
VI. BROADER IMPACT
The work has a contribution to the intersection of require- ment engineering (NLP) in that it:
· Democratization without GPUs of mutation testing.
· Better detecting the ambiguity of requirements.
· purpose To demonstrate the use of the lightweight trans- former in education.
· Increasing awareness of possible abuse in the creation of misleading specifications.
VII. CONCLUSION
In this paper, an efficient and practical model of auto- mated requirement mutation is presented based on lightweight transformer models. The Flan-T5 fine-tuned model generates fine-tuned expert-like requirement differences when it runs under the CPU constraints. Future efforts will be focused on cross-domain expansion and piping of automated requirement analysis.
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D. Comparison with Baselines

TABLE III
COMPARISON WITH BASELINE APPROACHES
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Diversity
Semantic Quality
Speed
Accessibility[5]
Rule-based
GPT-3.5
0.45
0.85
0.88
0.79
120 req/min
15 req/min
High
Low	[6]
Our Approach
0.76
0.82
85 req/min
High
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Our method achieves a balanced trade-off between diversity and semantic preservation while maintaining high accessibil- ity.
