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Abstract—Crop diseases, climate variability,health and limited access to small scale agriculture are increasingly threatening global food security. Small scale farmholders must have real-time decision support. In this paper, we discuss CropLogic, a modular, end-to-end Artificial Intelligence-based Decision. Support System (DSS) which combines vegetation indices derived by satellites, real-time meteorological, and deep learning-based. classification of diseases, and risk modelling under calibration, into a single, zero-subscription system. The system comprises five modules: (i) a free of charge data pipeline that obtains daily NDVI proxy and weather information of NASA POWER and Open-Meteo. that is, no API key required, (ii) a four-category baselines, four- category, linear trend regression, crop-specific, Z-score anomaly detector; a ResNet-50 CNN trained following a two-step transfer- learning scheme on the dataset of PlantVillage (54,306 images, 38 classes); (iv) a calibrated Gradient Boosting Machine (GBM) which combines 12 heterogeneous features into a probability of disease-risk; and (v) a recommendation engine based on rules to provide prioritised agronomic interventions. The experimental results show: ResNet- 50 top-1 accuracy of 93.6% and macro-F1 of 0.928 on the PlantVillage test set; Z-score stress-detection F1 of 0.871 on an Point improvement of the fixed-threshold baselines by 80-field Sentinel-2 reference dataset (14.5 point), GBM AUC 0.913, and total. latency of pipeline inference of 2.91 s/field. Analysis of ablation proves that crop-specific Z-score baselines provide the individual. largest performance gain (+0.097 F1). The system is implemented as an interactive eight pages Streamlit dashboard and is fully deployed. can be reproduced based on publicly accessible data that is keyless.
Index Terms—Smart Agriculture, Precision Farming, NDVI, Transfer Learning, ResNet-50, PlantVillage, Gradient Boosting, Decision Support System, Z-score Anomaly Detection, Streamlit, Disease Detection

I. [bookmark: Introduction]INTRODUCTION

Modern farming is confronting an unprecedented intersec- tion of challenges, and agriculture is the primary source of livelihood of over one billion people in the world. Estimates indicate that crop diseases lead to annual losses in produce of between 20-40% around the world with the proportion of the minor farmer in South and South-East Asia being hit more than the large-scale farmer because of the limited access to agronomic knowledge and the early-warning systems [1]. Rice blast (Magnaporthe oryzae) and bacterial leaf blight (Xanthomonas oryzae) are responsible for causing the disease in Tamil Nadu alone of 15-30% in seasonal losses in irrigated paddy [3].

Meanwhile, the price of digital in frastructure of precision- agriculture dropped significantly. The free access to sentinel-2 multispectral magery is available through the Copernicus open access Hub. NASA POWER is an agency that offers meteoro- logical records without an API key on a day-to-day basis. The Open-Meteo is a free weather forecast providing sub-kilometre accuracy. The PlantVillage The publicly available dataset [2] on Kaggle has 54,306 labeled images of leaves. TensorFlow and scikit-learn are open source and GPU-accelerated.
However, in spite of these opportunities, the majority of cur- rent systems have three modes of failure namely (i) prohibitive subscription costs of. smallholders; (ii) single-modality design, which examines spectral indices, weather or leaf images separately; and (iii) reporting of unprocessed model scores that are not accompanied by practical agronomic advice. All of the reviewed systems in Section II has support of all three limitations in one open-source and zero-cost architecture. Contributions.
Contributions. that are verifiable in this paper are as follows:
1. A free-of-charge data stream (NASA POWER + Open- Meteo, none).
2. A Crop specific Z-score Stress sensor with four category baselines that got F1 = 0.871.
3. A two-phase ResNet-50 training regimen with 93.6% Top-1 error on PlantVillage (38 classes).
4. A calibrated GBM risk classifies 12 features with a calibration of AUC = 0.913.
5. A production Streamlit dashboard with end-to-end infer- ence at ≤ 2.91 s per field.
II. [bookmark: Related_Work_and_Research_Gap][bookmark: _bookmark0]RELATED WORK AND RESEARCH GAP
A. [bookmark: Remote_Sensing_for_Vegetation_Monitoring]Remote Sensing for Vegetation Monitoring
It has been demonstrated that sentinel-2 derived NDVI time- series are capable of classifying rice growth stages with an overall accuracy of 87% [3]. Cloud masking bigger than 20% cloud cover has a major negative effect on NDVI quality [4], which is the direct reason why the chosen threshold was used in Crop-]. Logic. Recent multimodal forecasting methods of pests [14] combine satellite NDVI and humidity indices but demand weekly. manual collection of samples, which makes it scaled down.

B. [bookmark: Anomaly_Detection_in_Vegetation_Indices]Anomaly Detection in Vegetation Indices
Fixed-threshold NDVI algorithms are crop-blind and pro-
[bookmark: _bookmark1]
TABLE I
CAPABILITY COMPARISON OF RELATED SYSTEMS. ✓ = SUPPORTED;
× = ABSENT.

duce too many false positives on fields of mixed material 	
types [5]. Deviation of Z-score using crop-specific baselines enhances by 12-18 percentage points on multi-based fixed thresholds F1. crop datasets [6]. Begue et al. suggest to use Z- score detection along with the linear trend analysis [6], which is directly applied by CropLogic.System
NDVI
Z-score
CNN
GBM
Weather
Free
Mohanty et al. [7]
✓
×
✓
×
×
×
Pantazi et al. [10]
✓
×
×
✓
✓
×
DeepCrop [12]
×
×
✓
×
×
×
PDICNet [11]
×
×
✓
×
×
×
Sahoo et al. [3]
✓
×
×
×
×
✓
CropLogic (Proposed)
✓
✓
✓
✓
✓
✓



C. [bookmark: Deep_Learning_for_Plant_Disease_Identifi][image: ]Deep Learning for Plant Disease Identification
Mohanty et al. [7] achieved 99.35% accuracy on PlantVil- lage in controlled conditions, and accu-real-field. The racy significantly decreases, which highlights the issue of domain- adaptation. PDICNet is suggested to use ResNet- based on the findings by Reddy et al. [11]. 50 with a red-deer optimisation algorithm with 50 modified, 99.73% on a rice subset, and it is not integrative. satellite or weather data. DeepCrop [12] established the resnet-50 superiority (98.98) when compared to the vgg-16 and Vgg-19 on a 10,000 image subset. The two-phase frozen-then-fine-tuned training protocol used in this paper was presented by Toda and Okura [9].
According to recent surveys [16], [17], ResNet-50 is the leading, accuracy-efficiency trade-off in agricultural image classification and emphasize that no known system combines NDVI, weather and leaf imaging on a single, free-to-use platform.


D. [bookmark: Machine_Learning_for_Disease_Risk_Predic]Machine Learning for Disease Risk Prediction
GBM models which combine NDVI with temperature and humidity have also attained AUC = 0.91 to predict wheat disease risk [10], and 94 percent. precision of mycotoxin contamination prediction by NDVI and weather measures [18]. A 2024 study [13] confirmed that GBM is a better method than Random Forest and SVM (95.66% accuracy) in detecting disease based on vegetation-index. Real- ANN models applied to time weathering reached R2 = 0.96–0.98 when predicting wheat rust severity [15], which again encourages the further application of time weathering. fusion of weather features in the GBM of CropLogic.





Fig. 1. CropLogic end-to-end modular pipeline.


III. [bookmark: Implementation]IMPLEMENTATION
A. [bookmark: Module_1:_Data_Acquisition]Module 1: Data Acquisition
NASA POWER. The fetch_nasa_power() function queries daily surface solar radiation, 2 m air temperature, precipitation, and relative humidity for a configurable 90-day look-back window. An NDVI proxy is derived as:


E. [bookmark: Research_Gap]Research Gap

N^DVI(τ ) = 0.2 + 0.6 ·  Rτ − Rmin 
Rmax − Rmin

(1)

Table I locates capabilities between related systems. None of the known systems are integrated and bring together all six capabilities (NDVI analysis, crop-specific Z-scoring, CNN disease classification, GBM risk fusion, weather integration, and zero-cost open-source deployment) in one platform.

F. [bookmark: Technology_Stack]Technology Stack
The system uses TensorFlow/Keras 2.15.0 (CNN), scikit- learn 1.4.2 (GBM), Pandas 2.2, NumPy 1.26, SciPy 1.13,

mapping radiation into the healthy-crop NDVI range [0.2, 0.8]. Open-Meteo. The fetch_weather() function retrieves current conditions and a seven-day forecast with exponen- tial back-off retry, yielding the rain_7d_mm GBM feature
among others.
B. [bookmark: Module_2:_NDVI_Analysis]Module 2: NDVI Analysis
Trend estimation. A linear model is fit over a 28-day rolling window via ordinary least squares:
Σω (τi − τ¯)(Ψ(τi) − Ψ)Σ	(τi − τ¯)


Streamlit 1.32 (dashboard), and Folium 0.16 (map rendering). All data sources (NASA POWER REST API and Open-Meteo

γˆ1 =

i=1
ω	2
i=1

(2)

REST API) are free and require no authentication key.	A trend alert fires when γˆ1 < 0 with two-tailed p < 0.05.

Z-score stress detection. Crop-specific baseline parameters
(ϑc, λc) yield:


encodings. Output is discretised into Low (P < 0.3) / Medium (0.3 ≤ P < 0.6) / High (P ≥ 0.6).

Z = Ψf (τ ) − ϑc
τ	λc

(3)
[bookmark: Module_5:_Recommendation_Engine]
E. Module 5: Recommendation Engine

Thresholds κc vary by crop category (Table II), producing a four-level stress classification (Healthy / Mild / Moderate / Severe Stress).

[bookmark: _bookmark2]TABLE II
CROP-SPECIFIC NDVI BASELINE PARAMETERS.

	Category
	ϑc
	λc
	κc
	Example Crops

	Cereal
	0.68
	0.09
	1.5
	Rice, Wheat, Maize

	Vegetable
	0.72
	0.10
	1.5
	Tomato, Potato

	Cash Crop
	0.65
	0.11
	1.8
	Sugarcane, Cotton

	Legume
	0.63
	0.08
	1.8
	Soybean, Groundnut




C. [bookmark: Module_3:_CNN_Disease_Classifier]Module 3: CNN Disease Classifier
Architecture. ResNet-50 [8] pre-trained on ImageNet is augmented with a Global Average Pooling layer, Dense(512, ReLU), Dropout(0.5), and Dense(38, Softmax) head, totalling
25.6M parameters—5.4× fewer than VGG-16.
Two-phase training protocol (Algorithm 1). Phase 1 trains only the classification head (20 epochs, LRα = 10−3) with the backbone frozen. Phase 2 unfreezes the top-30 ResNet- 50 layers and fine-tunes at a reduced rate (30 epochs, LRβ = 10−5) with EarlyStopping (patience = 5) and ModelCheckpoint to prevent catastrophic forgetting, following the protocol of Toda and Okura [9].
Data augmentation applies horizontal flips (p = 0.5), ±15° rotation, ±10% zoom, brightness jitter ×[0.80, 1.20], and ±5% width/height shifts.

Algorithm 1 Two-Phase ResNet-50 Training


[bookmark: _bookmark3]Require: PlantVillage dataset; IMG_SIZE = 224×224
1: Load ResNet-50 with ImageNet weights 2: Freeze all backbone layers
3: Attach head: GAP → Dense(512,ReLU) → Drop(0.5) → Dense(38,SM) 4: Phase 1: Compile Adam(LRα); fit ≤20 epochs
5: Phase 2: Unfreeze top-30 layers; recompile Adam(LRβ)
6: Fit ≤30 epochs with EarlyStopping, ModelCheckpoint 7: Load best-checkpoint weights
8: return model



D. [bookmark: Module_4:_GBM_Disease_Risk_Model]Module 4: GBM Disease Risk Model
A GradientBoostingClassifier with isotonic- regression calibration (CalibratedClassifierCV) esti-

A priority-rule table (CRITICAL > HIGH > MEDIUM >
LOW) translates combined stress level, risk probability, CNN disease label, and weather conditions into human-readable agronomic interventions. Example: “Severe Stress AND High Risk” triggers “Irrigate immediately; apply fungicide; contact agronomist.”
[bookmark: Streamlit_Dashboard]F. Streamlit Dashboard
Eight interactive pages span field registration, a Folium colour-coded field map, 90-day NDVI time-series plots, leaf disease scanning, weather-risk matrix, priority-sorted recom- mendation cards, new-field registration, and an in-dashboard CNN training launcher.
IV. [bookmark: Experimental_Setup]EXPERIMENTAL SETUP
All the experiments were done on Google Colab using NVIDIA Tesla T4 having (16 GB VRAM), 12.7 GB RAM,
and Python 3.10. The dataset of 38 classes and 54,306 images (PlantVillage) was divided into 80% / 10% / 10% (train / val / test). A simulated 80-field stress-sensible reference dataset of Sentinel-2 was utilized in the NDVI stress-detection evaluation and presentation of deterministically injected stress events (seed = 42). The most important hyperparameters are listed in Table III.

[bookmark: _bookmark4]TABLE III
HYPERPARAMETER CONFIGURATION.

Parameter	Value

Image input size	224 × 224
Batch size	32
Phase 1 LR / max epochs	1 × 10−3 / 20
Phase 2 LR / max epochs	1 × 10−5 / 30
Dropout rate	0.50
ResNet-50 layers unfrozen	Top 30 Z-score τ (cereal / veg.)		1.5
Z-score τ (cash / legume)	1.8
NDVI trend window	28 days
Cloud mask threshold	20%
GBM estimators / LR	100 / 0.05
GBM max tree depth	4
Random seed	42
V. [bookmark: Results_and_Discussion]RESULTS AND DISCUSSION

mates:

, M	
[bookmark: CNN_Disease_Classification_(Table_IV)]
A. CNN Disease Classification (Table IV)

P(risk | ξ) = ϕ Σ ωj

j=1

φj(ξ)	(4)

The CropLogic ResNet-50 (two-phase full protocol) is the most accurate of all four CNN configurations. Phase-2 fine- tuning adds a 2.2-point gain of Top-1(93.6% vs. 91.4%) by

where φj are regression trees (max depth = 4), ωj are shrink- age weights (LR = 0.05), and ϕ is the isotonic calibration function. The 12-dimensional feature vector ξ comprises: NDVI, NDVI trend (γˆ1), Z-score, temperature, humidity, 7- day rainfall, days since sowing, and five crop-type one-hot

modifying the top backbone layers to plant-disease spectral and morphological characteristics without the ImageNet fea- tures at the lower layers. VGG-16 has 5.4× the number of parameters and is 2.2× slower, and has an accuracy that is 3.5 percentage points lower. MobileNetV2 has the lowest

inference (11.3 ms) and is ranked last by 4.9 points in Top-1, which does not suit deployment accuracy needs.

[bookmark: _bookmark5]TABLE IV
DISEASE CLASSIFICATION ACCURACY — PLANTVILLAGE TEST SET
(N = 5,430).

Model	Top-1 (%)	Macro-F1	Params (M)	Lat. (ms)
[bookmark: Pipeline_Latency_(Table_VII)]
D. Pipeline Latency (Table VII)
The prevalent latency element is the NASA POWER API round-trip (1,120 ms for a 90-day query). With the built-in 24- hour response cache on, repeat-query latency goes down to less than <50 ms. GBM inference (8 ms) and CNN inference (19 ms) are insignificant. The entire field assessment with the leaf disease scanning takes 2.91 s, which is significantly lower


	VGG-16 (baseline)
	90.1
	0.893
	138.4
	42.1
	than practical interactive use regulations.

	MobileNetV2 (baseline)
	88.7
	0.876
	3.5
	11.3
	

	ResNet-50 (Phase 1 only)
	91.4
	0.907
	25.6
	18.7
	[bookmark: _bookmark6]TABLE VII

	CropLogic ResNet-50
	93.6
	0.928
	25.6
	19.2
	AVERAGE PIPELINE LATENCY PER FIELD.




[bookmark: Vegetation_Stress_Detection_(Table_V)]B. Vegetation Stress Detection (Table V)
The crop specific Z-score detector provides a 14.5 improve- ment in F1 as compared to the fixed NDVI threshold baseline. Fields of legumes with a healthy-state NDVI of 0.63 sound spurious alarms with a fixed value of 0.30 and the crop- specific baselines rightly classify them as healthy. The 9.7 point difference between global Z-score (τ = 2.0) proves that crop-stratified thresholds capture the real variance structure of heterogeneous agricultural landscapes better than a universal threshold, consistent with findings in [6].

[bookmark: _bookmark7]TABLE V
VEGETATION  STRESS  DETECTION  — 80-FIELD  SENTINEL-2 REFERENCE DATASET.

	Method
	Prec.
	Rec.
	F1
	AUC

	Fixed NDVI (<0.30)
	0.643
	0.712
	0.726
	0.751

	Z-score, global τ = 2.0
	0.751
	0.798
	0.774
	0.818

	CropLogic Z-score
	0.861
	0.882
	0.871
	0.912




[bookmark: Ablation_Study_(Table_VI)]C. Ablation Study (Table VI)
Ablation confirms three design choices: (i) crop-specific baselines provide the largest gain (∆F1 = +0.097), which is the strongest evidence that the parameterisation of four categories
is the most influential system component; (ii) The time-trend slope βˆ1 adds 0.040 F1, indicating that time-trend slope detects incidences of gradual deterioration events that are not reflected
in point-in-time Z-scores; and (iii) Phase-2 CNN fine-tuning and data augmentation contribute 5.8 accuracy points.

[bookmark: _bookmark8]TABLE VI
ABLATION STUDY: COMPONENT CONTRIBUTIONS.

	Configuration
	Metric
	Value (∆)

	Full CropLogic
	F1 (stress)
	0.871 (—)

	— Crop-specific baselines
	F1 (stress)
	0.774 (−0.097)

	— Trend βˆ1
	F1 (stress)
	0.831 (−0.040)

	— GBM risk fusion
	F1 (stress)
	0.843 (−0.028)

	ResNet-50 Phase 1 only
	Top-1 acc.
	91.4% (−2.2 pp)

	ResNet-50 no augmentation
	Top-1 acc.
	89.8% (−3.8 pp)













[bookmark: Novelty_Analysis]E. Novelty AnalysisPhase
Operation
Latency (ms)
A
NASA POWER fetch (90-day)
1,120
B
Open-Meteo weather fetch
320
C
NDVI proxy + Z-score
45
D
Trend regression (βˆ1)
12
E
GBM feature build + inference
8
F
ResNet-50 CNN inference
19
G
Recommendation engine
3

Total (NDVI + weather)
1,527

Total (+ leaf scan)
2,910


The novelty of CropLogic lies on three axes as compared with the reviewed literature: (1) Fusion in a multi-modal con- strained to zero-cost. Current systems with similar modality coverage (NDVI + weather + leaf imaging) are based on the paid satellite subscriptions or API keys [10]. CropLogic has 10X the breadth in terms of pure free, keyless APIs, which substantially reduces the barriers to cost-effective deployment of smallholder systems to zero. (2) Z-score baseline frame- works are also based on crop-stratified. The previous NDVI anomaly sensors use constant levels or global Z-score [5], [6]. The four-category baseline table(µc, σc, τc) parameterised per agronomic crop class is an original contribution that reports the largest single-component F1 gain of the system (+0.097) with the least additional parameterisation. (3) Built-in DSS with recommendations to action. Also optimally referenced Agri- cultural ML systems provide raw risk scores or classification labels without converting them into actual farm management activities [11], [12]. The rule-based recommendation engine developed by CropLogic can help fill this gap; it suggests a priority-labelled card of intervention which can be acted on by a non-expert farmer.
VI. [bookmark: Base_Papers]BASE PAPERS
The following recent works (2023–2025) directly motivate and contextualise the CropLogic contributions:
[B1] PDICNet [11] (2023). Reddy et al. propose a ResNet-50
+ optimisation-algorithm pipeline for rice disease clas- sification achieving 99.73% on PlantVillage. CropLogic extends this by adding Z-score NDVI stress detection and weather-based risk fusion.
[B2] DeepCrop [12] (2023). A web application using ResNet-
50 for real-life crop disease prediction, confirming

98.98% accuracy over VGG-16 and VGG-19 on a 10,000-image PlantVillage subset. CropLogic uses the same backbone on the full 54,306-image, 38-class dataset with a two-phase protocol.
[B3] Suaza-Medina et al. [13] (2024). GBM + NDVI
+ climatic data for maize harvest prediction with AUC = 0.935. CropLogic adopts GBM-NDVI fusion for disease risk (rather than harvest timing) and adds iso- tonic calibration to produce interpretable probabilities.
[B4] Multimodal Pest Forecasting [14] (2025). Fuses satel- lite NDVI, humidity, and weather indices for pest fore- casting, but requires weekly manual sample collection. CropLogic eliminates manual sampling through fully- automated API data acquisition.
[B5] Weather-Disease ANN [15] (2025). ANN-based wheat disease severity prediction with real-time meteorological data achieving R2 = 0.96–0.98. CropLogic replaces ANN with a calibrated GBM that fuses meteorological variables with NDVI and crop-stage features, enabling interpretable probability outputs.

VII. [bookmark: Limitations_and_Future_Work]LIMITATIONS AND FUTURE WORK
The current system has four major constraints in its scope. To begin with, NASA POWER radiation-based NDVI proxy underestimates actual Sentinel-2 NDVI by 0.05–0.12 in dense canopy, which could be corrected by linear recalibration after making GEE access available. Second, the GBM was trained on the synthetic field observations; it is yet to be validated against years of real world out- break data. Third, PlantVillage will be comprised of images in the laboratories; accuracy at deployment in images taken by farmers in the field will vary. Fourth, the sequential NASA POWER and Open- Meteo fetches may be parallelised using asynciowhich also decreases the acquisition latency by 35-40 percent.
Future directions: Although there are several areas of future improvement to the capabilities and scalability of the CropLogic system. To start with, the fact that the Sentinel-2- based NDVI computation is able to be included via Google Earth Engine would contribute to the precision of the veg- etation monitoring component of the CropLogic mechanism significantly. This would allow the system to move away to proxy- based or simplified computation of vegetation index to actual satellite-based computation that will allow the clear-cut identification of crop stress patterns.
Secondly, acquisition of the datasets has played a critical role in development of the CropLogic system because it would increase credibility of the entire system since it incorporates real-world images under various lighting conditions, soil type and quality of the cameras employed. This would also improve accuracy of the entire system through fine-tuning the deep learning-based systems, that is, the ResNet-50, using domain adaptation methodology, improving the accuracy of the system in general.
Finally, the concept of asynchronous data acquisition would also play a significant role in the evolution of the CropLogic

system in the future since the majority of the existing agri- cultural decision making systems are asynchronous in nature, hence creating inefficiencies in the entire system. The way it is planned to include asynchronous satellite image, weather, and user input would also increase the overall CropLogic system to a highly responsive system in the future.
This can be further extended to a multi-modal based deci- sion support system with the addition of the IoT-based soil moisture sensors. The system can get more precise data by using satellite data and the one collected by sensors on the ground. Both aerial and in-situ data are also added, which is consistent with the current trends of smart agriculture. By using a combination of both of these types of data, the system can get more trustworthy results.
To make the system accessible and usable by other farming communities, one should build a multi-lingual interface to the system with the help of different tools, including Streamlit. The system must be in a position of supporting different languages like Tamil, Telugu, and Hindi. The languages are used widely in India. The system should be capable of supporting different languages such that it can be in a position to accommodate more people. The system will target farmers who may not be able to speak English. This system should be in a position to access different farming communities.
Lastly, it is important to optimize the deep learning model with offline deployment of ResNet-50 based on INT8 quanti- zation to make CropLogic applicable to farmers. The model is optimizable in offline applications on smartphones. The system can minimize calculations, power usage and reliance on network access.

VIII. [bookmark: Conclusion]CONCLUSION
In this paper, we have introduced, a production-grade de- cision support system that is zero-cost and AI-driven. It is aimed at facilitating precision agriculture. By incorporating intelligent modules such as satellite-based vegetation monitor- ing, crop disease classification using deep learning algorithms, and machine learning-based prediction, we have demonstrated the practical applicability of precision agriculture using only publicly available resources.
The experimental results have demonstrated the efficacy of the proposed framework. In this paper, we have used a deep learning model that has obtained a Top-1 accuracy of 93.6 percent. This is using a ResNet50 model. This demonstrates that the model is robust enough to handle multi-class crop disease classification problems. In this paper, we have also used a vegetation stress detection model that has used adaptive Z-score normalization. This model has obtained an F1-score of 0.871. This is 14.5 percent better than traditional models. In this paper, we have also used a gradient boosting model that has obtained an AUC of 0.913. This demonstrates that this model is robust enough to handle problems related to crop risks. In this paper, we have also demonstrated that this model is efficient enough to handle real-time problems. This is because this model takes only 2.91 seconds.

Moreover, the ablation studies also showed the importance of the two specific design decisions made in the develop- ment of the proposed system, which are crop-specific Z- score baselines and two-phase CNN fine-tuning, in improving the performance of the system. As shown in the results, the contributions of each component were significant.
However, aside from the improvements in the performance metrics, the most significant contribution of the proposed CropLogic system is its ability to make the system acces- sible to many farmers. With the use of free satellite images, open-source machine learning frameworks, and cloud-based deployment tools, the proposed system eliminated the financial barriers in the development of precision agriculture technolo- gies.
Therefore, in concluding the paper, it is clear that the proposed system has shown the potential of the convergence of open data ecosystems and modern AI technologies in revolutionizing the way agriculture is practiced in the future. Future studies could further improve the proposed system by incorporating multiple data sources such as weather forecasts, soil sensors, and IoT-based field monitoring. Moreover, the proposed system could also be further improved by enhanc- ing the generalization capability of the proposed system in different geographic locations.
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