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Abstract—The increasing diversity of Internet applications has made network traffic classification a challenging task, particu- larly for supervised approaches that rely heavily on labeled data. To overcome this limitation, this paper proposes an unsupervised framework for application-level network traffic classification using flow-based statistical features.
Network flow records from the CICIDS-2017 dataset are processed through feature engineering and dimensionality re- duction using Principal Component Analysis (PCA). Density- based clustering with HDBSCAN is then applied to automatically discover traffic patterns without prior application labels. The resulting clusters are statistically analyzed and mapped to high- level application categories, including video streaming, gaming, web/email services, file transfer, and unknown traffic.
Experimental evaluation demonstrates effective cluster sepa- ration, achieving a Silhouette Score of 0.60 and a Density-Based Clustering Validation (DBCV) score of 0.36. Visualization in reduced feature space further confirms the robustness of the discovered traffic clusters. The proposed approach eliminates de- pendency on labeled data while maintaining interpretability and scalability, making it suitable for real-world network monitoring environments.
Index Terms—Network traffic classification, Unsupervised learning, HDBSCAN, PCA, Flow-based analysis.
I. INTRODUCTION
The continuous growth of Internet applications, including video streaming platforms, online gaming services, cloud- based file sharing, and web communication systems, has led to a substantial increase in both the volume and diversity of network traffic. Understanding and classifying application- level traffic has become a critical requirement for modern network management, enabling effective bandwidth allocation, quality-of-service (QoS) enforcement, traffic engineering, and anomaly detection.
Conventional traffic classification techniques, such as port- based identification and deep packet inspection (DPI), are increasingly inadequate in contemporary network environ- ments. The widespread adoption of dynamic port usage, en- cryption protocols, and privacy-preserving mechanisms has significantly reduced the effectiveness of these approaches.

Moreover, DPI-based methods introduce high computational overhead and raise privacy concerns, limiting their deployment in large-scale networks.
In recent years, machine learning-based traffic classification techniques have emerged as promising alternatives by lever- aging statistical characteristics of network flows. However, most existing studies rely on supervised learning models that require extensive labeled datasets. Obtaining accurate and up- to-date labels is time-consuming, costly, and often infeasible in real-world scenarios, particularly given the rapid evolution of network applications. As a result, supervised approaches may exhibit limited scalability and poor generalization to previously unseen traffic patterns.
To address these challenges, this paper proposes an un- supervised framework for application-level network traffic classification based on flow-level statistical features. The pro- posed methodology employs Principal Component Analysis (PCA) to reduce feature dimensionality and enhance compu- tational efficiency, followed by density-based clustering using HDBSCAN to automatically discover intrinsic traffic patterns and isolate noise. The resulting clusters are analyzed and mapped to high-level application categories through statistical interpretation. Experimental evaluation on the CICIDS-2017 dataset demonstrates that the proposed approach effectively identifies meaningful traffic groups without reliance on labeled data, making it suitable for real-world and evolving network environments.
II. LITERATURE REVIEW
Network traffic classification is a fundamental research area due to its significance in network management, security enforcement, and quality-of-service optimization. Early traffic classification techniques relied on port-based identification and deep packet inspection (DPI). However, these methods have become unreliable because of dynamic port allocation, appli- cation tunneling, and the widespread adoption of encrypted communication protocols .

To address these limitations, researchers explored machine learning-based approaches that utilize flow-level statistical features instead of packet payloads. Supervised learning techniques such as probabilistic neural networks, decision trees, support vector machines, and deep learning models have demonstrated high classification accuracy on benchmark datasets [12]. Although these approaches are efficient, they require a large amount of labeled data. However, in real- world networks, it is difficult to obtain and maintain such labeled data because traffic patterns are continuously changing over time [4], [11]. To overcome this problem, recent research has investigated the use of deep learning and self-supervised learning techniques for encrypted traffic classification. These techniques aim to learn useful features from data automatically and perform well even when traffic is encrypted [1], [2], [5]. Moreover, adaptive and self-learning models have been proposed to handle concept drift and the dynamic nature of network environments [3], [7]. Although these models demonstrate excellent performance, they may have limitations such as high computational complexity, lack of transparency in decision-making, and poor generalization capability for new applications [8].
Consequently, unsupervised learning techniques have at- tracted attention as a viable alternative for network traffic anal- ysis. Since unsupervised learning techniques do not require any labeled data, clustering-based approaches can identify underlying traffic patterns directly from flow-level statistics [6], [9],[10]
Density-based hierarchical clustering algorithms, particu- larly HDBSCAN, overcome these limitations by automatically identifying cluster structures of varying densities and isolating noise points without requiring a predefined number of clusters [15]. These characteristics make HDBSCAN well suited for large-scale and real-world network traffic analysis. Motivated by these observations, this work proposes an unsupervised, density-based framework for application-level network traffic classification that is scalable, interpretable, and independent of labeled data.

III. EXISTING WORK
Traffic classification in computer networks has been a widely researched area to identify the applications and services present in the network traffic. Earlier, people relied on ports and deep packet inspection (DPI) to map applications to certain ports. It was fine when the ports remained constant, but nowadays ports keep changing, and most of the protocols are also encrypted.
To address these issues, scientists began applying machine learning to the statistical properties of network flows. While supervised machine learning algorithms such as Decision Trees, Support Vector Machines, Random Forest, and Neural Networks are highly accurate when trained on labeled data, labeled data is difficult and costly to obtain, and actual networks are constantly changing. This makes supervised machine learning less effective in new or evolving domains.

More recently, deep learning has been applied to learn complex traffic patterns from raw packets or flows. CNN and RNN-based methods have shown promising results on benchmark datasets, but they are extremely computationally intensive, difficult to understand, and heavily dependent on labeled data, which makes them difficult to apply on a large network or on resource-constrained devices.
To overcome these constraints, researchers have turned to unsupervised classification of traffic. Unsupervised clustering algorithms such as K-means and DBSCAN can categorize traffic based on similarities in statistical properties without requiring labels. However, K-means requires knowledge of the number of clusters and requires clusters to be spherical, while DBSCAN can be highly sensitive to parameters and may not perform well with varying densities. Hierarchical density-based algorithms such as HDBSCAN are more robust since they can automatically determine the number of clusters and detect noise points. However, there has been relatively less research on HDBSCAN for large-scale application-level network traffic classification based on flow properties.

IV. OBJECTIVES
· Model network traffic using flow-level statistical at- tributes extracted from packet traces. These attributes are able to characterize application behavior in terms of time, size, and direction, without examining the payload to ensure privacy and scalability.
· Deal with the huge amount of flow-based data using Principal Component Analysis (PCA). This will eliminate redundant features, enhance clustering, and enable the scalable processing of large network data.
· Identify natural patterns in application traffic using HDB- SCAN, a density-based hierarchical clustering algorithm. HDBSCAN has the ability to determine the structure of clusters automatically and is flexible enough to handle varying densities in the data and also identify noise points without prior knowledge of the number of clusters.
· Use the term noise or mixed traffic to mark traffic that does not follow the dominant patterns. This is useful for finding novel application behavior in an unsupervised manner.
· Describe each of the discovered clusters in a statistical manner using important flow characteristics such as the packet rate, flow size, and packet size distribution, so that the flow behavior can be easily understood.
· Map the discovered clusters to broad categories like video streaming, online gaming, web/email services, file trans- fer, and unknown traffic, as per the statistical indicators.
· Evaluate the quality of the clustering achieved using internal criteria such as the Silhouette Score and Density- Based Clustering Validation (DBCV).
· Offer simple, low-dimensional views of the clustered traffic to help with understanding the separation of traffic groups and to assist with visual checks of application- level behavior.

V. PROPOSED WORK
In this paper, an unsupervised approach for classifying application-level network traffic without the use of labeled data is proposed. The approach relies on flow-level statistics and density-based clustering for developing scalable, understand- able, and privacy-respecting traffic classification.
First, the network traffic is converted into bidirectional flow records from raw packet traces. For each flow, many statistical features are calculated to characterize the behavior of the application in terms of timing, amount of data, and direction. The approach is protocol-independent and does not inspect the payload to protect privacy.
To accelerate the processing and prevent overlapping features, Principal Component Analysis (PCA) is applied to reduce the feature dimension to a lower space. This retains the most significant traffic features while processing large network data without losing much information.
The clustering process is performed using the HDBSCAN algorithm, which is a hierarchical density- based algorithm that has the capability of automatically discovering clusters and noise without the need for many parameters. The algorithm clusters flows that have similar behavior and marks unusual or new traffic as noise. The clusters are then analyzed using key statistics and are further categorized into general types such as video streaming, online gaming, web/email services, file transfer, or unknown traffic.
The effectiveness of the proposed method is checked by using the internal clustering criteria. Because the proposed method is completely unsupervised, this solution is very effective for classifying traffic at the application level.
VI. SYSTEM ARCHITECTURE
The principle behind the proposed unsupervised classi- fication is based on a modular concept. The classification methodology of network traffic follows a structured catego-rization approach for handling massive amounts of data from an application-layer point of view. The suggested proposal per- forms unsupervised classification of application protocols and contains four main parts in network traffic processing: traffic collection, feature generation, clustering, and interpretation.
Architecture consists of a succession of components, where each component refines and builds on the processed data generated by the last; thus, the architecture allows for a refined, usable and meaningful representation of the data. In addition, this modularization allows for greater convenience, efficiency, and reliability in traffic monitoring on the scale at which it is collected.
A. Traffic Collection
The traffic collection stage, is the raw packet information being collected for a given application
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protocol. Using these packets, both forward and reverse flow records (bidirectional) can be created. A flow record creates one communication session between two endpoints within a specific time frame.
Flow records generally store fewer data compared to raw packets but preserve sufficient information for tracking traffic behavior over time. Consequently, this reduces storage require- ments and leads to a much lower aggregate network footprint while enabling continuous monitoring.
B. Feature Generation
Once bidirectional flow records are created, statistical features are generated based on the characteristics of each flow record for the corresponding application protocol.
Statistical elements computed for every flow record include:
· Timing information
· Packet rate
· Byte rate
· Flow duration
· Inter-arrival times
A key consideration of this methodology is that packet payloads are not used for feature extraction. Since statistical features are generated without payload inspection, user pri- vacy is preserved and encrypted traffic is not intercepted or compromised.
C. Dimensionality Reduction Using PCA
Network traffic characteristics often produce high- dimensional statistical data, which may introduce noise and bandwidth fluctuations. To address this issue, Principal Component Analysis (PCA) is applied to reduce the number of statistical dimensions associated with each application protocol.
PCA removes unnecessary or redundant statistical characteristics from the application data. This dimensionality reduction improves computational efficiency and makes the clustering stage of the unsupervised classification algorithm more effective and stable.

D. Clustering
· Automatic determination of cluster count
· Identification of outliers
· No	requirement	for	supervision	or	manual parameter tuning
Dense regions correspond to clusters of similar traffic be- havior, while sparse regions are treated as noise.
E. Interpretation and Application Mapping
The final phase of the unsupervised classification framework involves interpreting and analyzing the statistical characteris- tics of each identified cluster. Clusters are mapped to higher- level application categories by observing their behavioral patterns.
Typical application categories include:
1) Video streaming
2) Gaming
3) Web/E-mail services
4) File transfer
5) Unidentified traffic
VII. METHODOLOGY
Traffic taxing of suggested networks for traffic is an automated process. The approach used for calculating traffic is done in a proactive and effective way to capture extremely large amounts of applications from the application's perspective. There are four major components of this approach: reducing the number of dimensions, creating features from existing features, collecting traffic data, clustering, concentrating and clarifying the collected data. The pipeline involves processing a single packet to a flow-level statistical representation and then generates an unsupervised model.
Data Acquisition :
The data acquisition process begins with collecting raw packets for all protocols. Packet data is consolidated into bi-directional flows. Each flow record is that of a single communication period between two endpoints over a defined time period.
Flow records contain much more valuable information in comparison to raw packet data. This translates to a decrease in required storage space and an increase in retention of traffic behaviour patterns. This will also decrease the amount of traffic moving over the network and will allow for larger scales of monitoring and performance of the application.
FeatureGeneration:
All flow records will go through the same analytical processes using metadata to extract statistical parameters to describe network behavior.
This ensures we respect privacy preservation and are utilizing attributes that will also be compatible with encrypted data and maintain privacy by utilizing only metadata n information.
The immediate features you will see as a part of your clustering process are:
1. 
Time-stamping
2. The rate at which packets are sent
3. The rate at which bytes are sent
4. How long the flow is open before it closes
5. The time interval(s) between packets being delivered
As part of our commitment to protecting privacy, we will not provide payloads and we will not compromise encrypted traffic.
Dimensionality Reduction via Principal Component Analysis (PCA) :
High dimensional feature spaces create large amounts of noise and increase the computational cost of performing clustering operations on them. Therefore, we will reduce the dimensionality through PCA while still retaining most of the variance contained in the original data.
Let’s say we have a normalized variability matrix X ∈ RN×d
where:
N = Number of samples d = Number of features
Creating an eigenvalue decomposition of C will result in
(k) separate eigenvectors that each represent a different principal component of variance. The top k eigenvectors can then be combined to create a projection matrix (Wk).
Finally, we can represent compressed data (Z) from the original data (X) using the projection matrix (Wk):
Z = XWk   (2)
This transformation will create a set of distinct data points that are much less cluttered, having solved the problem of how to utilize metadata to effectively cluster and compare large amounts of data using information from a specified timeframe.
Clustered using HDBSCAN:
To identify the different clusters from the reduced feature space, we chose to use HDBSCAN. The choice was made for reasons such as:
· The HDBSCAN clustering algorithm discovers clusters with different densities.
· The HDBSCAN clustering algorithm is capable of automatically determining how many clusters exist.
· The HDBSCAN clustering algorithm is capable of determining which points are considered outliers.
When determining how effective a method of clustering is, the use of internal validation metrics is common.
The higher the result, the better the separation of clusters in the overall grouping.
Final Product :
Once the system has been able to correlate a cluster with

the relevant application, it can do so without any labelling of data or inspection of files. This result provides a means by which to be able to monitor, investigate, and maintain a record of actively running traffic on a scalable and privacy- preserving basis.
VIII. IMPLEMENTATION
DataCollection:
In the Application Layer, a Modular Pipeline is used to classify network traffic. The modular design provides scalability, interpretability, and reproducibility to provide an accurate analysis of large Network Dataset.
Traffic data were collected from the CICIDS-2017 dataset via multiple .csv files with bidirectional flow statistics collected over multiple days. Each row of data provides statistical analysis of "packet header" characteristics as well as timing data.
DataPreprocessing:
During the Pre-Processing step of Modular Classifiers, the following tasks are done:
· In a way, this is done to remove characteristics that do not give us anything (i.e. IP Address, Port Number, Duplicate Columns).
· How to deal with missing/undefined/infinite values, by means of data cleaning/imputation.
· Convert numerical attributes so that they are fairly equal in their contribution to clustering.
· Normalise the attributes to help remove any bias from the differences in Scale and to improve the clustering outcome.
Normalising the attributes is important in that it provides for more comparable features and thus improves the accuracy of clustering.
From the view of Data Engineering, we develop Low-Level Statistical Flow Characteristics to describe behaviour of Networks.
Examples of some of the characteristics include:
· The Total Time of the Flow - The Duration of the Flow
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Statistics for EtherLength (as well as Variance, Min and Max compared against EtherLength)
EtherLength and EtherRate both are comprised of Forward and Backward Packet Rates. Forward and Backward Packet Rates are also critical for study of inter- arrival times (time it takes for two packets to arrive) etc., including Bulk and Segmentation level metrics.
To reduce computational complexity but still retain the inherent traffic patterns associated with both Forward and Backward Packet Rates, we utilize Principal Component Analysis (PCA). With PCA we define X as our standardized feature matrix and define Wk as the first k principal components. Our transformed lower dimensional representation Z can be defined in relation to X and Wk as follows:
Z = XWk (5)
The transformed data preserves the majority of the variability present within the original data set; eliminates redundant correlation from the original data set; and increases clustering stability and efficiency relating to any clustering methodologies utilized thereafter.

Unsupervised Clustering:
Unsupervised clustering in this analysis is performed using the Hierarchical Density-Based Spatial Clustering Algorithm with Noise Detection (HDBSCAN). HDBSCAN provides the user with the ability to easily identify naturally occurring cluster structures (traffic flow clusters) without having to define user defined/clustering or identification algorithms.
Providing automatically generated cluster labels and noise indicators (1) for each flow. Flows that do not belong to any cluster with a sufficiently dense traffic flow, are overflowing from either side of the defined cluster boundaries, typically represent a mixed or ambiguous nature of flow.
The identified clusters are represented as high level application groupings that are consistent with their corresponding aggregated traffic patterns which are ultimately used to create a new high level application grouping.
· Average flow duration
· Throughput consistency
· Packet size distribution
· Traffic rate behavior
Based on these, clusters classified into:
· Video streaming
· Online gaming
· Web and e-mail services
· File transfer
IX. RESULTS AND DISCUSSIONS
The CICIDS-2017 dataset was used to assess the unsupervised application-level traffic classification framework; the dataset includes captured network traffic flow data collected continuously for 7 days and consists of roughly 2.6 Million

Bidirectional Flow Records. A total of 77 Flow-Level Statistical Features were selected as representative of the flow behaviour of the traffic after Preprocessing and Feature Selection.
To reduce dimensionality, feature vector space was transformed using PCA (Principle Component Analysis) and the resultant low dimensional representation was clustered into distinct clusters using the HDBSCAN (Hierarchical Density- Based Spatial Clustering of Applications with Noise) algorithm.
Cluster Structure and Distribution:
The result of the clustering process identified several distinct cluster structures with many flows represented in stable clusters; there was also one noise (anomalous/mixed traffic) cluster identified.
The majority of the flows represented consistent structures' behaviour from the dataset within the stable flow cluster compared to the number that fell within the noise cluster (therefore indicating that the bulk of the flow within the dataset has defined pattern(s); the actual number of flows classified as noise is relatively small).
The summary of the results for all clusters discovered is shown in Table I.
TABLE I
CLUSTER DISTRIBUTION OF NETWORK FLOWS

	Cluster ID
	Number of Flows

	-1 (Noise)
	3640

	0
	724

	1
	662

	2
	855

	3
	342

	4
	1467

	5
	1492

	6
	2585

	7
	1244




In this study, a set of internal validation metrics were utilized to measure the effectiveness of clustering. The following results were obtained based on these metrics:
Silhouette Score of 0.60 DBCV Score of 0.36
The Silhouette score of 0.60 indicates strong intra- cluster cohesion and good inter-cluster separation. The DBCV score also confirms the presence of consistency in the density of clusters, as well as the presence of an adequate amount of space between clusters. Therefore, both of these metrics demonstrate that the clusters that have been identified to be compact and meaningful.
For further evaluation of the clusters, aggregated flow statistics were generated to better characterize the traffic exhibited by the traffic within each cluster. The evaluated metrics include:
Flow Duration
Packet Transmission Rate Average Packet Size
These flow statistics summarize the behavior of the traffic within each cluster.
Based upon the generalized behavioral metrics, a method called Cluster Application Mapping (CAM) was used to provide an application mapping between the different types

of application traffic that were represented in the clusters. The association of the clusters with the different types of applications are outlined in Table II.
The behavioral traits displayed by each type of application were distinct. For example, video streaming traffic displayed high throughput and behaved in a regular manner with packet transmission rates. Gaming traffic displayed a shorter interactive flow, while web and e-mail traffic displayed a longer interactive flow.
TABLE II
CLUSTER TO APPLICATION MAPPING

	Cluster ID
	Application Category

	-1
	Unknown / Mixed

	0
	Gaming

	1
	Video Streaming

	2
	File Transfer

	3
	Web / Email




Visualization of Clusters
Visualization of the PCA-transformed feature space fur- ther confirmed clustering performance. The projected clusters formed highly separated dense regions with minimal overlap, while noise points were scattered in sparse regions. This clear separation supports the quantitative performance indicators and validates the effectiveness of the dimensionality reduction and clustering approach.
Discussion
Overall, the results demonstrate that the proposed unsu- pervised model successfully identifies meaningful application- level traffic patterns without requiring labeled data or packet payload inspection. This eliminates common limitations of supervised approaches such as label dependency, dataset bias, and frequent retraining requirements. The framework therefore provides a scalable, privacy-preserving, and efficient solution for network traffic classification.
X. CONCLUSION
The paper has given an example of total lack of supervi- sion. Flow-based network traffic classification Flow classifier The flow-based network traffic classification application-level classifier level statistical analysis. The solution has been in- corporated in the proposed solution dimensionality reduction Principal dimensionality reduction, feature engineering, dense- based hierarchical, Component Analysis (PCA). HDBSCAN algorithm clusters it automatically disclose natural traffic schemes.
The algorithm is entirely founded on the metadata and statistical flow properties. The model is useful in order to develop core application behaviors to actualize alien or in aberrant patterns as noise. The labelled training is unnecessary in this architecture and does not check packet contents hence nondeterministic in as far as privacy is concerned, ultimate maintenance and efficiency/cost reduction of deployments.
Experimental experimentation of CICIDS-2017 explained that sharp and clear vapor was the result of the method, forming solid statistical groups at an area of significant con- cern. The obtained Silhouette and

scores in the DBCV demonstrate that there is high intra and inter-cluster cohesion and cluster separation. Also discovered clusters are referred to as clusters with behavioral mapping of insights that can be reliable to other fields like video streaming, gaming, file site, and web/e-mail traffic.
The proposed system is better as compared to supervised methods. The system has a number of strengths such as the ability to scale to large scalability, less bias on labelled data, scalability to open-minded types of traffic, and low levels of manual deployment. The real world is suited by these features in the framework where traffic properties are imposed on dynamical network conditions that continuously evolve.
The findings are effective in a summary. To learn, actionable and interpretable networks traffic are monitored classification. The future option of doing more work can be online or streaming techniques of clustering, dependence integration by time flow, hierarchy classification strategies, and other im- provements to provide real-time network detectors and flexible monitoring systems.
REFERENCES
[1] G. Aceto, D. Ciuonzo, A. Montieri, and A. Pescape´, “Encrypted traffic classification: A systematic survey of recent advances,” IEEE Commu- nications Surveys & Tutorials, early access, 2025.
[2] Y. Yuan, Y. Huang, X. Zeng, and G. Cheng, “Self-supervised encrypted traffic classification with unknown application discovery,” IEEE Trans- actions on Network and Service Management, early access, 2025.
[3] I. A. Alwhbi, C. C. Zou, and R. N. Alharbi, “Encrypted network traffic analysis and classification using machine learning,” IEEE Access, vol. 12, pp. 21534–21549, 2024.
[4] R. Xu, G. Wu, W. Wang, and J. Li, “Self-supervised learning for flow- based network traffic classification,” IEEE Transactions on Information Forensics and Security, 2024.
[5] A. Campazas-Vega and A. Miguel-D´ıez, “A survey of unsupervised learning methods for flow-based network traffic analysis,” IEEE Access, vol. 12, pp. 67821–67845, 2024.
[6] V. Pavlyshyn, E. Manziuk, and O. Barmak, “Adaptive machine learning approaches for traffic pattern recognition,” IEEE Systems Journal, 2024.
[7] G. Aceto, D. Ciuonzo, A. Montieri, and A. Pescape´, “Toward effective mobile encrypted traffic classification,” IEEE Communications Maga- zine, vol. 58, no. 1, pp. 42–48, 2020.
[8] S. Rezaei and X. Liu, “Deep learning for encrypted traffic classification: An overview,” IEEE Communications Magazine, vol. 57, no. 5, pp. 76– 81, 2019.
[9] M Ring, D. Schlo r, D. Landes, and A. Hotho, “Flow – based network traffic classification using machine learning,” in Proc. IEEE AINA, 2019.
[10] I. Sharafaldin, A. H. Lashkari, and A. A. Ghorbani, “Toward generating a new intrusion detection dataset and intrusion traffic characterization,” in Proc. ICISSP, 2018.
[11] L. McInnes, J. Healy, and S. Astels, “HDBSCAN: Hierarchical density- based clustering,” Journal of Open Source Software, vol. 2, no. 11, 2017.
[12] Y. Wang, Z. Chen, and J. Li, “Deep learning for traffic classification in encrypted networks,” in Proc. IEEE International Conference on Communications (ICC), 2017.
image1.jpeg
Doy o
oo S e
- csvioasny
~CoumnGasing s
[ g v g
e oy Tt v et

Aopteston e cumars [ |

5o Scmer e
Pl oo Dt

“SeTER s APPOATON

[re—
[y
e e separaion





image2.jpeg
e

25

20

15

10

Unsupervised Application Traffic Clusters





