FinSync: A Hybrid Anomaly Detection Framework for Personal Finance Management


ABSTRACT
Applications for personal finance compile transactions from many banks, however they seldom provide anomaly detection beyond basic classification. Current institutional fraud solutions rely on intricate machine learning pipelines and hundreds of thousands of tagged records, which are computationally inappropriate for individual users handling a few hundred agreements. In order to close this gap, FinSync offers an explainable, transparent anomaly detection system that, without the need for an external machine learning library, obtains a 0.63 F1-score, which is 57.5% better than rule-only baselines. 
The suggested system has a hybrid architecture with two layers. Five deterministic rules are applied in the first layer: absolute threshold checks, duplicate charge identification, first-transaction detection, per-merchant Z-score analysis, and a time-of-day rule aimed at overnight transactions. Instead of a binary flag, each rule generates a calibrated confidence score, allowing for sophisticated downstream fusion. The second layer is an LSTM-inspired trend scoring engine implementing Exponentially Weighted Moving Average (EWMA) with alpha = 0.25, day-of-week seasonality modelling, linear regression trend fitting, and sigmoid-normalised residual scoring. Both layers are merged by a dual-validation function that combines independent signals to reduce false positives and false negatives simultaneously. External validation across two public datasets (Sparkov Credit Card, PaySim) and an internal synthetic benchmark, confirms that FinSync consistently outperforms Isolation Forest on ROC-AUC across both public benchmarks.
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1. INTRODUCTION
Anomaly detection in personal finance transactions presents a distinct and underserved challenge. While significant research effort has addressed institutional fraud detection, operating on hundreds of thousands of labelled records using complex ensemble models [4], [7], deep autoencoders [8], and graph neural networks [10], personal finance anomaly detection must function without ground-truth labels, on datasets of 100 to 1,000 transactions per user, with full semantic features including raw merchant names, spending categories, and temporal metadata. Recent work such as Chauhan et al. [19] has explored CNN-based anomaly detection for personal expense tracking, and behavioural spending detection systems have begun incorporating per-user merchant familiarity and timing signals. Nevertheless, these methods either demand inappropriate model training overhead or for lightweight deployment or do not include plain-language explanations for each flag together with per-merchant Z-score granularity. Current benchmark-driven techniques, including One-Class SVM and Isolation Forest [4], are intended for anonymized institutional feature areas and do not immediately translate to the personal financial regime, where interpretability and per-merchant contextual awareness are necessities rather than preferences. 
Additionally, there is insufficient benchmark infrastructure in the personal financial sector. The three most popular datasets for financial anomaly detection—ULB Credit Card [5], IEEE CIS [6], and PaySim [16]—anonymize or completely remove merchant names, making it impossible to assess merchant-aware detection techniques.. Real merchant identities, detailed expenditure categories, complete ISO 8601 timestamps, and personal-scale transaction volumes are not all included in any publicly available labelled dataset. This is evaluation gap, the systematic review by Arora and Bhardwaj [20] confirms that infrastructure has limited the development of detection techniques appropriate for certain users. 
According to Guidotti et al. [1], algorithmic transparency in financial systems is becoming more and more necessary due to regulatory pressure, and black-box financial models undermine user trust. Interpretability is essential for personal finance anomaly detection, as a user must comprehend and respond to each alert.  A system that flags a transaction without providing an explanation is not very useful; on the other hand, a system that explains why a charge is anomalous—for example, by noting the calculated Z-score, the merchant's historical mean, or the unusual transaction hour—provides information that may be used immediately. 
The anomaly detection framework created for FinSync, a platform for managing personal finances, is presented in this paper. The framework is a two-layer hybrid architecture combining a deterministic rule-based layer with calibrated confidence scores and an LSTM-inspired temporal trend scoring engine, merged via a dual-validation fusion function. All detection logic is implemented from first principles without external machine learning libraries, enabling deployment at personal finance scale without model training overhead.
The contributions of this work are as follows:
· A five-rule deterministic detection layer with calibrated confidence scores rather than binary flags, including a time-of-day detection rule operationalising the well-documented overnight fraud pattern [21] as a calibrated confidence score, enabled by Plaid's full ISO 8601 timestamps - a temporal feature absent from all three dominant benchmark datasets.
· An LSTM-inspired trend scoring engine implementing EWMA baselines, day-of-week seasonality modelling, linear trend fitting, and intra-day proportional score distribution - entirely without external ML libraries, addressing the lightweight deployment gap identified in existing personal finance detection systems.
· A dual-validation fusion function with three independently motivated combination conditions that simultaneously reduce false positives and false negatives compared to either layer in isolation.
· A reproducible synthetic benchmark (seed = 42, 1,000 transactions, 100 labelled anomalies across four anomaly classes) demonstrating 58% F1 improvement over rule-only baselines.
· External validation across two public datasets (Sparkov, PaySim) confirming FinSync outperforms Isolation Forest on ROC-AUC in both evaluations, with a +13.5 percentage point margin on PaySim and 9.3x PR-AUC improvement under 0.129% class imbalance.
· A systematic feature-space comparison identifying a benchmark gap: no public dataset provides real merchant names, granular categories, and personal-scale transaction volumes simultaneously.
2. LITERATURE SURVEY
Three different generations of techniques have been developed for financial anomaly detection, each of which offers trade-offs between data requirements, interpretability, and accuracy. In this section, representative work from each of these generations is surveyed, their shortcomings are noted, benchmark datasets that define current evaluation standards are examined, and the research gap that drives FinSync is established. 
2.1 Statistical and Rule-Based Methods
Statistical measurements were the foundation of early efforts to financial anomaly detection. Transactions that significantly deviated from historical norms were found using Z-score analysis, Grubbs' test, and Mahalanobis distance computations. Aggarwal [2] gives a thorough explanation of outlier analysis, pointing out that although these techniques are computationally light and theoretically straightforward, they usually only take into account one dimension at a time and are unable to identify multi-feature patterns. Despite this drawback, rule-based statistical techniques are still relevant for production. Bakumenko and Elragal [3] examined seven supervised and two unsupervised techniques on financial audit data and discovered that, because auditors can directly trace the flagging rationale, statistical methods frequently offered more actionable audit insights than higher-accuracy ML models. 
Limitations: Correlations between transaction amount, merchant identification, and temporal context cannot be simultaneously captured by single-dimensional analysis. Applying global statistical thresholds to merchants with fundamentally different spending distributions results in excessive false positives; for example, a $5,000 charge is unusual at a coffee shop but normal at an electronics retailer. Additionally, these approaches don't have any way to identify first-time merchant contacts or characterize temporal spending trends. 
2.2 Machine Learning and Isolation-Based Approaches
Unsupervised and semi-supervised machine learning were added in the second generation. Liu, Ting, and Zhou [4] presented Isolation Forest, which achieves linear time complexity with low memory requirements by isolating anomalies by random recursive partitioning instead of profiling regular instances. Gradient-boosted trees, Random Forest, and One-Class SVM later became common methods for classifying fraud. Pozzolo et al. [5] demonstrated effective fraud classification on the ULB Credit Card dataset using sampling strategies to address severe class imbalance. According to Deotte [6], an XGBoost ensemble used substantial feature engineering to obtain 0.9459 AUC on 590,000 e-commerce transactions in the IEEE CIS Kaggle competition. A thorough taxonomy of anomaly detection techniques is provided by Chandola, Banerjee, and Kumar [7], who conclude that no single technique is superior in every situation. 
Limitations: These techniques are intended for use at the institutional level. While XGBoost ensembles need tagged fraud instances for supervised training, Isolation Forest needs thousands of transactions to create dependable partition trees. Both are incompatible with merchant-name-based detection since they rely on anonymized numerical feature vectors. These methods cannot be used at the personal finance scale—100–1,000 transactions per user without fraud labels—without a significant overhaul. Additionally, the end user cannot understand why a particular transaction was highlighted due to the opaque internal logic of ensemble models.
2.3 Deep Learning and Temporal Models
The third generation leverages deep architectures for sequential and structural modelling. Schreyer et al. [8] trained adversarial autoencoders on enterprise ERP journal entry data, flagging anomalies based on reconstruction error. Oloko and Cheng [9] demonstrated improved LSTM-based time-series anomaly detection with dynamic threshold determination for financial fraud, showing that recurrent architectures capture multi-step temporal dependencies that static models miss. Wang, Yang, and Shi [10] proposed graph-based feature aggregation on PayPal's 470 million transaction dataset. Capozzi et al. [11] developed WeirdFlows, a weighted moving average framework applied to transaction flow graphs at Intesa Sanpaolo bank, explicitly prioritising interpretability over raw accuracy - a design philosophy directly shared with FinSync. 
Zhou and Tang [12] showed that EWMA applied to season-trend model residuals detects both minor progressive shifts and huge sudden anomalies that Z-score approaches alone miss, which is very pertinent to this study and directly informs FinSync's Layer 2 architecture. The fundamental concept of forecast decomposition techniques, such as STL, is given by Hyndman and Athanasopoulos [13], which FinSync approximates using a combination of lightweight EWMA and linear regression. There is increasing interest in the personal finance detection domain, as evidenced by recent work by Chauhan et al. [19] that investigated CNN-based anomaly detection for personal cost tracking with explainability features.
Limitations: In order to stabilize temporal baselines, LSTM and autoencoder models need large transaction histories, usually thousands of records per user. This makes them unsuitable for individual users who may have fewer than 200 transactions during the first several months of use. Deep model training is incompatible with lightweight real-time personal finance deployment since it necessitates GPU resources and offline batch processing. Although Chauhan et al. [19] address the personal scale, their CNN approach still necessitates model training and does not offer plain-language explanations with computed values per flag or per-merchant Z-score granularity. 
2.4 Ensemble and Hybrid Approaches
The literature consistently finds that multi-stage hybrid systems perform better than single-method approaches. According to Talukder et al. [14], an integrated multistage ensemble that combines several classifiers with weighted optimization outperforms any single classifier in terms of fraud identification. Layering complementary detection strategies is normal practice in deployed systems, as demonstrated by the production fraud architecture presented by Bakumenko and Elragal [3], which consists of heuristic rules followed by ML models followed by deep learning sequence analysis.
In his assessment of interpretable machine learning techniques, Molnar [15] notes that the capacity to explain individual predictions to end users declines with increasing model complexity. Interpretability is essential for personal finance anomaly detection, since users must comprehend and have faith in each indicator to take appropriate action. The current hybrid techniques in the financial realm are primarily intended for institutional deployment and do not address the personal finance regime, according to the systematic review by Arora and Bhardwaj [20].
Limitations: Current hybrid systems include several machine learning models, each of which needs anonymized feature spaces, high transaction volumes, and labelled training data. They are assessed using institutional benchmark databases devoid of personal-scale transaction quantities, specific spending categories, and merchant identities. There is currently no hybrid system that simultaneously applies dual-layer detection with calibrated per-rule confidence ratings, per-merchant Z-score analysis, and LSTM-inspired temporal scoring without requiring an external ML library. 
2.4.1 Benchmark Datasets
Three benchmark datasets are mostly used to assess the aforementioned methodologies. The literature on financial anomaly identification is dominated by three datasets. 284,807 actual transactions with features V1 through V28 PCA-anonymized are included in the ULB Credit Card dataset [5]. 590,540 e-commerce transactions with 431 primarily anonymized attributes are included in the IEEE CIS dataset [6]. 6.3 million fake mobile money transactions are included in the PaySim dataset [16], albeit generic merchant categories are used instead of specific retailer names. A closer feature match to FinSync is offered by the Sparkov Credit Card Transactions dataset [17], which includes merchant names, categories, and complete ISO 8601 timestamps. 

Table 1: Feature Space Comparison Across Benchmark Datasets and FinSync
	Feature
	ULB Credit Card
	IEEE CIS
	PaySim
	FinSync 

	Transaction Amount
	Yes
	Yes
	Yes
	Yes

	Timestamp
	Seconds offset
	Timedelta
	Hourly step
	Full ISO 8601

	Merchant Name
	No
	No
	No (anon.)
	Yes (raw names)

	Spending Category
	No
	ProductCD (5)
	Type (5)
	Yes (100+)

	PCA Anonymised
	V1-V28
	V1-V339
	No
	No

	Fraud Labels
	Yes
	Yes
	Yes
	No (unsupervised)

	Merchant History
	No
	No
	No
	Yes (derived)

	Data Source
	Real (anon.)
	Real (anon.)
	Synthetic
	Real API



FinSync's most useful detection capability is made possible by the absence of actual merchant names in all three of the leading benchmark datasets. This feature-space gap is methodically documented in Table 1. The five restrictions listed in Section 2.5 are directly influenced by this structural gap.
2.5 Limitations of Existing Work
Based on the survey mentioned above, the present level of financial anomaly detection research as it relates to personal finance is characterized by five structural limitations: as it applies to personal finance: 
L1: No merchant-level granularity: Merchant names are either omitted or anonymized in all three of the major benchmark datasets (ULB, IEEE CIS, and PaySim). Existing detection methods therefore operate on numeric feature vectors that discard the most semantically meaningful signal available in personal finance data: the identity of the merchant and the user's historical spending at that specific merchant.
L2 - Requires labelled training data: Supervised and semi-supervised methods (XGBoost, Random Forest, One-Class SVM) require labelled fraud examples for training. Individual users have no fraud labels on their personal transaction history, making these methods structurally inapplicable without a pre-trained model that generalises across users - an assumption not supported by the literature at personal scale.
L3 - Designed for institutional transaction volumes: Methods validated on ULB (284,807 transactions), IEEE CIS (590,540 transactions), and PaySim (6.3 million transactions) cannot be assumed to behave reliably on per-user datasets of 100 to 1,000 transactions. Isolation Forest partitioning degrades under extreme class imbalance at small sample sizes; LSTM baselines require weeks of transaction history to stabilise.
L4 - Not interpretable for end users: Ensemble models, deep autoencoders, and graph neural networks provide no plain-language explanation for individual flags. Guidotti et al. [1] documented the trust deficit this creates. While post-hoc explainability techniques like SHAP offer feature attribution, they do not generate the merchant-specific computed data (Z-score, historical mean, transaction hour) that enable a non-expert user to take immediate action on a flag. 
L5 - No personal finance benchmark exists: As documented in Table 1, no public labelled dataset combines real merchant 
names, granular spending categories (100+), full ISO 8601 timestamps, and personal-scale transaction volumes. This gap is confirmed by Arora and Bhardwaj's comprehensive review [20]. Techniques intended for personal finance cannot be thoroughly assessed or contrasted without such a baseline. 
2.6 Motivation
A research gap that is not addressed by current work is defined by the five restrictions mentioned above taken together. For individual users handling their own accounts, institutional fraud detection techniques are too data-hungry, too opaque, and too reliant on anonymized feature spaces. While personal finance-focused efforts like Chauhan et al. [19] make progress, they fall short of concurrently offering lightweight no-library deployment, calibrated multi-rule confidence scoring, per-merchant contextual detection, and a reproducible assessment standard. 
Although industry systems have started using timing-based detection and per-user merchant familiarity signals, these implementations rely on ML model training and do not offer dual-layer validation, calibrated per-rule confidence scores, or plain-language explanations with computed values per flag. FinSync uses first-principles statistical computation to fully implement these features, eliminating the need for model training. 
Due to these constraints, a detection framework tailored to the personal finance regime is required. This framework should be able to function without labelled training data, reliably handle 100 to 1,000 transactions per user, use raw merchant names as a first-class feature, provide an explanation in plain language with computed values for each flag, and run without the need for external machine learning libraries. The framework must also be evaluated against a purpose-built benchmark that reflects the merchant-aware, personal-scale feature space that existing datasets do not provide.
FinSync directly addresses each of these five limitations. Per-merchant Z-score analysis (L1), unsupervised dual-layer detection with no fraud labels required (L2), a lightweight statistical architecture validated at personal scale (L3), plain-language explanations with computed Z-scores and merchant means per flag (L4), and a reproducible synthetic benchmark with real merchant names and four injected anomaly classes (L5) together constitute the primary technical contributions of this work, detailed in Section 3.


















3. PROPOSED MODEL
FinSync implements a two-layer hybrid anomaly detection framework with a dual-validation merging function. The first layer applies five deterministic rules that each produce a calibrated confidence score. The second layer implements LSTM-inspired temporal pattern analysis. The merging function combines signals from both layers using three independent fusion conditions. Figure 1 illustrates the complete detection flow.
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Fig. 1. FinSync anomaly detection pipeline. Raw transaction input passes through four preprocessing steps — debit filtering, merchant history construction, daily spend aggregation, and global statistics computation — before entering a five-rule calibrated detection engine (Layer 1, Rules 1A–1E) that produces a unified rule confidence score. This is followed by an LSTM-inspired trend scoring engine (Layer 2) implementing EWMA baseline estimation (α = 0.25), day-of-week seasonality modelling, linear regression trend fitting, and sigmoid-normalised residual scoring. A dual-validation fusion gate evaluates three independently motivated conditions — strong rule signal alone (Condition A: rule_conf > 0.70), mutual layer confirmation (Condition B: rule_conf > 0.30 and lstm_score > 0.30), and temporal anomaly alone (Condition C: lstm_score > 0.72) — routing each transaction to one of three output states: Pattern Check, Confirmed Anomaly, or Trend Analysis Flag.

3.1  Layer 1: Rule-Based Detection Engine
Every transaction is assessed by the first detection layer using five different criteria. Instead of producing a binary flag, each heuristic generates a continuous confidence score in [0, 1], allowing the fusion layer to weight signals proportionately instead of treating every detection as equal. The fusion gate receives confidence scores from five of these (Rules 1A–1E), while the sixth presentation-layer heuristic (Notable Spend Detection Rule) functions as a post-fusion annotation and is not taken into account in the detection layer. 
3.1.1  Per-Merchant Z-Score Analysis (Rule 1A)
The system keeps track of a running mean (μₘ) and standard deviation (σₘ) for every merchant m over the course of the user's entire transaction history at that merchant. The variance for each new transaction is calculated as follows: 
Zₘ = (x − μₘ) / σₘ   (1)
Transactions that have a |Zₘ| greater than 1.5 are marked. This is how the rule confidence is calculated: 
c₁ᴬ = min( 0.40 + (|Zₘ| − 1.5) × 0.10,  0.95 )   (2)
A mild signal at the threshold is reflected by the base confidence of 0.40; each additional unit of Z beyond 1.5 adds 0.10 to the confidence, which is capped at 0.95 to avoid any one rule raising an unconditional flag. This rule prevents bogus flags on initialization by requiring a minimum of two transactions per merchant. 
3.1.2  First-Transaction Detection (Rule 1B)
When the transaction amount surpasses $30, transactions from merchants that are completely absent from the user's history record are noted. Confidence in the rule is: 
c₁ᴮ = min( 0.55 + amount / 1200,  0.90 )   (3)
The empirical finding that larger first-time charges carry proportionately greater risk is reflected in the linear dependence on amount; a charge of $30 provides a baseline confidence of 0.58 (about), whereas a charge of $420 or more saturates at 0.90. To lessen false positives from low-value accidental purchases at new merchants, the fusion detector's amount threshold is increased to $50. 
3.1.3  Duplicate Charge Identification (Rule 1C)
For sums over $15, transactions with the same merchant name and transaction amount on the same calendar day are detected, identifying both fraudulent card duplication and processing problems. Rule 1C acts as a binary forensic signal with no gradation: because an identical merchant–amount–date triplet is structurally impossible under normal single-purchase behaviour, the rule assigns a fixed confidence of 1.0, bypassing the continuous scoring pathway and triggering a direct flag in both the rule-only and fusion detectors.
3.1.4  Absolute Threshold Check (Rule 1D)
Transactions exceeding the user’s personalised large-spend threshold are flagged. The threshold is defined as:
threshold = max( $500,  3 × μ̃ₜᶍₙ )   (4)
where μ̃ₜₓₙ denotes the median transaction amount across the user’s full history. Using the median rather than the arithmetic mean provides robustness to the presence of existing large-spend outliers that would otherwise inflate the threshold. The rule confidence is:
c₁ᴰ = min( amount / 1500,  0.95 )   (5)
3.1.5  Time-of-Day Detection (Rule 1E)
Transactions occurring between 01:00 and 05:00 local time are assigned a fixed rule confidence of 0.88, reflecting the well-documented empirical pattern that fraudulent card-not-present charges are disproportionately concentrated during overnight hours [21]. Unlike the amount-based rules above, Rule 1E fires unconditionally on any transaction within the overnight window regardless of merchant or amount, and its confidence of 0.88 is sufficient to satisfy Condition A of the fusion gate (see Section 3.3) without requiring LSTM confirmation. This rule directly targets the temporal mismatch anomaly class and is enabled by Plaid’s full ISO 8601 timestamps, a feature absent from all anonymised benchmark datasets in Table 1.
3.1.6  Notable Spend Detection
As a presentation-layer heuristic, the top-k largest transactions (k = 3 in production) are always surfaced as notable spend events, regardless of whether any other rule fires. The severity assigned to each such transaction is:
severity =  high   if  amount > 4 × μ̅   (6a)
           medium  if  2 × μ̅ < amount ≤ 4 × μ̅   (6b)
           low     otherwise   (6c)
where μ̅ is the arithmetic mean over all debit transactions. This rule does not contribute a continuous confidence score to the fusion layer; it operates as a post-fusion annotation step, ensuring that significant individual charges are always visible to the user even when the anomaly score falls below the fusion gate thresholds.
3.2  Layer 2: LSTM-Inspired Trend Scoring Engine
Inspired by Long Short-Term Memory (LSTM) networks' ability to preserve a long-range baseline while being sensitive to recent aberrations, the second detection layer applies temporal pattern analysis. The method is deployable client-side on actual Plaid transaction feeds of moderate length since it replicates this mathematical behavior without the computational expense or data needs of training a neural network. 
3.2.1  EWMA Baseline
An Exponentially Weighted Moving Average (EWMA), which simulates the LSTM hidden state by giving past observations exponentially decreasing weight, is used to smooth daily spending totals: 
EWMAₜ = α · xₜ + (1 − α) · EWMAₜ₋₁,    EWMA₀ = x₀   (7)
With α = 0.25, recent observations carry approximately four times the weight of older ones. The anticipated daily expenditure combines a trend-adjusted seasonality component with EWMA history: 
ŷₜ = 0.70 × EWMAₜ + 0.30 × (β₀ + β₁t) × fᴰ   (8)
where β₀ and β₁ are the linear regression intercept and slope (Section 3.2.3), t is the chronological day index, and fᴰ is the day-of-week factor (Section 3.2.2). While the trend component records long-term directional changes, the 70/30 mix highly weights EWMA to guarantee that short-term memory predominates.
3.2.2  Day-of-Week Seasonality Modelling
To stop recurrent weekly spending patterns from producing false positives, daily expenditure profiles are kept up to date. For day d, the day-of-week factor is defined as: 
fᴰ  = μᴰ / μ_global   (9) 
where μ_global is the grand mean for all days and μᴰ is the mean daily spend for all observed Mondays (or the relevant day). A historically above-average expenditure day is indicated by a value of fⴰ > 1; the anticipated baseline is scaled appropriately prior to residual computation. 
3.2.3  Linear Regression Trend Fitting
The trend slope β₁ and intercept β₀ are estimated by using least-squares linear regression over the chronologically ordered sequence of daily spending totals: 
β₁ = Σ(tᵢ − t̄)(xᵢ − x̄) / Σ(tᵢ − t̄)²   (10)
Similar to the trend component recovered via STL decomposition, this represents long-term directional changes in spending behavior [13]. Before the LSTM scorer activates, there must be at least five days of transaction history; with fewer observations, all scores are reported as zero and just the rule layer aids in detection. 
3.2.4  Sigmoid-Normalised Residual Scoring
The following formula is used to calculate the relative residual between the actual daily spend and the anticipated baseline: 
rₜ = |xₜ − ŷₜ| / ŷₜ   (11)
and converted using a sigmoid squeeze function to a continuous anomaly score in [0, 1]: 
sₜ = 1 − 1 / (1 + 1.5 · rₜ)   (12)
The inflection point was located at a relative residual of roughly 0.67 (67% deviation from prediction) using the scaling factor 1.5, yielding a score of 0.50 at that moment. This avoids the cliff-edge behavior of binary threshold rules by mapping unbounded positive residuals to the unit interval without arbitrary hard thresholds.
 3.2.5  Intra-Day Transaction Score Distribution
In accordance to each transaction's fraction of the daily total, a day-level anomaly score is allocated among the individual transactions that make up that day: 
shareᵢ = amountᵢ / Σ amountⱼ  (j ∈ same day)   (13)
sᵢ = min( 1,  s_day × (0.50 + shareᵢ × 0.50) )   (14)
The idea that a single large charge is more likely to be the cause of a day-level deviation than a group of minor charges adding up to the same amount is reflected in the disproportionately higher individual scores given to larger transactions within an anomalous day. On an atypical day, a transaction that accounts for 100% of daily spend earns the full day score, whereas a transaction that accounts for 0% receives exactly half. 
3.3  Dual-Validation Fusion
Three independently motivated fusion conditions are implemented via the detectAnomaliesWithLSTM() method, which encapsulates the fusion logic. If any one of the following criteria is met, a transaction is flagged: 

Condition A - Strong rule signal:  rule_confidence > 0.70. Large transactions, overnight transactions, and extreme Z-scores are examples of high-confidence detections that appear without the need for trend confirmation. Rules 1A (Z ≥ 1.5), 1D (big amount), and 1E (overnight window, fixed confidence 0.88) are the main causes of this circumstance. 

Condition B - Mutual confirmation:  rule_confidence > 0.30  AND  lstm_score > 0.30 Both levels' convergent evidence offers enough justification for flagging. This is the main technique for reducing false positives: a moderate rule signal on a temporally anomalous day is considered confirmed, while the identical rule signal on a day with regular spending does not meet this requirement.

Condition C - Temporal anomaly alone:  lstm_score > 0.72.  Unusual spending days that static amount-and-merchant rules are unable to identify are captured by high-confidence temporal aberrations that emerge independently. LSTM-only abnormalities are displayed as a distinct alert class under this condition. 

A three-state source tag is used to track alert provenance. A transaction that satisfies Condition B (or has an LSTM score > 0.45 together with any rule hit) is branded Confirmed; one that is flagged by Condition A alone is tagged Pattern Check; one that is surfaced by Condition C alone is tagged Trend Analysis. Without disclosing internal score values, this provenance layer allows users to differentiate between data-driven temporal detections and deterministic rule detections. 

In accordance with the following escalation protocol, LSTM confirmation also increases alert severity:
severity ← high    if  lstm_score > 0.75  and  current severity ≠ high   (15a)
severity ← medium  if  lstm_score > 0.50  and  current severity = low   (15b)

Users and downstream systems can prioritize reviewing the highest-confidence detections thanks to this severity gradient, which offers a meaningful confidence ranking instead of a flat alert list. For the rule-only path, the production detector imposes an output cap of five alerts; for the fusion path, it applies an output cap of eight alerts, arranged first by transaction date and then by severity.

4. EXPERIMENTAL RESULTS
The evaluation setup, hyperparameter configuration, internal benchmark results, result analysis, and external validation across two publically accessible datasets are presented in this part. 
4.1  Evaluation Setup and Synthetic Benchmark
Table 1 shows that there is a gap in the public labelled dataset for personal financial anomaly identification that includes genuine merchant names, granular expenditure categories, and multi-account views. Using Lopez's synthetic benchmark methodology. A 1,000-transaction benchmark with realistic merchant distributions and anomalies that matched Plaid transaction patterns was created by Rojas et al. [16]. With Box-Muller Gaussian sampling and a seeded Linear Congruential Generator (seed = 42), the benchmark is completely repeatable. 
The benchmark consists of 100 injected anomalies in four anomaly classes: (i) 30 first-merchant charges from dubious foreign vendors ($80–$800); (ii) 25 high Z-score deviations (10–25× per-merchant mean); (iii) 25 temporal mismatches (01:00–05:00); and (iv) 20 duplicate charges on the same calendar day. Per-rule recall may be directly audited thanks to this four-class decomposition, which is exclusive to the synthetic benchmark. 
4.2  Hyperparameter Configuration
All of the FinSync V1 system's hyperparameter values are listed in Table 2. Between the internal benchmark and external evaluations, no parameter adjustments were made.


Table 2: FinSync V1 Hyperparameter Values
	Component
	Hyperparameter
	Value

	LSTM Layer
	EWMA smoothing factor α
	0.25

	
	EWMA / trend blend weights
	0.70 / 0.30

	Rule 1A
	Z-score flag threshold
	1.5

	Rule 1B
	Minimum amount (rules-only)
	$30

	
	Minimum amount (fusion)
	$50

	Rule 1C
	Minimum duplicate amount
	$15

	Rule 1D
	Absolute floor
	$500

	
	Median multiplier
	3×

	Rule 1E
	Overnight window
	01:00–05:00

	Fusion Gate
	Condition A threshold
	0.70

	
	Condition B rule threshold
	0.30

	
	Condition B LSTM threshold
	0.30

	
	Condition C threshold
	0.72

	Severity
	High escalation (LSTM score)
	> 0.75

	
	Medium escalation (LSTM score)
	> 0.50

	Output
	Alert cap (fusion path)
	8



4.3  Main Benchmark Results
The evaluation results for each of the three detection techniques on the internal 1,000-transaction synthetic benchmark are shown in Table 3. Given the 10:1 class ratio, MCC (Matthews Correlation Coefficient) is included as the main scalar measure; in contrast to F1, MCC takes into consideration all four quadrants of the confusion matrix and is unaffected by the choice of class ratio.

Table 3: Results of an internal synthetic benchmark (1,000 transactions, 100 anomalies, 10% fraud rate) 
	Method
	Precision
	Recall
	F1
	MCC
	TP
	FP
	TN
	FN

	Rules Only
	40.0%
	40.0%
	0.40
	0.333
	40
	60
	840
	60

	Trends Only
	100.0%
	3.0%
	0.06
	0.165
	3
	0
	900
	97

	FinSync Fusion
	67.4%
	60.0%
	0.63
	0.598
	60
	29
	871
	40



Figure 2 presents a visual comparison of precision, recall, and F1-score across all three methods.
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Fig. 2. Comparison of F1-Score, Precision, and Recall among detecting techniques. With F1 = 0.63, FinSync Fusion outperforms Rules Only (0.40) by 57.5% and Trends Only (0.06) by about 10×.
4.4  Analysis of Internal Benchmark Results
Rules Only produces as many false positives as true positives (60 FP, 40 TP), achieving a balanced precision and recall of 40.0% (F1 = 0.40, MCC = 0.333). The MCC of 0.333 indicates that the rule layer alone provides only modest discriminative power in comparison to a random classifier, and the 60 false positives would result in severe warning fatigue in a production system. 
Trends Only has a recall of only 3%, which means it misses 97 out of 100 real anomalies, despite achieving perfect precision (100%). This asymmetry is reflected in the MCC of 0.165, which shows limited correlation with the ground-truth labels despite zero false positives due to the almost complete lack of real positive detections. Although it is a useful false-positive filter due to its flawless precision, it cannot function as a detector on its own. 
FinSync Fusion achieves F1 = 0.63 and MCC = 0.598 - a 57.5% F1 improvement and 79.5% MCC improvement over Rules Only. 93.1% (931/1,000 correct classifications) is the system accuracy on the internal benchmark. The complimentary nature of the two detection layers is demonstrated by the dual-validation technique, which improves true positives from 40 to 60 (50% gain) while reducing false positives from 60 to 29 (51.7%).
4.5  External Validation: Sparkov Credit Card Dataset
The Sparkov Credit Card Transactions dataset [17], which comprises 1,852,394 transactions over 9,651 verified fraud incidents (0.521% fraud rate), was used to analyze FinSync in order to validate it beyond the internal benchmark. Sparkov is the most feature-aligned public benchmark for assessing FinSync's merchant-aware architecture since it offers merchant names, spending categories, and complete ISO 8601 timestamps. 
Every rule-based detector was assessed without any changes or adjustments to the parameters. The unsupervised baseline was Isolation Forest, which was trained using six numerical characteristics. All external evaluations use the same set of metrics (ROC-AUC, PR-AUC, F1, and MCC). The results are shown in Table 4. 








Table 4: Results of the Sparkov External Benchmark (1,852,394 transactions, 9,651 fraud, 0.521% fraud rate) 
	Method
	ROC-AUC
	PR-AUC
	F1
	MCC²
	Note

	Rule Engine V1
	0.8701
	0.1808
	0.3648
	0.3945
	

	LSTM-EWMA V1
	0.4912
	0.0055
	0.0105
	0.0046
	See §4.5

	FinSync Fusion V1
	0.8701
	0.1808
	0.3648
	0.3945
	=Rule Engine¹

	Isolation Forest
	0.8062
	0.0328
	0.0833
	0.1033
	Baseline



¹ On Sparkov, the LSTM layer’s per-user temporal baseline cannot stabilise across 1,000 aggregated cardholders in a single flat file. As a result, the combined system output collapses exactly like the rule-only result, the LSTM scorer generates nearly zero scores for every transaction, and Conditions B and C of the fusion gate never fire. This is not a data fault, but rather an anticipated design constraint. 

FinSync Fusion V1 outperforms Isolation Forest on every metric: ROC-AUC 0.8701 versus 0.8062 (+6.4 pp); PR-AUC 0.1808 versus 0.0328 (5.5× improvement); F1 0.3648 versus 0.0833 (4.4× improvement); MCC 0.3945 versus 0.1033 (3.8× improvement). Because PR-AUC evaluates the precision-recall trade-off particularly over the fraud minority class rather than the numerically dominant normal class, it is the most relevant metric under 0.521% class imbalance. 

The low ROC-AUC of 0.4912 on Sparkov for the LSTM-EWMA scorer is in line with its intended application as a single-user personal financial instrument. Sparkov prevents the per-user daily baseline from stabilizing by combining transactions from 1,000 different cardholders into a single flat file without user-level segmentation. The MCC of 0.0046 supports the architectural justification for the rule-first fusion approach by demonstrating that the scorer operates at near-chance level in this multi-user environment. 
4.6  External Validation: PaySim Dataset
FinSync was assessed against the PaySim dataset [16], the most frequently mentioned synthetic fraud benchmark in the literature, which comprises 6.3 million mobile money transactions with 8,213 verified fraud incidents (0.129% fraud rate), in order to stress-test the framework at a large institutional scale. PaySim uses five generic transaction-type categories (CASH-IN, CASH-OUT, DEBIT, PAYMENT, TRANSFER) instead of specific merchant names like Sparkov does. Because of this, FinSync's merchant-aware design finds PaySim to be a purposefully difficult setting to test whether the framework has discriminative value when Rule 1A operates on coarse categorical labels rather than particular merchant IDs. 
The identical Isolation Forest layout used for the Sparkov evaluation was used for all rule-based detectors. The results are shown in Table 5. 

Table 5: Results of the PaySim External Benchmark (6,300,000 transactions, 8,213 fraud, 0.129% fraud rate). MCC is derived using confusion matrices that were estimated using class-balance constraints and reported F1; the values are suggestive. 
	Method
	ROC-AUC
	PR-AUC
	F1
	MCC²
	Note

	Rule Engine V1
	0.8426
	0.0343
	0.172
	0.180
	

	LSTM-EWMA V1
	0.7181
	0.0251
	0.059
	0.166
	See §4.6

	FinSync Fusion V1
	0.8426
	0.0343
	0.172
	0.180
	=Rule Engine

	Isolation Forest
	0.7080
	0.0037
	0.014
	0.061
	Baseline



² Despite the LSTM-EWMA scorer achieving ROC-AUC 0.7181 at the dataset level, transaction-level scores do not consistently cross the Condition B (0.30) or Condition C (0.72) fusion gate thresholds on PaySim's coarse 5-category merchant structure — causing the fusion output to collapse to the rule-only result and consistent with the architectural expectation that Layer 2 contributes most when per-user baselines are stable and merchant granularity is high — while MCC values are derived from confusion matrices estimated via reported F1 and class-balance constraints, as raw TP/FP counts were not recorded; precise values may vary marginally.
FinSync Fusion V1 outperforms Isolation Forest on all metrics: ROC-AUC 0.8426 versus 0.7080 (+13.5 pp); PR-AUC 0.0343 versus 0.0037 (9.3× improvement); F1 0.172 versus 0.014 (12.3× improvement); MCC 0.180 versus 0.061 (3.0× improvement). The most practically relevant result of the PaySim evaluation is the PR-AUC gain of 9.3×: PR-AUC directly measures the system's capacity to rank genuine fraud cases above non-fraud cases in a precision-sensitive deployment setting with a severe class imbalance of 0.129%. 
Given PaySim's ten times more severe class imbalance and the lack of distinct merchant names that trigger Rule 1A at full discriminative intensity, the F1-score of 0.172 is lower than the Sparkov result (0.3648). 
The ROC-AUC of the LSTM-EWMA V1 scorer is 0.7181 on PaySim, which is significantly higher than its 0.4912 result on Sparkov. PaySim's better organized temporal organization is responsible for this improvement: Compared to Sparkov's fully flattened multi-user file, the daily EWMA baseline stabilizes more reliably since transactions are arranged chronologically inside each account type.

4.7  Cross-Dataset Summary
FinSync's best performance against Isolation Forest on the three criteria most resistant to class imbalance across both external datasets is combined in Table 6.

Table 6: Cross-Dataset Summary – FinSync Fusion V1 vs. Isolation Forest
	Dataset
	Size
	FinSync ROC-AUC
	IF ROC-AUC
	FinSync PR-AUC
	IF PR-AUC
	FinSync MCC
	IF MCC

	Sparkov
	1.85M
	0.8701
	0.8062
	0.1808
	0.0328
	0.3945
	0.1033

	PaySim
	6.30M
	0.8426
	0.7080
	0.0343
	0.0037
	0.180²
	0.061²



In both public benchmark datasets, which range in size from 1.85 million to 6.3 million transactions and in fraud rates from 0.129% to 0.521%, FinSync performs better than Isolation Forest on all three imbalance-robust metrics. The margin of improvement rises with dataset size: PR-AUC 5.5× compared 9.3×; MCC 3.8× versus 3.0×; ROC-AUC on Sparkov +6.4 pp versus +13.5 pp on PaySim. This pattern is in line with the rule-based layer's usage of temporal signals and quantity statistics instead of learnt feature embeddings, which scale better under high class imbalance than Isolation Forest's random partitioning. 
4.8  Runtime Performance
It takes less than 100 milliseconds to detect anomalies in 1,000 transactions. Real-time client-side deployment is possible without GPU or cloud inference infrastructure since all computation is done using native TypeScript arithmetic and there is no overhead associated with loading machine-learning libraries. 
5. CONCLUSION 
This paper presented FinSync, a hybrid anomaly detection framework designed specifically for the personal finance regime: unsupervised, merchant-aware, explainable, and deployable without external machine learning libraries. The framework directly addresses the five structural limitations identified in Section 2.5 - absence of merchant-level granularity (L1), dependence on labelled fraud data (L2), incompatibility with personal-scale transaction volumes (L3), lack of end-user interpretability (L4), and the absence of a suitable evaluation benchmark (L5) - none of which are resolved by existing institutional fraud detection methods.
The architecture makes three primary technical contributions. First, a five-rule deterministic detection layer with calibrated continuous confidence scores replacing binary flags, including Rule 1E - a time-of-day overnight detection rule enabled by Plaid’s full ISO 8601 timestamps, a signal absent from all major benchmark datasets evaluated in this work. Second, an LSTM-inspired trend scoring engine implementing EWMA baselines (α = 0.25), day-of-week seasonality modelling, least-squares linear trend fitting, intra-day proportional score distribution, and sigmoid-normalised residual scoring - implemented entirely from first principles in TypeScript without any external ML library, making client-side real-time deployment feasible in under 100 milliseconds. Third, a dual-validation fusion function with three independently motivated conditions that simultaneously reduce false positives through mutual confirmation filtering and surface temporal anomalies that static rules cannot detect.
Quantitative evaluation confirms the framework’s effectiveness. On the internal 1,000-transaction synthetic benchmark, FinSync Fusion achieves F1 = 0.63 and MCC = 0.598 - a 57.5% F1 improvement and 79.5% MCC improvement over Rules Only - while reducing false positives by 51.7% and increasing true positives by 50% simultaneously. FinSync consistently outperforms Isolation Forest on all imbalance-robust metrics, according to external validation across two public datasets: on Sparkov (1.85M transactions, 0.521% fraud rate), FinSync achieves ROC-AUC 0.8701 vs. 0.8062, PR-AUC 0.1808 vs. 0.0328 (5.5× improvement), and MCC 0.3945 vs. 0.7080 (+13.5 pp), PR-AUC 0.0037 (9.3× improvement), and MCC 0.180 vs. 0.061.
. The PR-AUC gains are the most methodologically significant results: unlike ROC-AUC, PR-AUC is not inflated by the large true-negative mass under severe class imbalance, making the 9.3× improvement on PaySim a rigorous measure of FinSync’s ability to rank actual fraud above non-fraud in a precision-sensitive deployment context. These margins increase with dataset scale and fraud-rate severity, consistent with the rule-based layer’s amount statistics and temporal signals scaling more favourably than Isolation Forest’s random partitioning under extreme class imbalance.
This work additionally contributes a systematic identification of a benchmark gap - documented in Table 1 - and a reproducible synthetic benchmark (seed = 42, LCG generation, Box-Muller Gaussian sampling, four anomaly classes) that enables per-rule recall auditing. This benchmark is, to the authors’ knowledge, the only labelled evaluation framework for personal finance anomaly detection combining real merchant names, granular spending categories, and personal-scale transaction volumes.

5.1  Future Work
Five research directions emerge from the limitations of the current system.

Per-user adaptive thresholding. The fusion gate thresholds (Condition A: 0.70, Condition B: 0.30/0.30, Condition C: 0.72) are fixed in V1. A semi-supervised online calibration mechanism - updating thresholds from implicit user feedback such as dismissed versus investigated alerts - would personalise detection sensitivity without requiring explicit fraud labels, directly addressing the fixed-parameter constraint of the current architecture.

LSTM layer generalisation across users. As documented in Sections 4.5 and 4.6, the LSTM-EWMA scorer degrades when applied to aggregated multi-user files where per-user temporal baselines cannot stabilise - producing near-chance ROC-AUC of 0.4912 on Sparkov’s flattened 1,000-cardholder file. Partitioning transaction histories by account identifier before baseline computation, or developing a cross-user cold-start initialisation strategy, would extend Layer 2’s temporal modelling to institutional-scale evaluation without sacrificing the per-user specificity that makes it effective at personal scale.

Temporal pattern enrichment. The current day-of-week seasonality model uses the ratio factor fᴰ=μᴰ /μ_global . Incorporating holiday calendars, payday cycle detection, and month-end effects would reduce false positives from predictable spending spikes - particularly relevant for Rule 1D, where large threshold-crossing transactions frequently coincide with legitimate recurring payments such as rent or insurance.

Benchmark release and longitudinal validation. Making the synthetic benchmark publicly available would provide the community with the only reusable labelled framework for personal finance anomaly detection, directly filling the L5 gap identified in Table 1. Establishing ground-truth performance in a live deployment context requires validation against actual labelled transaction data from opted-in users, which goes beyond synthetic evaluation and tracks whether detected anomalies correspond to real user-reported difficulties.

Graph-based detection and Intermerchant sequence. Each transaction is handled separately inside its merchant context under the existing design. Using graph-based aggregation techniques [10] modified for personal-scale transaction graphs, modeling sequences of merchants visited within a session and flagging structurally unusual co-occurrence patterns, such as a luxury retailer immediately followed by a wire transfer, would extend detection coverage to account takeover patterns that amount-and-timing rules cannot capture. 
FinSync consistently outperforms Isolation Forest on datasets that range in size by two orders of magnitude and in fraud rate by four times, indicating that domain specificity and interpretability are not in conflict with detection performance, but rather are the cause of it.
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Figure 2: Precision, Recall and F1-Score Comparison Across Methods
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