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ABSTRACT
Retail people are getting more into markets now than they were ten years ago. Most people who invest in the market do not really understand what is going on. This is a problem because people need to know what is happening with the market Automated stock price forecasting is something that people need and researchers are looking into. This paper looks at twenty research papers from 2015 to 2025. It sees how machine learning and deep learning are used to forecast stock prices and Trend. The models used are very different they include Long Short-Term Memory networks and Convolutional Neural Networks. There are also models that combine methods like linear and nonlinear methods. Some models use Graph Neural Networks to look at how stocks related and Deep Q-Network to make investment decision. This paper also looks at what information's used to make forecasts. This includes things like stock prices and company information. It also looks at what people saying about stocks on the news and social media. One thing that is clear is that using than one model is better than using just one. Models that use what people are saying about stocks are also better at making predictions. There are some problems with the research that has been done. Most of the data used is from a number of places and no one is really looking at why the models are making the predictions they are. There is also little research on countries, like India. This means that there are things that still need to be looked into. These include using data from different sources and making models that can update themselves. We also need to make models that can explain why they are making the predictions they're.
Keywords: Stock market forecasting, machine learning, deep learning, sentiment-augmented prediction.
1. Introduction
Forecasting equity prices is still a problem in computer finance. This is because the market is like a puzzle with many pieces that are always changing. Things like how much money companies make and what is happening in the economy well as what is going on in the world and how people feel all affect the prices of stocks. This makes it really hard to come up with a way to predict what will happen.
For a time people used special tools like ARIMA and GARCH to try to figure out what would happen with stock prices. These tools are still used today as a starting point. However they have a flaw. They make assumptions that're not always true. They assume that things are linear and do not change. This is not how the real world works. Especially when the market is going crazy these tools do not work well.
Because the old ways of doing things are not working people are looking for ways to predict what will happen with stock prices. Some people are using computer programs called Neural Networks like Long Short-Term Memory networks to try to figure out what will happen. They are also using new tools like Transformer models Graph Neural Networks and special programs that can trade stocks on their own. These new tools are helping people make predictions, about what will happen in the stock market [2]-[4].

A. Technical Analysis, Fundamental Analysis, and Sentiment Analysis

Building a stock prediction model is a job and picking the right input data is a very important decision. When we look at the studies that have been done we can see that there are three kinds of input features that people use and each one gives us a different way to understand what is happening in the market.

The first kind is called analysis and it is used the most. This is where we look at what has happened to the price of a stock in the past and how people have been trading it. We use things like the price at the start and end of each day how many stocks have been. Special numbers like Moving Averages and the Relative Strength Index. These numbers help us see what is happening to the price of the stock and how fast it is moving. People like to use these numbers because they're easy to get from public information about the market.

The second kind is called analysis and it is different because it looks at how healthy a company is financially. We use numbers like how money the company makes per share how fast it is growing and how much debt it has. The idea is that the price of a stock will eventually match the value of the company so these numbers are very useful when we are trying to predict what will happen to the stock over a medium or long period of time.

The third kind is called sentiment analysis. It is a newer way of doing things. This is where we look at what people saying about the stock on the internet like on news websites, social media and when company leaders talk to investors. We use this information to figure out how people are feeling about the stock. Since the stock market can change quickly based on what people thinking using sentiment analysis can really help us make better predictions. Even though it is helpful a lot of the studies we looked at still mostly use numbers, about the price of the stock and do not use sentiment analysis as much as they could.

Figure 1: Workflow of stock market prediction

Fig. 1 this image is a general process of flow of how a system of any deep learning works including data collection preprocessing model training evaluation and deployment.

This flow is similar while implementation LSTM, GRU, CNN, and hybrid architectures are trained and tested against metrics such as RMSE, MAE, and accuracy. The top-performing configuration is then considered for deployment. While model choices differ across studies, the overall workflow structure remains broadly consistent.

B. LSTM Networks and Recurrent Architectures

Long Short-Term Memory (LSTM) is an improved version of Recurrent Neural Network (RNN) designed to capture long-term dependencies in sequential data. It uses a memory cell to store information over time, solving the limitations of traditional RNNs.

These special qualities make Long Short-Term Memory networks very good at predicting what will happen in the world. Many studies have shown that Long Short-Term Memory networks are better than methods of predicting the future. For example. Have an found that even a simple Long Short-Term Memory network was better than Support Vector Regression. Chen used a complicated Long Short-Term Memory network and got very good results. Patel and his team [11] also found that Long Short-Term Memory networks work well. They only tried it with one stock. Long Short-Term Memory networks are really good, at time-series modelling. Long Short-Term Memory networks can look at a lot of information. Make good predictions.[5]-[11]-[12].

C. Transformer Architecture and Attention Mechanisms

The Transformer idea was first thought of for language tasks. Now it is also being used for financial time-series forecasting. This is different from the LSTM way, which looks at input tokens one by one. The Transformer looks at all positions in a sequence at the time, which is called self-attention. This means the model can look at both far away relationships in the data all in one step. This makes the Transformer good at finding relationships that happen over different time periods.

Studies have shown that this design is good for settings. Mozaffari and Zhang [4] found that the standard Transformer made mistakes in predicting stock prices than the LSTM and the Prophet model. Kabir and his team built on this by making a model that combines the LSTM and Transformer ideas.

Some of the researchers like Nejat bakhsh [9] and Ali Agari have improved Transformer models by adding two smart ideas.

Sentiments signals and the federated learning. Because of this, using them in real-world systems can be difficult, especially for smaller companies or fast systems. Transformers are like a very smart but expensive and complicated tool. They give better results, but using them is not always easy.

D. Graph Neural Networks for Multi-Stock Modelling

Traditional prediction models assume that each stock moves independently, but in reality, stocks are often connected companies in the same industry or supply chain tend to move together. Graph Neural Networks (GNNs) address this by representing stocks as points connected by lines, where each connection shows how related two stocks are, such as being in the same sector or having similar price movements. The model then shares information across these connected stocks, allowing it to understand how they influence each other and make better predictions. Research by Sonan and Badi shows that combining time-based models (which track past trends) with GNNs improves prediction accuracy.

However, there are still challenges, like deciding how to build the connections between stocks, handling large numbers of stocks efficiently, and understanding how the model arrives at its decisions.
2. [bookmark: 2._literature_review]LITERATURE REVIEW

A. LSTM-Based Models
Have did a study of several LSTM configurations to see which ones work best for forecasting. The data used was the closing price of Apple Inc. Stock from 1980 to 2008 which had 6,021 records. Have tried four setups: a simple LSTM, an LSTM with a dropout rate of 0.2 a two-layer LSTM and a Support Vector Regression model. All of these used a 60-day lookback window and Min-Max normalization. The simple LSTM without dropout worked the best with an error of 2020 and 1.604. It is interesting that adding a layer did not make the results better which is not what people usually expect. The Support Vector Regression model did not do well with an error of 13.198, which shows that deep learning is better than methods for looking at financial data over a long time.
Patel and his team took an approach using a basic LSTM with only three things to predict Apple Inc. Stock prices: the closing price, the moving average and the trading volume. They got this data from Yahoo Finance for the years 2010 to 2020. The model was 75 to 80% accurate with an error of 0.025 and 0.018. These numbers are okay. The model only looked at one stock and did not use any outside information so it is not clear how well it would work for other stocks or market conditions.
Chen used the LSTM approach. Added more layers to it then tested it on Apple stock data from Kaggle for the years 2010 to 2020. The results showed a good fit between the predicted and actual prices with an R² of 0.93. However this study, like the others only looked at one stock. Used price-based features, which limits how well the results can be applied to other things. Apple stock prices were used for the study. The results were based on the data, from Kaggle. The LSTM approach was used to predict Apple stock prices and the results were good. The study had some limitations like only looking at Apple stock prices.[4]-[8]- [9].
B. Hybrid and Ensemble Approaches
The idea of Hybrid and Ensemble Approaches for stock prediction is very interesting. Wu and his team came up with one of the ensemble frameworks for this. They ran three models at the time. One was ARMA combined with SVM to predict points. Another was ARMA combined with a neural network to estimate uncertainty. The third was a backpropagation network to classify direction. The results of these three models were combined using a majority voting mechanism to get the forecast. When they tested this on the Shanghai Stock Exchange for 100 trading days the ensemble was 75.3% of the time. This was better than each model. The authors also explained that when you combine models that're better than chance they will do better together than alone. They even did a simulation that showed returns of than 16.7%. However the problem is that they only tested it for a time, which makes it hard to know if it will work in different market conditions.
Namdari and Li looked at how using both fundamental and technical data affects the accuracy of stock prediction models. They used data from 578 technology companies on the NASDAQ from 2012 to 2017. They tried three ways of using the data: using only fundamental features using only technical indicators and using both. The results showed that using both technical data gave the best accuracy of 65.87%. This was an improvement but it showed that using different types of data can help the model perform better. However this study only looked at the technology sector. Did not compare the results to deep learning models. This leaves some questions about how the model will work in other areas and with more complex models.
Kabir and his team proposed a hybrid model called LSTM-m-Trans-MLP. This model had three branches: one for short-term learning one for longer-term learning and one for processing features like volatility and momentum. The results from all three branches were combined to make the prediction. When they tested this model on data from Bitcoin, CSI 300 Amazon and Google from 2020 to 2024 it was

78.3% of the time. The model also worked well during the COVID-19 pandemic and the Russia-Ukraine conflict, which shows that it can handle market conditions. The Hybrid and Ensemble Approaches are very useful, for stock prediction. The Hybrid and Ensemble Approaches can help improve the accuracy of stock prediction models.[2]
C. Transformer-Based Approaches
Mozaffari and Zhang [4] did a study where they compared the LSTM, the Prophet time-series model and a standard Transformer. They used stock data from American Airlines and Atlantic American Life Insurance from 2013 to 2023. They cleaned the data using Z-score normalization and IQR-based outlier filtering. Then they split the data into three parts: 70 percent for training 15 percent for validation and 15 percent for testing.
The Transformer model did the best with the American Airlines data. It had an MAE of 0.0793, an MSE of 0.0085 and an RMSE of 0.0923. The LSTM model did not do well with an MAE of 0.2890. The Prophet model did poorly with an MAE of 3.5499. This shows that the Prophet model is not good for stock data that can change a lot.
The reason the Transformer model did better is because of the way it pays attention to the data. It can look at the set of data at the same time. This means it can connect events that happened a time ago to what is happening now. This is very useful in the stock market where the price of a stock can change suddenly because of something that happened earlier. The Transformer model can handle this kind of change better, than the model.[4]-[8]-[9].
D. Fundamental Analysis and ML
Phan and Chang took a different approach by focusing on fundamental financial data instead of price patterns. They used data from 269 U.S. companies (2019–2023), including financial statements, valuation ratios, and discounted cash flow estimates. They tested three models—LSTM, 1D CNN, and Logistic Regression separately. Surprisingly, Logistic Regression performed the best with an accuracy of 74.66%, slightly outperforming the other models. This says that fundamental data, which mainly consists of structured numerical values and ratios, do not benefits as much from complex models designed for pattern-based data.
Similarly, Jadhav and his team focused on predicting earnings per share (EPS) using 14 years of data from six companies. They compared Logistic Regression, MLP (Multi-Layer Perceptron), and radial basis function networks. Their findings showed that MLP was effective in capturing complex relationships, while Logistic Regression performed well in identifying simpler patterns. However, an important limitation they observed was that prediction accuracy decreases as the model tries to forecast further into the future, which poses challenges for long-term investment decisions.
In another study, Nejat-bakhsh and Alias-gari developed a hybrid system combining multiple techniques, including LSTM, Transformer attention, Fin-BERT sentiment analysis, and federated learning. They tested this system on ten U.S. technology stocks using data from Yahoo Finance. The system achieved strong performance, with an R² score of 0.91 and a trend prediction precision of 65.36%. A key advantage of their approach is the use of federated learning, which allows multiple participants to collaboratively train the model while keeping their data private—an important feature for financial institutions concerned with data security.[1]-[7]-[9].
E. Sentiment-Augmented Models
In another work by Ballesteros and Miranda made a big dataset with about 1.49 million data points from 33 companies in the S&P 500. They combined sentiment scores from Investing.com with stock price data and tested it using a predictive model. Their results showed that including sentiment significantly improved performance, with accuracy reaching 86–87%, clearly better than models that relied only on price data. This highlights how market sentiment—what people feel or think about stocks plays an important role in prediction.

Similarly as study by the Another, Nejat-bakhsh [9] and Alias-gari used sentiment analysis with a model called Fin-Bert. What makes their work unique is the use of federated learning, which allows multiple data sources to be used together without sharing private data. This is especially useful when dealing with sensitive financial text data. Their system achieved strong results, with an R² score of 0.91 and prediction accuracy of 65.36%, proving that sentiment can be effectively used even in privacy- sensitive environments.
Looking at all these studies together, a clear conclusion emerges: models that include sentiment information consistently perform better than those that rely only on historical price data. This shows that market mood matters in financial prediction. However, the next challenge is how to turn these improved predictions into real-world trading strategies. One possible direction is combining sentiment-based models with decision-making systems like reinforcement learning, which can help convert predictions into profitable actions.
F. Deep Learning with Investment Decision Models
Huang and Vakharia created the RCA-Bi-LSTM-DQN framework. This framework combines predicting what will happen and making trading decisions into one system. The framework has a part that looks at what happened recently and what happened a long time ago. This part is called a cross-attention module. It looks at things more closely but it still thinks about what happened a long time ago. Then it uses something called a Bidirectional LSTM or Bi-LSTM for short to learn from what happened in order.
The people who made the RCA-Bi-LSTM-DQN [3]. framework changed the Bi-LSTM to work better. They used a method called the Whale Optimization Algorithm to do this. They did not use the way of trying many different options. After that the framework uses something called a Deep Q-Network or DQN for short. The DQN takes what the model predicts about prices and turns it into decisions to buy, sell or hold.
The RCA-Bi-LSTM-DQN framework was tested on data from 2012 to 2022 from CRSP, Computer and WRDS. It worked better than methods like GRU RNN-CNN, ARIMA-Bi-LSTM and Temporal Convolutional Networks. The DQN part of the framework made the portfolio returns better by 3 to 7 percent. This happened when it was compared to methods that only predict prices. Do not make decisions. This shows that it is an idea to have the framework make decisions rather, than just predicting prices and then making decisions separately. The RCA-Bi-LSTM-DQN [3]. framework is a way to do this.
G. Graph Neural Network Approaches
Sonani and Badii [10] did something. They said that stocks are not things when we try to predict what they will do. Instead Sonani and Badii [10] thought of stocks as a web that is all connected. They gave each stock a point and then they looked at how strong the connections were between these points. They used a kind of math called Pearson correlation coefficients and also looked at how things are associated with each other to see how stocks move together in a way that is not completely straightforward.
Then Sonani and Badii [10] used something called LSTM embeddings for each stock. These embeddings were then shared with connected stocks through special layers called GNN message propagation layers. This allowed stocks that are connected to share what they have learned before making a prediction about what they will do.
This approach looks at stocks as connected to each other, which is closer to how the real market works. In real life, big events like economic changes, sector news, or supply chain issues often make many stocks move together. Sonani and Badi [10] created a model that combines LSTM (to understand past trends) and Graph Neural Networks (to understand relationships between stocks). Their model performed better than others and reduced errors by about 10.6% compared to using only LSTM.
They also tested the model in two ways. One is rolling validation, which checks the model on small moving parts of data. The other is expanding validation, which keeps adding more data over time. Expanding validation gave more stable and reliable results.

However, there are still some problems. It is difficult to decide how to connect stocks in the graph, hard to handle a large number of stocks, and not easy to understand how the model makes decisions. These are challenges that still need to be solved in the future.[13]-[9].
Comparative Analysis

	R
ef.
	Author
(s) & Year
	Method
	Datas et
	Result
	Limitations / Gap

	
1
	
Phan & Chang (2024)
	
LSTM, CNN, LR
	269
compa nies,Yahoo Finance
	
LR: 74.66%
	Limited exploration of fundamental data; no sector- specific

	2
	Wu et al. (2015)
	ARMA + SVM + PNN
	Shang hai Stock
	75.3%
accurac y
	Very short dataset; limited generalization

	
3
	Huang & Vakhari a
	RCA- BiLSTM
-DQN
	CRSP,
Comp ustat, WRD
	Avg. return
~30%
	High computational cost; lacks sentiment/

	
4
	Mozaff ari & Zhang (2024)
	LSTM,
Prophet, Transfor mer
	AAL, AAM E
(Yaho o
	Transfo rmer MAE: 0.0793
	Very limited dataset (2 stocks); no external
features

	
5
	
Han Lv (2025)
	
LSTM, SVR
	AAPL (1980 –
2008)
	
RMSE: 2.020
	Outdated data; single-stock analysis

	
6
	
Namdar i & Li (2018)
	MLP
(Fundam ental +
Technica l)
	578
NAS DAQ
compa nies
	
65.87%
accurac y
	Sector-specific; lacks deep learning comparison

	
7
	
Jadhav et al.
	LR, MLP, RBF
	6
compa nies, 14
	Best perform ance by
MLP
	Very limited dataset; focused only on EPS

	

8
	
Kabir et al. (2025)
	
LSTM-
mTrans- MLP
	BTC, CSI30 0, AMZ
N, GOO
	
DA: 78.3%;
RMSE: 0.815
	
No sentiment; lacks interpretability

	
	
	(Hybrid)
	
	
	

	9
	Nejatba khsh & Aliasga ri
	LSTM +
Transfor mer +
FinBER
	10 US
tech stocks
	R²: 0.91;
Trend: 65.36%
	US-only; simulated federated setup

	10
	Sonani & Badii
	LSTM + GNN
	Multi- stock
	MSE: 0.0014
	Dataset unclear; lacks

	
	(2025)
	
	correl
	4
	explainability

	
11
	Patel et al. (2021)
	
LSTM
	Yahoo Finan ce
(2010
	
RMSE: 0.025
	
Single stock; limited features

	12
	Chen (2023)
	Stacked LSTM
	Kaggle Apple dataset
	R²: 0.93
	No external factors; single stock

	13
	Balleste ros & Mirand
	MLP +
Sentiment
	33
S&P 500
	86–
87%
accuracy
	Limited sentiment sources




	14
	Li &
Xu (2024)
	GAN +
Transfor mer +
	Stock
+
News
	Improv
ed accurac
	High model
complexity; risk of

	15
	Mostaf avi & Hooma
	XGBoos t, RF, SVR,
	S&P 500
(techn
	Improv ed feature
	Requires careful feature selection

	16
	Qin et al. (2017)
	Dual Attentio n RNN
	Time- series datase
	Improv ed feature
	Limited financial validation

	17
	Jiang et al. (2017)
	Reinforc ement Learning
	Portfo lio data
	Higher investm ent
	Sensitive to market risk

	18
	Ridhaw i et al. (2026)
	Node Transfor mer +
	Multi- stock graph
	Improv ed accurac
	High complexity; heavy

	19
	Extend ed Hybrid
	LSTM +
Transfor mer +
	Multi- datase t
	High accurac y
	Black-box nature

	20
	News- driven Model
	LSTM +
Sentime nt
	Indian stock market
	Improv ed prediction
	Limited dataset; regional focus


Table 3.1: Comparative Summary of Reviewed Studies Source: Author’s compilation based on reviewed literature
The results from the studies that were looked at show that some methods work better than others. Hybrid and Transformer-based methods always do better than using one model and hybrid methods work really well with different types of data and market conditions. People still use LSTM a lot because it has worked well with data that comes in a sequence but more and more studies are using Transformers, which might replace LSTM. In all thirteen studies that looked at how people feel about things the results were more accurate which shows that using types of input is a good idea.
One other thing that is interesting is where the studies came from. Most of the studies looked at the US or Chinese stock markets. The Indian markets, like the NSE and BSE are barely looked at even though they are different from the US and other Western markets. For example India has a lot of investors and the market can be really volatile because of foreign investors. The market also reacts strongly to what the Indian government does, with money and taxes.

	
Model
	Refere nce(s)
	Metric(s
) Used
	Reported Performance

	
LSTM
	[11],
[12]
	RMSE,
R²
	RMSE: 0.025; R²:
0.93

	SVR
	[5]
	RMSE
	RMSE: 2.020

	Logistic Regression
	[1]
	Accuracy
	74.66%

	Transformer
	[4]
	MAE
	MAE: 0.0793

	Hybrid (LSTM + Transformer + MLP)
	
[8]
	Accuracy
, RMSE
	78.3%;
RMSE: 0.815

	LSTM + GNN
	[10]
	MSE
	MSE: 0.00144

	Sentiment + ANN
	[13]
	Accuracy
	86–87%


Table 3.2: Performance comparison of stock prediction models

People use methods like SVR and Logistic Regression but they do not work very well. This is because they cannot understand the patterns that happen over time. LSTM is better because it looks at the patterns in the data one after the other. Transformer architectures are even better because they look at all the information at the time which is helpful when prices are changing a lot.
Some models use a combination of LSTM, Transformer and MLP and these models work the best when they only look at prices. When you also consider how people feel about the market the models become even more accurate.
The thing to remember is that these studies are not all the same so you cannot compare them directly.
They use data look at different things and measure success in different ways.
When you choose the technical indicators and use them with good models they can really help. Some people, like Kabir found that using different indicators, with complex models makes them work better. On the hand Patel found that even simple models can work well if you pick a small set of good features. This means that it is more important to have features than to have a lot of them.

3. [bookmark: 3._PROPOSED_METHODOLOGY]PROPOSED METHODOLOGY

A. Dataset Diversity and Geographic Coverage
The main problem with the research that has been done far is that it only looks at what happens in a few places. Most of the studies only use information from the United States or China. They do not look at what happens in other parts of the world. They almost never look at how things work on the stock exchanges like the NSE or BSE. This is a problem because what happens in one place is not the same as what happens in another place.
The Indian stock market is an interesting place to study. There are things that affect how it works, like how much money foreign investors put into it what the Reserve Bank of India decides to do and how the economy is doing, especially during the monsoon season. These things make the Indian market very different, from the markets that are usually used to train models. If you make a model that works with the S&P 500 it may not work well with the Indian market unless you change it to work with the Indian market.
In the future people who do research should make sure to look at how things work in places. They should also make it easier for other people to do research by sharing information from places that are not usually studied places that are still growing. This would make it easier for people to look at how things work in places and to make models that work well everywhere.

	R
ef
	Study
	Marke t /
	Dataset Source
	Cover age
	Remarks

	1
	Phan & Chang
	USA
	Yahoo Finance
	2019–
2023
	Focus on fundamental

	2
	Wu et al. (2015)
	China
	Shanghai Stock
	100
days
	Limited time

	3
	Huang & Vakharia
	USA
	CRSP, WRDS
	2012–
2022
	Large-scale financial

	4
	Mozaffari & Zhang
	USA
	Yahoo Finance
	2013–
2023
	Only 2 stocks

	
5
	Han Lv (2025)
	USA
	Apple stock data
	1980–
2008
	Single- stock study

	6
	Namdari & Li (2018)
	USA
	NASDAQ
	2012–
2017
	Tech-sector focused

	
8
	Kabir et al. (2025)
	Global
	Crypto + US +
	2020–
2024
	Multi- market




	9
	Nejatb akhsh & Aliasgari
	USA
	Yahoo Finance
	Recent
	Tech stocks only

	10
	Sonani & Badii (2025)
	USA
	Multi- stock
	Not specific
	Graph- based

	11
	Patel et al. (2021)
	USA
	Yahoo Finance
	2010–
2020
	Single- stock

	
12
	Chen (2023)
	USA
	Kaggle dataset
	2010–
2020
	Apple stock only

	13
	Ballesteros & Miranda
	USA
	Investing. com
	Recent
	Sentiment- based

	14
	Technical Indicator
	USA
	S&P 500
	Recent
	Large feature set


Table 4.1: Geographic distribution and dataset characteristics of reviewed studies
B. Multi-Modal Feature Integration
Across the twenty studies that were looked at most models use one type of input data. They mostly look at features that are based on prices. Fundamental financial data and sentiment signals are used a lot often. A few studies like the ones done by and use sentiment and price-derived features together. None of the studies bring together all three types of input data in one model. This is a gap, in the way things are done now.
The three types of data are not the thing. They show parts of how the market works. Technical indicators are most critical parameter and show how prices are moving and what trends are being followed And Fundamental metrics shows how well a company is doing financially. Sentiment signals show how investors feel about what's happening and how they react. If a model only looks at one of these things it does not have the picture of what makes prices move. The three types of data are price-based features, fundamental financial data and sentiment signals. Price-based technical features are used the most, while fundamental financial data and sentiment signals are used a lot less.[9],[13].

	Ref.
	Data Modalities Used
	Integration Type

	[1]
	Fundamental
	Single-modal

	[4]
	Technical
	Single-modal

	[5]
	Technical
	Single-modal

	[8]
	Technical + Fundamental
	Dual-modal

	[5]
	Technical
	Single-modal

	[8]
	Technical + Fundamental
	Dual-modal

	[9]
	Technical + Sentiment
	Dual-modal

	[13]
	Technical + Sentiment
	Dual-modal


Table 4.2: Comparison of feature integration approaches in reviewed studies
The development of frameworks that use technical, fundamental and sentiment inputs at the same time is one of the more promising areas for future research on unified frameworks. Unified frameworks, like these are expected to give us consistent predictions, especially during times when things are really uncertain and no single piece of data gives us the whole picture of unified frameworks.
C. Explainability and Regulatory Compliance
There is a problem with almost all the models we looked at. They do not explain how they work. We looked at lots of models like LSTMs and Transformers and GNNs. These models are like boxes that you put something in and get an answer out. They do not tell you how they got that answer. They do not say

which things they looked at to make their prediction or why they thought that was the answer. This is okay when we are just testing the models. It is a real problem when we want to use them in the real world. The models just do not give us any information, about how they're making their predictions and that is a big issue.

	Ref.
	Model
	Explainability
	Remarks

	5
	LSTM
	No
	Black-box model with no

	8
	Hybrid
	No
	Complex architecture with

	9
	Multi-
	No
	No explainability despite

	1
	LSTM +
	No
	Focus on accuracy; lacks

	4
	Transformer
	No
	No explicit interpretability


Table 4.3: Model explainability
The Securities and Exchange Board of India and the US Securities and Exchange Commission are making rules stricter. This means a model should be able to explain why it made a decision, not just give an output. If a model cannot explain itself, regulators may not allow companies to use it in real financial systems. If a model failed to explain why it does it may not be allowed to be used in places. This can also cause problems for companies if they cannot check how the model makes decisions.
To solve this problem we need to make sure that models can explain themselves from the beginning. We should not just try to figure out how they work after they are made. There are some techniques that can help with this. For example we can use SHAP, which stands for Shapley Additive Explanations and LIME which stands for Local Interpretable Model-Agnostic Explanations. We can also use attention weight visualisation. These techniques can be used when we are training and testing the models. If we use them from the start we can make systems that are more trustworthy and can be used in situations. The Securities and Exchange Board of India and the US Securities and Exchange Commission and other regulatory bodies like them will be happy, with this. Algorithmic financial systems will be better because of this.
D. Adaptive Retraining and Concept Drift
The usual way that people test things in studies is to use data to train and then use a separate set of data to see how well it works, without making any changes to the system. This is a way to do things in a controlled environment but it is not how things really work in the financial world.
The stock market is always changing because of things like the economy new rules and big events that happen around the world. Things that used to be true about the market may not be true anymore as things change. The COVID-19 pandemic in 2020 is an example of this: the way prices moved during that time was very different from anything that had happened before and systems that were trained on old data would have had big problems if they were used without being updated.
This problem, called concept drift is not really talked about in the studies that have been done. The people who are going to research in the future should make sure that their systems can adapt to changes over time. They should build in ways to detect when a system is getting out of date. They should have a plan to update it regularly so that it can keep working well even after the deployment and some new updates.
The stock market never stays the same, so prediction models also need to keep updating to stay accurate.
E. Bridging Prediction and Real Investment Decisions

The study by Huang and Vakharia is different. It does not only predict stock prices. It also shows how to use those predictions for real trading. There is a difference between what the studies are looking at and what people who actually trade need.
A model that says it is right 80 percent of the time sounds good. It does not tell us if it will make money. This is because it does not take into account things like the cost of making a trade the difference between the price you can buy and sell at and how big your trade can be.
Just looking at how accurate a model's can make it seem like it is useful when it is not. It would be better if studies also used a test where they pretend to trade with the model to see if it really works. This way they can see if the model can actually make money when it is used in life. Future studies should do this to see if the model is any good, at making money when it is used to trade. Huang and Vakharia study is an example of this.

4. [bookmark: Conclusion]CONCLUSION

A study of twenty research papers from 2015 to 2025 shows that there is no one model that works well in all situations and with all sets of data. The results always show that using a mix of models is a better choice. Research done by Wu and his team [2] Kabir and his team [8] and Huang and Vakharia [3] together shows that models that use parts to learn and understand data can adapt better to the changes in financial data than using just one model.
Models that use Transformers have become a good alternative to LSTM for understanding sequences of data in finance. Mozaffari and Zhang [4] found that the attention mechanism in Transformers helps them understand long term changes in data, which leads to accurate predictions. Information about how people feel about the market and basic financial numbers both have the potential to make models better but not many people have used them yet. There is still a lot of room for improvement by using more types of data.
The research done by Huang and Vakharia [3] is different because they tried to use their models to make investment decisions using a technique called reinforcement learning. This is the direction that research should go in. Being able to make predictions is necessary but not enough to be useful in real life. The big challenge for the generation of research on predicting the stock market is to make models that are not just good at predicting numbers but can also be used in the real world taking into account things like rules and regulations and how the market actually works. Stock market prediction research, like this stock market prediction needs to focus on stock market prediction and how to make it more useful.
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