A Vision-Acoustic Teleoperated Robotic Framework for Secure Library Automation utilizing YOLOv8 Biometrics and MoveIt Kinematics






I. INTRODUCTION
Libraries deal with thousands of physical book transactions every day. The traditional process involves users walking through aisles, finding a specific book, and going to a desk so staff can verify their ID card and scan the book. This approach requires significant human effort and can lead to bottlenecks during busy hours [1]. With the growth of the Internet of Things (IoT) and service robotics, there is an opportunity to automate these tasks and build smarter library environments. Service robots are already common in warehouses and hospitals [2], [3]. However, bringing these robots into a library is difficult. Libraries have narrow aisles, moving crowds,

and complex shelf layouts. While fully autonomous mobile robots (AMRs) that use Simultaneous Localization and Map-ping (SLAM) [4] can navigate these spaces, they are very expensive. High-precision LiDAR sensors and the powerful computers needed to process 3D point clouds make fully autonomous robots too costly for most schools and colleges. To solve this cost problem, we propose an alternative approach: replacing full autonomous navigation with human-in-the-loop teleoperation, combined with targeted autonomous functions for grabbing books and checking IDs. We designed the Smart Library Assistant, a teleoperated mobile platform
built specifically for libraries.
By removing SLAM and LiDAR, we rely on standard HC-SR04 ultrasonic sensors and a camera. A librarian can safely drive the robot through the aisles from their desk. If the driver makes a mistake, the ROS 2 software automatically stops the motors before it hits anything. Once parked at the shelf, the robot uses the MoveIt library [5] to plan the joint movements needed for its robotic arm to pull a book off the shelf with a vacuum gripper. Finally, the system runs a YOLOv8 [6] neural network to verify the user’s face, ensuring the book is given to the right person.
II. RELATED WORK
The field of service robotics covers computer vision, motion control, and hardware design. Several studies have explored similar concepts.
A. User Verification and Biometrics
Traditional passwords and RFID cards are easily lost or shared. Tanikella et al. [7] showed that microcontrollers can run real-time AI processing for monitoring tasks using sensors. Huang et al. [8] tested a method where a robot verifies users by analyzing how they interact physically with a robotic arm.

While behavioral checks are interesting, face recognition is generally faster and easier for the user. Since the development of AlexNet [9] and the YOLO (You Only Look Once) archi-tecture [10], object detection has become fast enough to run on small computers. For our project, we chose YOLOv8 because it provides high accuracy without requiring a heavy desktop GPU.
B. Navigation Methods
Navigation in indoor spaces is a well-studied topic. Lin
[11] tested a hybrid optimization algorithm specifically for library robots. Macenski et al. [12] developed the Nav2 stack, which creates costmaps and avoids obstacles dynamically. However, these systems still require expensive sensors to map the room. Hou et al. [13] tried to simplify navigation by having the robot follow hand-drawn maps, but maintaining exact positioning is hard without good wheel encoders. Because of these challenges, we decided to use a teleoperated design. This is similar to how remotely operated vehicles (ROVs) are driven in underwater or hazardous areas [14], relying on a human driver for high-level path planning.
C. Robotic Manipulation
Grabbing objects in the real world requires solving inverse kinematics (IK). Craig [15] developed the basic math for calculating how joint angles affect the position of a robot arm. Today, the Open Motion Planning Library (OMPL) [16] inside the MoveIt framework handles these calculations auto-matically. MoveIt hides the difficult math of IK and collision checking, which helps prevent the arm from hitting the shelf. Siciliano and Khatib [17] explained how robotics has moved from stiff industrial arms to softer service robots. We use MoveIt to transition the robot from being manually driven to grabbing the book automatically.
III. HARDWARE ARCHITECTURE
The Smart Library Assistant is built from off-the-shelf parts to keep costs low and make it easy to repair.
A. 
Processing and Sensors
The main computer is a Raspberry Pi 4 Model B with a quad-core processor and 8GB of RAM. It runs the ROS 2 software, the YOLOv8 model, and the MoveIt trajectory planner. For vision, we use a Raspberry Pi Camera Module
3. It sends a compressed video stream back to the librarian’s computer screen (Fig. 1) and takes pictures for face recogni-tion. To detect obstacles, we placed five HC-SR04 Ultrasonic Sensors around the chassis (front, left, right, and two in the back). This creates a 360-degree acoustic boundary around the robot.
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Fig. 2. Top view of the mobile base showing the motor drivers and the layout of the ultrasonic sensors.


B. Motors and Kinematics
As shown in Fig. 2, the base uses a differential drive setup. Two L298N motor drivers control four DC gear motors (300 RPM).
To drive the robot properly from a joystick, we use standard differential kinematics. Let v be the target forward speed and ω be the turning speed. Let L be the distance between the left and right wheels. The speed needed for the right wheels (vR) and left wheels (vL) is calculated as:

[image: ]v = vR + vL
2
ω = vR − vL
L

(1)

(2)




Fig. 1. The dashboard interface used by library staff for monitoring the robot,

When the librarian pushes the joystick forward and left, the microcontroller calculates the exact PWM signals required for each motor using these inverse formulas:

uploading face data, and manual driving.
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Since this robot operates around students, we conducted a basic Failure Mode and Effects Analysis (FMEA). The biggest risk is a single ultrasonic sensor breaking, which would create a blind spot. To fix this, we angled the sensors so their 15-degree measuring cones overlap. If the front-left sensor fails, the front and side sensors still cover most of that area. This means the robot will just see a slightly lower-resolution acoustic map instead of going completely blind, allowing it to stop safely.


D. The Robotic Arm and Vacuum Gripper
We mounted a 4-DOF (Degree of Freedom) robotic arm on top of the base. It is built from aluminum brackets and uses digital servo motors (Fig. 3). Standard mechanical claws can easily tear paper or crush book covers. Instead, we attached a Vacuum Suction Gripper connected to a small air pump. The suction force F needed to hold a book of mass m is:
F = Pvac × A > m · g · Sf	(4)
where Pvac is the pump pressure, A is the area of the suction cup, g is gravity, and Sf is a safety margin. The suction cup seals against the smooth spine of the book to pull it out safely.
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Fig. 3. The 4-axis robotic arm using a vacuum gripper to hold a book without damaging its cover.



IV. SOFTWARE AND ROS 2 NETWORK

We built the software using ROS 2 Humble Hawksbill. We chose ROS 2 because its Data Distribution Service (DDS) doesn’t rely on a single master computer. If one part of the code crashes, the rest of the robot keeps running [18].



















Fig. 4. Flowchart showing how face recognition, manual driving, and the arm movement connect together.


A. Network Reliability
We set up specific Quality of Service (QoS) rules for the network traffic. For driving commands from the joystick, we use the ”Best Effort” rule. This means the robot gets the driving commands as fast as possible, and if a Wi-Fi packet is dropped, it just ignores it and uses the next one. For important data like database queries and face matches, we use the ”Reliable” rule, which guarantees the data is delivered even if the Wi-Fi signal is weak.
B. Teleoperation and Safety Override
The driving process starts at the web dashboard. Keyboard or joystick inputs are converted into ROS 2 velocity messages (geometry_msgs/Twist) and sent to the robot.
At the same time, an ultrasonic_safety script con-stantly reads the distance sensors. If the robot gets closer than
20 cm to a wall or person, the script sends an emergency stop command. We use a multiplexer (cmd_vel_mux) to ensure this stop command always overrides the human driver. This prevents crashes caused by network lag or driver error.
C. Local Database
We use an SQLite database stored directly on the Raspberry Pi to track books. When a student requests a book, the code looks up the physical XYZ coordinates of that book on the shelf. The database has three main tables: Users (storing hashed face data and student IDs), Inventory (storing book

names and shelf locations), and Transactions (tracking who checked out what). Running this locally means the robot doesn’t need to connect to a cloud server to function.
V. COMPUTER VISION AUTHENTICATION
To make sure books aren’t handed to the wrong person, we use the YOLOv8 model for object detection, specifically trained to find faces.
A. YOLOv8 Setup
YOLOv8 is a fast single-shot detector. It doesn’t use anchor boxes, which means it has to make fewer calculations than older versions. This helps it run faster on the Raspberry Pi CPU.
The model finds bounding boxes and scores them using Complete Intersection over Union (CIoU) loss. CIoU checks how well the predicted box matches the actual face by looking at the center distance and the box shape:
ρ2(b, bgt)
LCIoU = 1 − IoU +	c2	+ αv	(5)
where ρ is the distance between the center points, c is the diagonal size of the bounding box, and v checks if the height-to-width ratio is correct.
Once the face is found, the image is cropped and turned into a 128-number feature array. This array is compared against the stored arrays in the SQLite database. If the numbers match closely enough (a similarity score over 0.85), the student is verified.
B. Testing YOLOv8 vs. YOLOv5
During early testing, we compared YOLOv5 and YOLOv8 on the Raspberry Pi. YOLOv5 requires strict anchor boxes, which struggled when students stood at different distances from the camera. YOLOv8 handled different depths much better. Also, because YOLOv8 has optimized math operations, it processed frames about 18% faster than YOLOv5. We were able to get 12 frames per second (FPS) on the Pi without needing to buy an extra AI accelerator chip.
VI. CONTROLLING THE ARM WITH MOVEIT
After the librarian parks the robot in front of the shelf, the software takes over to physically grab the book.
A. Calculating Joint Angles
To move the suction cup to a specific XYZ coordinate, the Pi has to calculate the correct angle for all four servo motors (θ1, θ2, θ3, θ4). Doing this by hand with trigonometry is very difficult. Instead, we use the MoveIt library, which uses numerical solvers from the Kinematics and Dynamics Library (KDL).
The solver uses a Jacobian matrix J(θ) that links joint speeds to the suction cup’s speed:

To find the final angles, the code loops through updates using the pseudo-inverse J+:
∆θ = J+(θ)∆X	(7)
It keeps looping until the math shows the suction cup is within 1 mm of the target book coordinates.
B. Generating the Movement Path
Knowing the final angles isn’t enough; the arm has to get there without hitting the shelf. MoveIt uses the Open Motion Planning Library (OMPL) [16] to draw a path. We use the RRT* algorithm, which basically tests random arm positions to build a safe, collision-free route from the resting position to the book.
The final path is a list of timestamps, positions, and speeds (JointTrajectory). A hardware script turns this list into PWM electrical signals for the servos. The arm reaches in, the pump turns on to grab the spine, and it pulls the book out.
VII. TESTING AND RESULTS
We tested the assembled robot in a mock library setup with standard wooden shelves to see how well the different parts worked together.
A. Face Recognition Performance
We tested the YOLOv8 face scanner in three lighting setups: Bright (500 lux), Standard room light (300 lux), and Dim (100 lux). In bright and standard lighting, it identified the correct student 98% of the time. In dim lighting, the camera produced grainier images, and the accuracy dropped to 89%. However, the system never gave a false positive (it never accidentally authenticated the wrong person). The processing speed stayed steady at 12 FPS, which was fast enough since the student is standing still in front of the robot.
B. Driving and Safety Tests
We measured the lag time of the driving controls over standard library Wi-Fi. The average delay from pressing a key to the motors turning was 45 milliseconds, making it feel very responsive to the driver.
To test the ultrasonic safety system, we intentionally drove the robot straight into a wall at full speed (0.5 meters per second) 50 different times. The safety code overrode the driver and stopped the motors 100% of the time. The robot came to a complete stop at an average distance of 8.2 cm away from the wall, safely inside our 15 cm limit.
C. Book Grabbing Success
We placed several books of different weights (up to 400 grams) on a shelf to test the arm. The MoveIt math solver found a safe path without hitting the shelf 98% of the time. The vacuum pump worked very well on books with smooth, glossy spines, grabbing them successfully on the first try 92% of the time. The only times it failed were when we tried to grab older books with cloth or heavily textured covers, because

X˙ = J(θ)θ˙

(6)

the suction cup couldn’t form a tight air seal.

D. Network Delays
We also measured how long the software takes to process data. The ultrasonic loop runs very fast, taking only 12 milliseconds to read the sensor and send a stop command. On the other hand, the heavy math used by MoveIt to plan the arm path took about 400 milliseconds. Because the robot is fully stopped while planning the arm movement, this half-second delay doesn’t cause any safety issues and is barely noticeable to the user.
VIII. CONCLUSION
This project shows a practical and cheap way to automate library deliveries. By skipping expensive SLAM mapping and LiDAR sensors and using a human driver instead, we cut hardware costs significantly while keeping the system useful. Using ROS 2 allowed us to build a fast, reliable driving connection with an automatic safety stop system. The MoveIt library made it possible to accurately control the robotic arm and pull books out with a vacuum cup. Finally, adding YOLOv8 face recognition ensured that books are only handed to verified students.
In the future, we plan to improve the gripping mechanism. Adding a soft-robotic gripper alongside the vacuum cup might help it grab cloth-bound books better. Also, while manual driving saves money, we could add a basic camera-tracking script later on to help the robot stay centered in the aisles automatically, which would make driving even easier for the library staff.
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