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ABSTRACT
The rapid adoption of Machine Learning (ML) in educational decision-making, particularly scholarship allocation, has raised critical concerns about fairness, bias propagation, and institutional accountability. However, existing research on how bias is detected, measured, and mitigated in these systems remains fragmented across methods, domains, and evaluation practices. This study conducts a PRISMA-guided systematic review to explore machine learning-driven bias detection approaches in education and scholarship, integrating findings from Scopus, Web of Science, IEEE Xplore, and the ACM Digital Library. The synthesis examines bias variants, fairness metrics, methodological trends, and evaluation practices across selected studies. Findings show that representation and measurement bias dominate the literature, while label and deployment biases are less explored. Statistical and group fairness metrics are most commonly used, whereas causal inference and in-model fairness approaches remain underdeveloped. Major methodological limitations identified include the scarcity of high-quality datasets, inconsistent reporting practices, limited reproducibility, and inadequate evaluation of fairness across the entire model lifecycle. To address these issues, the study proposes a domain-specific taxonomy for scholarship allocation that structures fairness analysis across bias source, detection stage, method type, fairness metric, and educational context. The framework consolidates fragmented evidence and highlights research gaps in causal fairness, deployment monitoring, and longitudinal bias analysis.
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1. INTRODUCTION
ML has evolved from a supporting analytical technique into a core component of modern educational decision systems. Its applications now span admissions, grading, recommendation systems, and financial aid allocation, where algorithmic outputs increasingly determine access to educational opportunities and social mobility. In scholarship allocation, these systems play a particularly critical role because they directly influence equity, institutional diversity, and long-term socioeconomic outcomes. As a result, the integration of ML into scholarship decision-making introduces both efficiency gains and significant ethical responsibilities.
Recent developments in Artificial Intelligence (AI) and data-driven optimization have enabled systems to process complex educational datasets and extract meaningful patterns from large-scale information environments (Dritsas & Trigka, 2025; Wei et al., 2025). These capabilities support predictive modeling, academic performance estimation, and automated resource allocation. Consequently, ML-driven systems are often promoted as scalable and consistent alternatives to human decision-making in education (Baker & Hawn, 2022; Pham et al., 2025).
Despite these benefits, the application of machine learning in scholarship allocation continues to raise concerns related to fairness, transparency, and accountability. Educational datasets are inherently socio-technical and often reflect historical inequalities, institutional biases, and uneven access to educational resources. When such datasets are used for model training, they may reproduce or amplify existing disparities. Prior research confirms that algorithmic systems frequently inherit biases embedded in training data, leading to systematic unfairness if not properly addressed (Mehrabi et al., 2021; Siddique et al., 2024; Pessach & Shmueli, 2022).
These challenges are particularly pronounced in developing and resource-constrained educational contexts, where data limitations, infrastructure gaps, and contextual variability complicate AI deployment (Bali, 2026; Siddique et al., 2024). In such environments, scholarship allocation systems must balance technical performance with institutional constraints, cultural expectations, and equity requirements. Therefore, fairness in ML-driven scholarship systems must be understood as both a technical and socio-ethical necessity (Alvarez et al., 2024; Venkatasubbu & Krishnamoorthy, 2022).
At the same time, advances in explainable AI (XAI) and human-centered modeling have improved transparency in algorithmic decision-making. Contemporary research increasingly emphasizes that fairness cannot be achieved at a single stage of development but must be integrated across the entire ML lifecycle, including data preparation, model design, evaluation, and deployment (Choraś et al., 2020; Lee et al., 2024; Yan & Liu, 2025). These developments motivate deeper investigation into how bias emerges, how it can be detected, and how equitable scholarship systems can be designed.
An effective ML-based scholarship allocation system should provide transparent and reliable decision support, ensuring fair candidate evaluation while accounting for socioeconomic diversity and contextual disadvantage. However, current implementations often fall short. Bias may arise at multiple stages of the pipeline, including data collection, feature engineering, model training, and deployment. Historical inequalities may lead models to favor privileged groups, while proxy variables may inadvertently encode sensitive attributes such as income level, gender, or geographic location (Fazelpour & Danks, 2021; Van Giffen et al., 2022).
A further challenge is the lack of consensus on how fairness should be defined in educational decision-making. Scholarship allocation typically requires balancing merit, financial need, and institutional diversity goals. However, general-purpose fairness frameworks often fail to capture this contextual complexity, resulting in inconsistent evaluation practices and limited applicability in real-world educational systems (Corbett-Davies et al., 2023).
Transparency and accountability remain additional concerns. Although explainability techniques exist, they are not consistently integrated into operational scholarship systems. This constrains stakeholders, including students, institutions, and policymakers, from effectively interpreting or contesting algorithmic decisions. Lack of transparency also reduces trust in automated allocation systems and raises concerns about procedural justice (Chinta et al., 2024; Bogina et al., 2022).
Existing literature on AI fairness and educational technology provides valuable insights but remains fragmented. Most fairness research focuses on general domains such as hiring, healthcare, or predictive analytics, with limited integration into education-specific scholarship allocation contexts (Albaroudi et al., 2024; Pessach & Shmueli, 2022). Educational AI studies, on the other hand, tend to emphasize learning outcomes, system performance, or personalization rather than fairness in high-stakes financial decisions (Baker & Hawn, 2022; Li et al., 2023).
More importantly, there is currently no unified, education-specific taxonomy that systematically integrates bias types, fairness metrics, detection approaches, dataset characteristics, and deployment stages within scholarship allocation workflows. Existing studies typically address isolated components of fairness rather than the full ML lifecycle. This fragmentation limits comparability, reproducibility, and methodological rigor across studies (Siddique et al., 2024; Van Giffen et al., 2022).
Additional gaps exist in how datasets and sensitive attributes are handled. Decisions regarding whether to include or exclude demographic variables, how to encode socioeconomic indicators, and how to balance predictive accuracy with fairness remain inconsistent across studies. Such variability weakens the generalizability of findings and limits practical adoption in educational systems (Fazelpour & Danks, 2021; Pessach & Shmueli, 2022).
In response to these limitations, this study presents a PRISMA-compliant systematic review of fairness and bias detection in ML-based scholarship allocation systems. The study pursues three objectives: (i) to examine bias types, detection methods, and fairness metrics in scholarship allocation research; (ii) to develop an education-specific taxonomy integrating datasets, features, sensitive attributes, and ML lifecycle stages; and (iii) to identify methodological gaps, deployment risks, and future research directions for fair scholarship systems. Accordingly, the study addresses the following research questions: (i) What types of bias, detection methods, and fairness metrics are applied in ML-driven scholarship allocation systems? (ii) How are datasets, features, and sensitive attributes managed in these systems? (iii) What evaluation protocols, validation strategies, and deployment gaps exist in current implementations?
This study contributes in three key ways. First, it provides a systematic synthesis of fairness-related research in ML-driven scholarship allocation. Second, it introduces a structured, education-specific taxonomy linking bias sources, detection stages, and fairness metrics across the ML pipeline. Third, it offers practical recommendations for dataset handling, model evaluation, and deployment practices to support equitable and accountable scholarship decision-making systems.
2. METHODOLOGY
This study adopts a systematic literature review methodology to identify, evaluate, and synthesize existing research on bias detection in machine learning for educational decision-making systems. The review process was conducted in accordance with the PRISMA 2020 guidelines to ensure transparency, reproducibility, and methodological rigor.
A comprehensive and structured search was performed across four major academic databases: Scopus, Web of Science, IEEE Xplore, and Google Scholar. The search strategy combined keywords related to algorithmic bias, machine learning, and educational applications. The validated search string used was: ("algorithmic bias" OR "fairness" OR "bias detection") AND ("machine learning" OR "artificial intelligence")
AND ("education" OR "student selection" OR "scholarship allocation" OR "admission systems") AND (2020–2026). The search was limited to publications between January 2020 and March 2026 to capture recent advancements in fairness-aware machine learning and educational AI systems.
Studies were selected based on clearly defined inclusion and exclusion criteria to ensure methodological rigor and topical relevance. Eligible studies were limited to publications released between 2020 and 2026, reflecting recent developments in AI and ML applications. To qualify for inclusion, studies were required to employ ML or AI techniques and explicitly investigate issues related to bias detection, fairness assessment, or bias mitigation. Furthermore, the selected studies had to be situated within educational decision-making contexts, including scholarship allocation, student admission, academic performance prediction, and recommendation systems. Only peer-reviewed journal articles and conference proceedings were considered to maintain academic quality and reliability.
Conversely, studies were excluded if they addressed non-educational domains such as healthcare, finance, or autonomous systems, or if they applied ML in education without examining fairness or bias-related concerns. Research based solely on rule-based or traditional statistical approaches without machine learning components was also omitted. In addition, conceptual discussions, opinion papers, and studies without empirical implementation or validation were excluded, as were non–peer-reviewed sources, editorials, and technical reports deemed insufficiently rigorous for inclusion. This selection framework ensured that the final corpus remained empirically grounded, methodologically robust, and directly aligned with the study objectives.
The study selection process followed a four-stage PRISMA workflow: identification, screening, eligibility, and inclusion. Initially, 820 records were identified, comprising 768 database records and 52 additional sources. After removing 180 duplicates, 640 unique records were retained for title and abstract screening. During the screening phase, 520 records were excluded for irrelevance, including studies outside the educational domain, those lacking fairness considerations, and those without machine learning applications. The remaining 120 studies proceeded to full-text review. Following full-text assessment, 70 studies were excluded for reasons such as absence of bias detection methods, lack of empirical validation, or insufficient methodological rigor. Ultimately, 50 studies met all inclusion criteria and were included in the final synthesis.
A structured data extraction protocol was implemented to ensure systematic and consistent collection of relevant information from all included studies. Main variables extracted comprised the study objectives and educational application domains, the types of machine learning models employed, bias detection techniques and fairness evaluation metrics, dataset characteristics, and the principal findings coupled with reported limitations. Following extraction, the data were analyzed using a thematic synthesis approach to identify recurring trends, methodological patterns, and emerging themes in bias detection and fairness assessment. The analysis further enabled the development of a structured taxonomy of bias detection approaches in educational machine learning systems, providing a coherent basis for comparing existing methods and identifying current research directions and gaps.
Although scholarship allocation is the main focus of this review, the scope was extended to encompass broader educational decision-making systems, given the scarcity of studies directly focusing on scholarship allocation. This expansion is methodologically justified, as these systems share key characteristics, including high-stakes decision-making, implications for resource allocation, and susceptibility to algorithmic bias.
To enhance methodological rigor and ensure the credibility of the review process, a predefined review protocol was established and systematically followed throughout the study selection and analysis stages. The inclusion and exclusion criteria were applied consistently across all retrieved studies to maintain objectivity and reduce selection bias, while ambiguous cases went through iterative evaluation to ensure accurate and justified inclusion decisions. Furthermore, only peer-reviewed journal articles and conference proceedings were considered to safeguard the quality and scholarly reliability of the evidence base. Collectively, these procedures strengthened the reliability, transparency, and reproducibility of the review.
A structured quality assessment framework was applied across four dimensions: methodological rigor, dataset transparency, reproducibility, and fairness evaluation validity. Methodological rigor was assessed based on the clarity of experimental design, the suitability of ML models, and the robustness of evaluation procedures. Dataset transparency was assessed based on whether datasets were publicly accessible, well-documented, and representative of the target populations. Reproducibility was evaluated based on the availability of code and data, as well as the level of methodological detail provided to support replication. Fairness evaluation validity deemed whether fairness metrics were appropriately selected and justified relative to the study context. Each study was scored using a standardized rubric to ensure comparability and to identify high-quality contributions, consistent with established practices in ML fairness and bias evaluation research (Alelyani, 2021; Huang et al., 2024).
The overall study selection process is summarized in Figure 1, which documents the records identified, screened, excluded, and ultimately included at each stage, thereby providing a transparent account of the study inclusion and exclusion decisions.
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Figure 1: PRISMA-based study selection workflow for systematic review of bias detection in ML-driven scholarship allocation systems
3. RESULTS AND DISCUSSION
Research on AI fairness in education is extensive but fragmented across technical and pedagogical domains. Existing studies provide valuable insights into explainability, fairness definitions, and robustness, yet they rarely address full end-to-end decision pipelines in high-stakes contexts such as scholarship allocation. General fairness and XAI literature establish foundational concepts of interpretability, accountability, and transparency (Choraś et al., 2020). However, these frameworks are largely domain-agnostic and do not fully capture the complexity of educational allocation. Similarly, broader AI system reviews emphasize robustness, privacy, and ethical governance but provide limited focus on distributive fairness in education-specific decision systems (Fazelpour & Danks, 2021; Siddique et al., 2024).
In educational AI, recent studies highlight challenges in learning analytics, predictive modeling, and system integration, particularly in contexts with infrastructural and data limitations (Baker & Hawn, 2022; Bali et al., 2024). More recent work emphasizes human-centered and context-aware AI systems that prioritize interpretability and alignment with educational environments (Bali, 2026; Barnes & Hutson, 2024). Despite these advances, fairness is still rarely treated as a continuous, multi-stage pipeline spanning data, modeling, evaluation, and deployment. Instead, most research isolates individual components such as prediction accuracy or dataset quality, limiting a holistic fairness perspective.
Pipeline-based thinking in other AI domains demonstrates the value of structured, modular decision architectures where each stage is explicitly modeled and evaluated (Dritsas & Trigka, 2025; Lee et al., 2024). This motivates a similar structured approach for scholarship allocation systems.
Scholarship allocation is best understood as a multi-stage ML decision pipeline transforming heterogeneous applicant data into allocation outcomes. This pipeline includes screening, scoring, ranking, and allocation stages. Screening enforces eligibility constraints, scoring estimates applicant merit or need, ranking orders candidates, and allocation distributes limited resources. Each stage introduces potential bias risks. For example, screening may exclude disadvantaged groups through rigid thresholds, while scoring may overemphasize privileged proxies of merit. Ranking amplifies small score differences under conditions of scarcity, and allocation reflects institutional policy constraints. These interdependencies highlight that fairness must be evaluated across the entire pipeline rather than at isolated stages (Kanwal et al., 2024; Pham et al., 2025).
Bias in educational ML arises from interactions among data, models, and deployment environments. Key categories include representation bias, measurement bias, label bias, and historical bias. Representation bias occurs when certain groups are underrepresented in datasets. Measurement bias emerges when proxy variables fail to accurately represent constructs such as academic ability or financial need. Label bias reflects historical decision patterns embedded in training data, while historical bias originates from structural inequalities present in society. These biases collectively risk amplifying inequities when models are deployed without safeguards (Mehrabi et al., 2021; Boateng & Boateng, 2025).
Fairness is typically defined in terms of group fairness and individual fairness. Group fairness focuses on parity across demographic groups, while individual fairness ensures similar treatment of similar individuals. However, these definitions often conflict in practice, particularly in scholarship allocation where merit, need, and equity must be balanced under constrained resources (Roshanaei, 2024).
Fairness metrics operationalize equity in ML systems. Statistical parity requires equal selection rates across groups; equal opportunity ensures equal true positive rates among qualified individuals; equalized odds balances both true and false positive rates; and calibration ensures consistent probabilistic predictions across groups. However, these metrics are often mathematically incompatible, creating trade-offs between fairness and accuracy (Corbett-Davies et al., 2023; Huang et al., 2024). In scholarship allocation, metric selection reflects institutional and ethical priorities rather than purely technical considerations.
Bias detection focuses on identifying disparities using statistical measures, fairness metrics, and explainability techniques. Explainable AI strengthens detection by revealing feature-level contributions to model predictions (Choraś et al., 2020; Bali, 2025). Bias mitigation aims to reduce identified disparities through pre-processing (data balancing), in-processing (fairness-constrained optimization), and post-processing (output adjustment). Although mitigation dominates the literature, detection remains foundational because inaccurate diagnosis can lead to ineffective interventions. In scholarship systems, detection also supports accountability and auditability (Ghani et al., 2023).
Fairness research in education has increased significantly after 2020, reflecting broader adoption of ethical AI frameworks (Baker & Hawn, 2022). Earlier work focused on predictive accuracy, while recent studies emphasize transparency and fairness. Research is concentrated in computer science venues, with growing contributions from education-focused domains. However, representation from developing regions remains limited despite heightened relevance in these contexts (Bali et al., 2024).
Three main contexts dominate: scholarship allocation systems, admission prediction models, and financial aid prediction systems. Scholarship-specific systems prioritize distributive fairness, admission models emphasize ranking accuracy, and financial aid systems focus on socioeconomic need. These variations highlight the absence of a unified fairness framework tailored to scholarship allocation (Idowu, 2024; Pham et al., 2025).
Representation bias is the most dominant form, followed by measurement and label bias. Algorithmic bias often emerges as a compound effect of these sources. Representation bias is especially critical because it influences downstream model behavior and fairness outcomes (Siddique et al., 2024). Common detection methods include statistical disparity analysis, fairness metric evaluation, and explainability-based approaches. While statistical methods are widely used, they lack diagnostic depth. Explainable AI improves interpretability but remains largely post hoc rather than integrated into model design (Kesgin et al., 2025)
Traditional models such as logistic regression and decision trees remain widely used due to interpretability. Deep learning models offer higher performance but reduce transparency, complicating fairness assessment. Hybrid approaches attempt to balance both requirements (Du et al., 2020). Dataset design strongly influences bias. Sensitive attributes are often excluded, limiting detection, while proxy variables introduce indirect discrimination. Lack of dataset transparency further reduces reproducibility and the fairness evaluation level (Alelyani, 2021; Boateng & Boateng, 2025).
Evaluation practices are inconsistent. While cross-validation is common, external validation is rare. Fairness–accuracy trade-offs are inconsistently reported, limiting comparability. Limited reproducibility remains a key challenge due to missing datasets and implementation details (Huang et al., 2024).
Table 1. Comparative studies on fairness in ML-driven educational decision systems with emphasis on bias types, methodologies, and relevance to scholarship allocation 
	Author(s) / Year
	Domain
	ML Method
	Bias / Fairness Focus
	Methodological Approach
	Main Contribution / Findings
	Relevance to Scholarship Allocation Context

	Fazelpour & Danks (2021)
	ML fairness
	Algorithmic bias
	Bias sources & contextual fairness
	Philosophical review
	Highlights socio-technical nature of bias
	Supports contextual scholarship fairness framing

	Baker & Hawn (2022)
	Education
	Educational AI systems
	Algorithmic bias in education
	Narrative review
	Shows how bias affects learning systems
	Direct relevance to educational scholarship systems

	Bali et al. (2024)
	Education
	AI in education
	Educational bias trends
	Empirical review
	Identifies AI adoption trends in education
	Contextual grounding for scholarship bias studies

	Bali (2025)
	Education
	Explainable AI
	Transparent assessment
	Conceptual framework
	Human-centered XAI for education systems
	Supports interpretable scholarship allocation

	Bali (2026)
	Education
	Context-aware ML
	Personalization & equity bias
	Framework design
	Adaptive learning in developing contexts
	Supports equitable scholarship personalization

	Barnes & Hutson (2024)
	Higher education
	Ethical AI systems
	Fairness & accountability
	Policy review
	AI ethics strategies in education
	Governance framework for scholarship systems

	Siddique et al. (2024)
	ML systems
	Bias mitigation survey
	Dataset & model bias
	Systematic review
	Taxonomy of ML bias types and mitigation
	Direct relevance to scholarship bias taxonomy

	Alelyani (2021)
	ML systems
	Bias detection
	Detection techniques
	Empirical study
	Evaluates ML bias detection methods
	Supports scholarship bias auditing

	Huang et al. (2024)
	Biomedical ML
	Fair ML techniques
	Fairness evaluation
	Scoping review
	Reviews fairness metrics in real data
	Supports evaluation design in scholarship systems

	Dritsas & Trigka (2025)
	ML systems
	Big data ML
	System-level bias
	Survey
	ML and big data integration challenges
	Analogous to large-scale scholarship datasets

	Lee et al. (2024)
	Education
	LLM lifecycle
	Lifecycle bias propagation
	Framework study
	Bias across model lifecycle stages
	Strong relevance to scholarship pipeline bias

	Pham et al. (2025)
	Education ML
	Fair ML software
	Educational fairness design
	Mapping study
	Fairness in educational ML software
	Direct scholarship system relevance

	Van Giffen et al. (2022)
	ML systems
	Bias classification
	Pipeline bias types
	Review
	Categorizes ML bias and mitigation methods
	Supports structured scholarship taxonomy

	Corbett-Davies et al. (2023)
	ML fairness
	Fairness metrics
	Metric limitations
	Analytical review
	Shows incompatibility of fairness metrics
	Critical for scholarship fairness trade-offs

	Oneto & Chiappa (2020)
	ML fairness
	Fair ML theory
	Individual fairness
	Tutorial review
	Explains individual fairness concepts
	Supports student-level fairness assessment

	Choraś et al. (2020)
	ML systems
	Explainable AI
	Transparency & fairness
	Conceptual study
	Links XAI with fairness and security
	Supports explainable scholarship decisions

	Ghani et al. (2023)
	ML systems
	Fair ML practice
	Bias detection & mitigation
	Practical guide
	Hands-on fairness implementation methods
	Supports real-world scholarship deployment

	Li et al. (2023)
	Education
	Predictive analytics
	Student bias prediction
	Systematic review
	Predictive bias in education systems
	Direct scholarship prediction relevance

	Gándara et al. (2024)
	Education ML
	Student success prediction
	Racial bias
	Empirical study
	Bias in student success models
	Scholarship allocation fairness relevance

	Verger et al. (2024)
	Education ML
	Fair ML metrics
	Evaluation bias
	Empirical study
	Fairness metrics in education data mining
	Supports evaluation framework design

	Idowu (2024)
	Education ML
	Debiasing models
	Algorithmic bias in education
	Analytical study
	Education-specific bias mitigation
	Direct scholarship fairness relevance

	Roshanaei (2024)
	Higher education
	AI fairness governance
	Diversity & inclusion bias
	Policy analysis
	AI fairness in higher education governance
	Scholarship policy alignment

	Raftopoulos et al. (2024)
	Education ML
	Admission prediction
	Fairness in ranking
	Empirical study
	Fair student admission prediction
	Closely aligned with scholarship ranking

	Pham et al. (2025)
	Education ML
	Regression-based fairness
	Fair prediction models
	Experimental study
	Enhances fairness in educational ML models
	Scholarship fairness optimization

	Mehrabi et al. (2021)
	ML systems
	Bias taxonomy
	Dataset & model bias
	Survey
	Comprehensive ML fairness survey
	Foundational for scholarship bias taxonomy

	Boateng & Boateng (2025)
	Education AI
	Educational decision systems
	Structural bias
	Analytical review
	AI-driven educational inequality impacts
	Strong scholarship allocation relevance

	Mavrogiorgos et al. (2024)
	ML systems
	General ML bias
	Dataset bias
	Literature review
	Overview of ML bias types
	Supports dataset bias classification

	Fazelpour et al. (2022)
	ML fairness
	Algorithmic justice
	Contextual fairness
	Philosophical analysis
	Situated fairness dynamics
	Supports policy-driven scholarship fairness

	Pagano et al. (2023)
	ML systems
	Fair ML tools
	Bias detection tools
	Systematic review
	Tools and metrics for fairness evaluation
	Supports operational scholarship auditing


Table 1 presents a synthesized overview of prior research on algorithmic fairness in machine learning and education, highlighting variant bias, methodological approaches, and implications for scholarship allocation systems.
4. TAXONOMY OF BIAS DETECTION IN SCHOLARSHIP ALLOCATION SYSTEMS
The proposed taxonomy adopts a lifecycle-oriented perspective on machine learning–driven scholarship allocation systems, framing bias as a dynamic phenomenon that may emerge and intensify across different stages of algorithmic decision-making. Rather than treating unfairness as an isolated modeling problem, this framework recognizes bias as a systemic condition distributed across data preparation, feature construction, model development, prediction generation, and deployment environments. Fairness scholarship increasingly shows that inequitable outcomes rarely stem from a single technical component but instead arise through interactions among datasets, optimization processes, institutional assumptions, and operational contexts (Barocas et al., 2019; Fazelpour & Danks, 2021; Mehrabi et al., 2021). This perspective is particularly relevant in educational AI, where algorithmic systems influence access to scholarships, academic opportunities, and resource distribution (Baker & Hawn, 2022; Li et al., 2023; Chinta et al., 2024).
The taxonomy is guided by three principles: interpretability, extensibility, and contextual applicability. Interpretability ensures conceptual clarity among different forms of bias and fairness assessment. Extensibility accommodates evolving detection and mitigation techniques, particularly as generative and adaptive AI systems become more prevalent in education (Afreen et al., 2025; Lee et al., 2024). Contextual applicability ensures relevance to operational scholarship systems where institutional objectives, ethical expectations, and policy considerations intersect (Alvarez et al., 2024; Barnes & Hutson, 2024). These principles align with responsible AI frameworks emphasizing transparency, accountability, and socially responsive algorithmic design (Bogina et al., 2022; Chan, 2023; Williamson et al., 2023).
The taxonomy comprises five interconnected dimensions. Bias source identifies where unfairness originates within the machine learning pipeline. Data-level bias occurs when imbalanced sampling, incomplete records, and demographic underrepresentation distort the representativeness of the population (Mehrabi et al., 2021; Siddique et al., 2024). Educational datasets are particularly susceptible because historical academic and participation records often reflect broader structural inequalities (Baker & Hawn, 2022; Boateng & Boateng, 2025). Feature-level bias arises when seemingly neutral variables act as proxies for sensitive attributes such as socioeconomic status or geographic location (Fazelpour & Danks, 2021; Van Giffen et al., 2022). Label bias occurs when historical decisions or institutional evaluations are treated as objective ground truth despite containing embedded inequities (Pessach & Shmueli, 2022; Garcia et al., 2024). Model bias reflects inequities introduced through algorithmic design and optimization processes that prioritize predictive performance over distributive fairness (Du et al., 2020; Jui & Rivas, 2024). Deployment bias develops after implementation as institutional feedback, behavioral adaptation, or environmental changes reshape model outcomes over time (Pagano et al., 2023; Lee et al., 2024).
The detection stage situates fairness assessment across the operational workflow. Pre-model detection focuses on dataset auditing, representational analysis, and preprocessing diagnostics before training (Alelyani, 2021; Pagano et al., 2023). Such interventions are essential because biased training data can disproportionately disadvantage marginalized student groups (Idowu, 2024; Omughelli et al., 2024). In-model detection integrates fairness objectives and constrained optimization directly into learning procedures (Friedler et al., 2019; Tizpaz-Niari et al., 2022). Post-model detection evaluates trained systems through disparity analysis, subgroup performance evaluation, and fairness auditing (Jones et al., 2020; Huang et al., 2024). Together, these stages support continuous fairness monitoring rather than isolated validation.
Method type categorizes bias detection techniques according to analytical strategy. Statistical approaches remain dominant, relying on group comparisons and disparity measures to identify unequal outcomes (Corbett-Davies et al., 2023; Pessach & Shmueli, 2022). Their computational efficiency and interpretability make them attractive for institutional auditing and policy reporting (Pagano et al., 2023). Causal approaches examine whether outcomes remain stable under hypothetical interventions or alternative conditions, allowing deeper investigation of discrimination mechanisms beyond observed correlations (Fazelpour et al., 2022; Kim & Kim, 2025). However, these methods require stronger assumptions and contextual knowledge, limiting widespread adoption in educational settings (Jui & Rivas, 2024). Explainability-based methods complement both approaches by revealing how model inputs influence predictions through feature attribution and interpretable reasoning techniques (Choraś et al., 2020; Kesgin et al., 2025). Such transparency is increasingly important because educational decision systems must maintain stakeholder trust alongside predictive performance (Raftopoulos et al., 2024).
Fairness metric family addresses competing normative definitions of fairness. Group fairness evaluates whether outcomes are equitably distributed across demographic groups and remains central to many fairness frameworks (Corbett-Davies et al., 2023). Individual fairness emphasizes consistent treatment among similarly situated students (Oneto & Chiappa, 2020; Pessach & Shmueli, 2022). Counterfactual fairness extends these approaches by assessing whether predictions remain unchanged under hypothetical changes to sensitive attributes (Kim & Kim, 2025). Because these fairness definitions may conflict mathematically and ethically, selecting appropriate metrics depends on institutional priorities and policy obligations rather than universal standards (Wachter et al., 2020; Corbett-Davies et al., 2023).
Educational context represents the fifth dimension and situates fairness within scholarship allocation objectives. Merit-based systems prioritize academic achievement and may generate tensions between efficiency and equitable access (Kanwal et al., 2024; Raftopoulos et al., 2024). Need-based models emphasize financial vulnerability and socioeconomic disadvantage, raising distinct distributive concerns (Bhat, 2024; Idowu, 2024). Hybrid systems combine merit and need, introducing more complex trade-offs among excellence, inclusion, and institutional priorities (Huang, 2022; Pham et al., 2025). Educational context, therefore, shapes both fairness interpretation and bias evaluation.
The taxonomy may be represented as a layered matrix aligned with the machine learning lifecycle, where pipeline stages form the horizontal dimension and bias sources define the vertical structure. Detection stages function as embedded layers, while method types and fairness metrics operate as analytical overlays. Educational context spans the framework as a cross-cutting dimension. This structure enables systematic examination of bias propagation while preserving interpretability and practical relevance (Lee et al., 2024; Pagano et al., 2023).
Mapping prior studies onto this taxonomy reveals important patterns. Existing literature places strong emphasis on pre-model auditing and post-model statistical evaluation, particularly in educational prediction and admission systems (Li et al., 2023; Gándara et al., 2024; Verger et al., 2024). In contrast, fairness-aware optimization and deployment-stage monitoring remain comparatively limited despite recognition that bias evolves after implementation (Raftopoulos et al., 2025; Zhang et al., 2026). Consequently, fairness research still emphasizes disparity identification more than sustained lifecycle governance.
Several insights emerge. Statistical methods dominate current scholarship, whereas causal and explainability-driven approaches remain less developed despite their stronger diagnostic potential (Pessach & Shmueli, 2022; Kesgin et al., 2025). Fairness monitoring at the deployment stage remains underexplored, despite the continuously evolving nature of educational environments (Lee et al., 2024). Moreover, most studies rely on static and single-attribute fairness evaluations, overlooking intersectional and longitudinal inequities (Madaio et al., 2022; Williamson et al., 2023). A persistent divide, therefore, remains between fairness theory and deployable scholarship systems, highlighting the need for integrated, lifecycle-aware, and education-specific fairness frameworks to support both predictive performance and distributive justice (Baker & Hawn, 2022; Chinta et al., 2024; Idowu, 2024).
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Figure 2: A Taxonomy of Bias Detection and Fairness in ML–Driven Scholarship Allocation Systems
A structured framework summarizing the key components of fairness in ML-based scholarship allocation, organized into five layers: bias sources, detection stages, methodological approaches, fairness metric families, and educational application contexts. The taxonomy provides a clear, high-level synthesis of how bias is introduced, detected, mitigated, and evaluated to support equitable and transparent scholarship decision-making.
5. FINDINGS
The synthesis of systematically reviewed studies reveals a persistent structural misalignment between existing ML fairness research and the operational realities of scholarship allocation systems. The literature predominantly conceptualizes fairness as a static, model-centric evaluation issue, emphasizing post-hoc disparity assessment rather than holistic, end-to-end governance of the decision pipeline. This creates a clear conceptual gap between controlled experimental fairness settings and the dynamic, institutionally embedded nature of real-world educational decision systems. Scholarship allocation, however, functions as a lifecycle-driven socio-technical process in which bias emerges, evolves, and propagates across multiple interconnected stages, consistent with the taxonomy framework of bias source, detection stage, fairness methods, metrics, and educational context (Barocas et al., 2019; Fazelpour & Danks, 2021; Mehrabi et al., 2021).
Across reviewed studies, source biases are consistently concentrated at the data and representation levels. Representation bias is the most dominant form, arising from imbalanced or historically skewed educational datasets that fail to reflect equitable population distributions (Siddique et al., 2024; Mavrogiorgos et al., 2024). In scholarship contexts, such bias is structurally amplified because historical award patterns reflect entrenched socioeconomic inequalities (Baker & Hawn, 2022). Measurement and proxy bias further intensify inequities, as variables such as school ranking, geographic location, or standardized test scores indirectly encode socioeconomic disadvantage (Fazelpour & Danks, 2021; Van Giffen et al., 2022). Label bias is also prevalent, since prior scholarship decisions are often treated as objective ground truth despite being shaped by institutional subjectivity and systemic inequities (Pessach & Shmueli, 2022). Finally, deployment-level bias remains underexplored, although evidence suggests that feedback loops in educational systems can reinforce historical disadvantage over time (Lee et al., 2024).
With respect to the detection stage, the literature shows a strong concentration on pre-model and post-model auditing, while in-model detection remains comparatively underdeveloped. Pre-model detection focuses on dataset inspection, imbalance quantification, and representational audits before training (Alelyani, 2021; Pagano et al., 2023). Post-model detection dominates current scholarship allocation research, relying on fairness metrics and subgroup performance analysis after model training (Jones et al., 2020; Ghani et al., 2023). In contrast, in-model detection, which integrates fairness constraints directly into optimization processes, is less frequently adopted despite its potential for structural mitigation (Tizpaz-Niari et al., 2022). This imbalance indicates that fairness is still largely treated as an evaluative layer rather than a design-integrated property within scholarship allocation pipelines.
Regarding methods, statistical approaches remain the most widely used due to their interpretability and computational simplicity. These methods primarily rely on group comparisons and disparity measurements across demographic categories (Corbett-Davies et al., 2023). However, they are limited in getting causal mechanisms underlying discrimination. Causal and counterfactual approaches, while theoretically stronger, remain underutilized due to high data and structural assumptions (Fazelpour et al., 2022). Explainability-based methods are increasingly adopted in educational contexts, particularly to enhance transparency and interpretability of model decisions (Choraś et al., 2020; Kesgin et al., 2025). Nevertheless, most existing approaches remain post hoc rather than embedded within model design, limiting their effectiveness in operational scholarship allocation systems.
In terms of fairness metrics, the literature is dominated by group fairness measures such as demographic parity, equal opportunity, and equalized odds. Individual fairness and counterfactual fairness are less frequently applied despite their relevance to student-level decision equity (Oneto & Chiappa, 2020). A key finding is that fairness metrics are often mathematically incompatible, leading to unavoidable trade-offs between competing definitions of fairness and predictive performance (Wachter et al., 2020). In scholarship allocation systems, these trade-offs are further complicated by institutional priorities, where merit-based and need-based allocation frameworks impose different normative requirements. As a result, fairness must be treated as a context-dependent policy choice rather than a universal optimization constraint.
The educational context dimension plays a critical role in shaping fairness interpretation and system design. Merit-based systems prioritize academic performance indicators, while need-based systems emphasize socioeconomic vulnerability, and hybrid systems attempt to balance both objectives. Each configuration introduces distinct fairness tensions between accuracy, equity, and institutional policy goals (Kanwal et al., 2024; Idowu, 2024). The reviewed literature confirms that most fairness frameworks remain domain-agnostic and fail to explicitly incorporate constraints on educational decisions, resulting in limited applicability to real-world scholarship allocation environments.
Across all dimensions of the taxonomy, a central finding is the lack of bias modeling. Most studies isolate individual stages, such as data preprocessing, model training, or evaluation, without capturing interactions across the full lifecycle. This fragmented approach obscures how bias propagates from data collection through prediction and deployment. Scholarship allocation systems, however, operate as recursive decision environments where outputs influence future inputs, reinforcing feedback-driven inequities. This confirms the need for lifecycle-aware fairness frameworks that integrate bias source, detection stage, methods, and metrics within a unified governance structure (Lee et al., 2024; Fazelpour & Danks, 2021).
Overall, representation bias is overemphasized, while causal, deployment, and feedback-loop biases remain underexplored. Fairness detection is also largely post hoc, with limited integration into model training processes. In addition, explainability and causal methods remain underutilized, despite their potential to enhance diagnostic and intervention capabilities. Fairness evaluation remains fragmented, with inconsistent application of metrics and limited alignment with educational policy objectives.
These findings collectively indicate that fairness in scholarship allocation cannot be achieved through isolated technical interventions. Instead, it requires a structured, lifecycle-oriented approach that integrates bias detection across data, model, and deployment stages, supported by context-sensitive fairness metrics and interpretable decision frameworks. Without such integration, ML systems risk reinforcing structural inequalities under the guise of objective optimization, undermining both institutional legitimacy and educational equity.
CONCLUSION
This study presents a comprehensive synthesis of bias detection methods in machine learning-based scholarship allocation systems and introduces a structured taxonomy spanning bias sources, detection stages, methodological approaches, fairness metrics, and educational contexts. The findings demonstrate that current research remains dominated by statistical, model-centric approaches that insufficiently address the systemic and causal nature of bias in educational decision pipelines. The proposed taxonomy provides a unified conceptual framework that integrates data-level, model-level, and deployment-level considerations, enabling systematic comparison across fragmented studies. By situating fairness within the full lifecycle of scholarship allocation systems, the framework advances both theoretical clarity and practical relevance. Ultimately, achieving fairness in scholarship allocation requires a shift from isolated algorithmic fixes toward holistic, governance-aware, and context-sensitive AI systems. As educational institutions increasingly rely on automated decision-making, ensuring transparency, accountability, and equity becomes not only a technical requirement but a foundational ethical imperative for sustainable and just educational development.
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