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ABSTRACT
Steel surface defect classification is a cornerstone of manufacturing quality control, yet real-world deployment faces persistent challenges: visually similar defect classes with complex textured backgrounds, critically limited labeled training data in industrial settings, and strict resource constraints that prohibit the use of GPU-accelerated hardware. Three deep learning paradigms dominate the literature scratch-trained CNNs, transfer learning with frozen pretrained backbones, and vision transformers but each carries significant drawbacks, and no existing method systematically combines the efficiency of a frozen backbone with a lightweight, plug-and-play channel attention module to bridge the accuracy gap without unfreezing. This paper proposes MobileNetV2+SE, an attention-enhanced transfer learning model that freezes a MobileNetV2 backbone pretrained on ImageNet and inserts a Squeeze-and-Excitation (SE) channel attention block before global average pooling. Only the SE block and a small classification head (~250k parameters) are trained. The model is evaluated on the NEU surface defect database 1,440 grayscale images across six defect classes under CPU-only conditions (Intel Core i5, 16 GB RAM; 160×160 resolution; batch size 16; 30 epochs maximum) and compared against six conventional baselines: a baseline CNN, CNN+SE, CNN+CBAM, standard frozen MobileNetV2, TinyViT, and a hybrid CNN-Transformer. The proposed model achieves 98.15% test accuracy 0.46 percentage points above standard frozen transfer learning (97.69%), corresponding to a ~20% reduction in the error rate, and substantially above all scratch-trained CNNs (≤92.13%) and transformers (≤79.63%). Inference time is 5.4 ms per sample on CPU, adding only 0.3 ms overhead over the baseline. Ablation studies confirm that placing the SE block before pooling (rather than after) is the critical design decision; moving it after pooling degrades accuracy by 0.93 percentage points. Statistical validation across five independent runs confirms the improvement is significant (p < 0.001). Attention maps reveal that channel recalibration focuses the model on fine crack networks, improving recall for the hardest defect class (crazing) from 0.93 to 0.97. These findings establish clear, evidence-based guidelines for practitioners: a frozen pretrained backbone with lightweight channel attention represents the optimal accuracy-efficiency trade-off for small-dataset, resource-constrained industrial steel defect classification.
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INTRODUCTION
Industrial Background and Motivation
The global steel industry produced approximately 1.9 billion tonnes of crude steel in 2023, underpinning sectors from construction and automotive manufacturing to energy infrastructure and consumer goods (World Steel Association, 2024). The production of high-quality steel is a complex metallurgical process, and the final product’s surface is susceptible to a variety of defects arising from raw material impurities, rolling mill malfunctions, cooling inconsistencies, or handling damage. Surface imperfections such as crazing, scratches, inclusions, pitting, rolled-in scale, and patches are not merely cosmetic; they critically compromise mechanical properties including tensile strength and fatigue resistance, accounting for roughly 50% of all production rejects. Losses of approximately 11–17 USD per ton of downgraded steel can occur on a single hot-rolling line, making rigorous surface inspection an indispensable step in the quality assurance pipeline (Neogi et al., 2014; Wen et al., 2023).
Traditional human visual inspection is slow, subjective, prone to fatigue-induced errors, and unable to keep pace with modern rolling speeds of several meters per second (Luo et al., 2019). Automated visual inspection systems powered by deep learning offer a transformative alternative, enabling automatic hierarchical feature extraction with classification accuracies exceeding 95% on standard benchmarks (Yang et al., 2025). The need for such systems is not confined to established industrial powers; it is equally pressing in rapidly industrializing nations. Côte d’Ivoire, for example, projects steel market growth at 10.45% by 2027 driven by infrastructure investment, yet deployment of advanced inspection technology there is constrained by the availability of GPU-equipped hardware. This study is motivated by the need to develop an accurate, efficient, and interpretable model deployable on legacy CPU-based systems representative of such environments.
Limitations of Existing Approaches
Three deep learning paradigms dominate the steel defect classification literature, each with significant limitations. First, scratch-trained CNNs require large labeled datasets and extensive training; they struggle with fine-grained texture discrimination, particularly for defects like crazing whose fine crack networks closely resemble background texture. Attention-augmented variants (SE, CBAM) improve performance modestly (+1–2%) but cannot compensate for the absence of pretrained features on datasets as small as 1,440 images. Second, standard transfer learning with a frozen MobileNetV2 backbone is computationally efficient and achieves strong accuracy (~97.69%), but its ImageNet-optimized features are not calibrated for the specific statistics of steel surface textures, leaving a residual accuracy gap on hard classes such as crazing. Third, vision transformers trained from scratch are data-hungry and unstable on small datasets, yielding accuracies as low as 67–79% in this study, and pretrained transformers require substantially more computation, making them impractical for CPU-only deployment.
Despite significant advances in attention mechanisms, transfer learning, and transformer-based architectures, the integration of lightweight channel attention with frozen pretrained backbones remains insufficiently investigated in the context of industrial steel surface defect classification.
Research Objectives and Contributions
This paper addresses the following research question: can a lightweight, plug-and-play channel attention module further improve the feature discrimination of a frozen pretrained backbone, without increasing trainable parameter count substantially and without unfreezing? To answer this, the paper makes four principal contributions:
(1) It proposes MobileNetV2+SE, a model that inserts an SE block before global average pooling in a frozen MobileNetV2, training only ~250k parameters.
(2) It provides a systematic, controlled comparison of all three research streams attention-augmented CNNs, frozen transfer learning, and transformers under identical, CPU-only conditions on the NEU dataset.
(3) It validates key design choices through ablation experiments (backbone unfreezing, SE placement, reduction ratio) and statistical significance testing across five independent runs.
(4) It provides interpretable SE attention maps that mechanistically explain the accuracy gain on the hardest defect class, offering evidence-based deployment guidelines for resource-constrained industrial environments.
Related Work
Attention-Based Architectural Enhancements
Attention mechanisms enable models to dynamically weight feature representations, mimicking human selective visual attention. The Squeeze-and-Excitation (SE) network (Hu et al., 2018) introduced channel attention by squeezing spatial information through global average pooling to produce channel-wise descriptors, followed by two fully connected layers that learn excitation weights applied to rescale feature maps. The SE block achieves significant performance gains with minimal parameter overhead (the overhead scales as 2 × C² / r where C is channel count and r the reduction ratio), establishing channel recalibration as a fundamental building block. The Convolutional Block Attention Module (CBAM; Woo et al., 2018) extended this to both channel and spatial dimensions sequentially, enabling the network to first identify “what” and then “where” to attend. SimAM (Yang et al., 2021) introduced a parameter-free alternative computing attention weights from neuron energy functions.
Applied to steel defect classification, ASENet (Guo et al., 2023) incorporated a CS attention module to enhance feature representations for low-resolution defect images, using auto-correlation between neighboring features combined with residual connections. Multi-scale lightweight networks (Shao et al., 2023) used Gaussian difference pyramids with attention to handle significant variation in defect sizes. EMA-YOLO (Huang et al., 2023) integrated an Efficient Multi-Scale Attention module into YOLOv8 for steel defect detection, reducing computation while improving accuracy. A consistent finding across these studies is a 1–2% accuracy improvement over corresponding baselines. However, critically, all of these works apply attention exclusively to models trained from scratch. The effect of channel attention on a frozen pretrained backbone remains unexplored prior to this work.
Transfer Learning for Steel Defect Classification
Transfer learning addresses data scarcity by leveraging features learned from large source datasets (primarily ImageNet) for classification in small target domains. Early approaches initialized networks with ImageNet-pretrained weights and fine-tuned all layers on target data. Subsequent research recognized that lower layers encode general features (edges, textures) while higher layers encode task-specific semantics, motivating layer-wise fine-tuning strategies. More recent advances include multi-stage transfer frameworks that progressively adapt models through intermediate domains.
Comparative studies have evaluated VGG, ResNet, DenseNet201, InceptionV3, EfficientNet, and MobileNetV2 on the NEU dataset, consistently finding that transfer learning outperforms scratch training, especially in data-limited settings (Bouguettaya et al., 2023). Yang et al. (2025) demonstrated that frozen pretrained feature extractors paired with lightweight classifiers (SVM, logistic regression) dramatically reduce training time while maintaining accuracy; DenseNet201 and ViT reached 100% accuracy with fully connected classifiers, though full fine-tuning required over 270 seconds. Zou et al. (2024) introduced SimAM+Twin-NMF transfer combining attention with cosine-similarity domain adaptation between optical and thermal imaging modalities. Wang et al. (2025) applied a multi-stage transfer strategy in YOLOv11-EMD, achieving an 8.8% mAP improvement on cross-scenario datasets (NEU-DET + GC10-DET) with 3.2% faster training. MobileNetV2 (Sandler et al., 2018) is particularly well-suited to resource-constrained deployment due to its depth-wise separable convolutions and inverted residual bottlenecks, achieving strong ImageNet performance at a fraction of the parameters of VGG or ResNet. Despite this body of work, no existing method provides a lightweight, plug-and-play module that adapts frozen MobileNetV2 features to defect-specific textures without unfreezing the backbone.
Transformer-Based Architectures
The Vision Transformer (ViT; Dosovitskiy et al., 2021) demonstrated that pure Transformer architectures applied to sequences of flattened image patches could achieve competitive performance with CNNs on large-scale image classification. By modeling global context through self-attention from the earliest layers, ViT addresses the limited receptive fields of convolutional architectures. Subsequent work includes hierarchical variants (Swin Transformer; Liu et al., 2021) that process features at multiple scales with shifted windows, and hybrid CNN-Transformer models that combine local feature extraction with global context modeling.
Applications to steel defect classification include Park et al. (2024), who achieved 96.39% on six-class hot-rolled steel classification with ViT, and Hütten et al. (2022), who found that ViTs can surpass CNNs in progressively complex inspection tasks when pretrained. TSSTNet (Wan et al., 2022) used a two-stream Swin Transformer for rail surface defect detection. A consistent finding is that transformer performance depends critically on pretrained initialization and sufficient data volume. Without pretraining, transformers consistently underperform CNNs on small datasets due to the absence of convolutional inductive biases and the data-hungry nature of self-attention. This makes CPU-based scratch training of transformers impractical for datasets of the scale of NEU.
Datasets and Benchmarks
The NEU Surface Defect Database (Song & Yan, 2013) is the most widely adopted benchmark for steel defect classification. It comprises 1,440 grayscale images (160×160 pixels) of six defect classes Crazing, Inclusion, Patches, Pitted Surface, Rolled-in Scale, and Scratches with 240 images per class, captured by CCD cameras after laminar cooling. The Extended NEU dataset (E-NEU) adds realistic imaging artifacts (motion blur, non-uniform illumination, camera noise) to evaluate model robustness; models achieving 100% on clean NEU may drop to 97.5% on E-NEU. Additional benchmarks include GC10-DET (10 defect classes on steel sheets; Wang et al., 2025) and the Severstal Steel Defect dataset (Kaggle, 2019). Cross-dataset evaluation is increasingly used to test generalization and domain adaptation capabilities.
Research Gap
Synthesizing the three streams, the literature lacks the following: (1) a systematic, controlled comparison of attention-augmented CNNs, frozen transfer learning, and transformers under identical resource-constrained conditions; (2) any investigation of channel attention applied to a frozen pretrained backbone; and (3) a lightweight, plug-and-play adaptation mechanism that does not require unfreezing. The proposed framework addresses these identified gaps through a unified experimental investigation.
Methodology
Dataset and Preprocessing
The experimental investigation uses the NEU Surface Defect Database (Song & Yan, 2013). The dataset comprises 1,440 grayscale images (160×160 pixels) equally distributed across six classes: Crazing (fine network-like surface cracks from thermal or mechanical stress), Inclusion (embedded foreign material particles appearing as dark irregular regions), Patches (contrasting surface patches from local variations in surface properties), Pitted Surface (small cavities formed during processing), Rolled-in Scale (oxide scale rolled into the surface during hot rolling, appearing as flaky dark regions), and Scratches (linear abrasions from mechanical contact). Each class contains exactly 240 images, providing a well-balanced benchmark for multi-class classification.
The dataset was partitioned using stratified sampling to preserve class balance: 70% training (1,008 images; 168 per class), 15% validation (216 images; 36 per class), and 15% test (216 images; 36 per class). Four preprocessing steps were applied to all splits: (1) grayscale-to-RGB conversion by channel duplication, to satisfy pretrained model input requirements; (2) bilinear resizing to 160×160 pixels; (3) normalization to [0, 1] by dividing by 255.0; (4) training-only data augmentation (horizontal flipping p=0.5, random rotation ±10°, random zoom ±10%, random contrast adjustment ±10%) to improve generalization without introducing information unavailable at test time. Augmentation was implemented via Keras preprocessing layers and applied exclusively during training.
The data loading pipeline used TensorFlow’s image_dataset_from_directory utility with batch size 16, tf.data.AUTOTUNE prefetching, and training-set caching after augmentation to maximize CPU throughput.
Proposed Model: MobileNetV2+SE
The proposed model augments a frozen MobileNetV2 backbone (pretrained on ImageNet-1K) with a Squeeze-and-Excitation channel attention block. The architecture consists of four components in sequence:
· Frozen Backbone: MobileNetV2 with depth-wise separable convolutions and inverted residual bottlenecks, frozen (trainable = False). The final convolutional output has shape 7×7×1280.
· SE Block: Applied to the 7×7×1280 spatial feature map before global pooling. The SE block squeezes each channel to a scalar via global average pooling (producing a 1×1×1280 descriptor), excites channel-specific weights through two fully connected layers (Dense(80, ReLU) → Dense(1280, Sigmoid), reduction ratio 16), and scales the input feature map by the learned weights. This adds approximately 100k trainable parameters.
· Global Average Pooling: Reduces the recalibrated 7×7×1280 map to a 1,280-dimensional vector.
· Classification Head: Dropout(0.2) → Dense(128, ReLU) → Dropout(0.2) → Dense(6, Softmax). Approximately 150k trainable parameters.
Total trainable parameters: approximately 250k. The backbone’s 2.26M parameters are frozen and contribute 0 trainable parameters. The design choice to place the SE block before (rather than after) global pooling is the central architectural decision; placing it after pooling would operate on a 1,280-dimensional vector with no spatial structure, discarding information about which spatial locations contributed to each channel activation. The ablation study (Section IV.C) quantifies the consequence of this choice.
Baseline Models
Six baselines are compared under identical conditions:
· Baseline CNN: Three convolutional blocks (32-32-MaxPool, 64-64-MaxPool, 128-128-GlobalAvgPool) followed by Dense(256, ReLU), Dropout(0.5), and Dense(6, Softmax). Approximately 321k trainable parameters.
· CNN+SE: Baseline CNN with an SE block (reduction ratio 16) inserted after the final convolutional layer, adding approximately 2k parameters.
· CNN+CBAM: Baseline CNN with a CBAM block (sequential channel + spatial attention) after the final convolutional layer. Channel attention uses both average- and max-pooled features through a shared MLP; spatial attention uses a 7×7 convolution on concatenated pooled feature maps. Approximately 323k parameters.
· MobileNetV2 (frozen): Standard frozen transfer learning, training only the classification head (Dropout(0.2), Dense(128, ReLU), Dropout(0.2), Dense(6, Softmax); approximately 150k parameters).
· TinyViT: A custom lightweight Vision Transformer with 8×8 patch extraction projected to 64 dimensions, yielding 400 patches for a 160×160 input, processed through four Transformer encoder layers (4 attention heads, MLP hidden dimension 128, GELU activation, dropout 0.1). Classification head: global average pooling over patch tokens, Dense(128), Softmax. Approximately 402k parameters.
· Hybrid CNN-Transformer: A shallow CNN front-end (Conv2D(32)→MaxPool→Conv2D(64)→MaxPool, output 40×40×64 reshaped to sequence of 1,600 tokens) followed by a single Transformer encoder layer (4 heads, key dimension 64), global average pooling, and classification head. Approximately 251k parameters.
Training Configuration
All models were trained under an identical configuration to ensure fair comparison. The optimizer was Adam with sparse categorical cross-entropy loss. Batch size was 16 for all models. Maximum epochs was 30, with early stopping (patience 10, restore best weights) monitoring validation loss. Learning rates were 0.001 for randomly initialized CNNs (Baseline, CNN+SE, CNN+CBAM) and 0.0001 for pretrained and transformer models (MobileNetV2, MobileNetV2+SE, TinyViT, Hybrid), reflecting empirical practice: lower rates avoid catastrophic forgetting in pretrained models and stabilize transformer training. A ModelCheckpoint callback saved the best-validation-accuracy weights.
All experiments were conducted exclusively on an Intel Core i5 CPU (16 GB RAM), deliberately avoiding the NVIDIA GTX 1650 GPU available on the same system. This CPU-only constraint simulates resource-constrained industrial environments such as legacy production-line computers in emerging economies where GPU acceleration is not available. Software stack: Python 3.10, TensorFlow 2.16.1, Keras, NumPy, Scikit-learn. Training times ranged from ~30–50 minutes (scratch CNNs) to ~1.5 hours (frozen MobileNetV2 variants) to ~2.5–3.5 hours (TinyViT, Hybrid).
Evaluation Metrics
Performance was assessed on the held-out test set using: (1) overall accuracy (fraction of correctly classified samples); (2) per-class precision, recall, and F1-score computed from the confusion matrix; (3) the confusion matrix itself to identify specific misclassification patterns; (4) trainable parameter count from model.summary(); and (5) average inference time per sample measured over 100 test samples on CPU. Training and validation accuracy/loss curves were monitored to assess convergence and overfitting. For statistical validation, five independent runs were executed for the three highest-performing model variants, with mean accuracy, standard deviation, and 95% confidence intervals reported, and paired t-tests used to assess significance of accuracy differences.
Results and Discussion
Overall Classification Performance
Table 1 presents test accuracy, loss, and trainable parameter counts for all models. The proposed MobileNetV2+SE model achieves 98.15% accuracy, the highest among all models evaluated. This represents a 0.46 percentage point improvement over standard frozen transfer learning (97.69%). In relative terms, the error rate drops from 2.31% to 1.85%, a reduction of nearly 20%. The test loss of 0.0626 is lower than the frozen baseline (0.0781), indicating more confident and better-calibrated predictions. The modest parameter overhead 250k versus 150k for the frozen baseline translates to one of the best accuracy-per-parameter ratios among all models tested.
Table 1: Overall classification performance and model complexity for all evaluated models
	Model
	Test Accuracy (%)
	Test Loss
	Trainable Parameters
	Inference (ms)

	Baseline CNN
	90.28
	0.3244
	~321k
	4.2

	CNN + SE
	92.13
	0.2741
	~323k
	4.5

	CNN + CBAM
	91.67
	0.2900
	~323k
	4.7

	MobileNetV2 (frozen)
	97.69
	0.0781
	~150k
	5.1

	TinyViT (scratch)
	79.63
	0.5466
	~402k
	18.3

	Hybrid CNN-Transformer
	67.13
	0.8892
	~251k
	12.6

	MobileNetV2+SE (proposed)
	98.15
	0.0626
	~250k
	5.4


Attention-augmented scratch-trained CNNs improve over the baseline: CNN+SE gains 1.85 percentage points and CNN+CBAM gains 1.39 points. This confirms that channel and spatial attention mechanisms provide incremental benefits even without pretrained features. However, the absolute accuracy (≤92.13%) remains far below transfer learning methods, confirming that attention cannot substitute for ImageNet pretraining on a 1,440-image dataset. In absolute terms, the best scratch-trained CNN (CNN+SE at 92.13%) makes approximately 60 more errors per 1,000 samples than the proposed model a practically significant difference for industrial quality control where each missed defect can cause downstream failures.
SE outperforms CBAM for scratch-trained CNNs (+1.85% vs +1.39%), suggesting that channel recalibration provides the dominant benefit on this dataset, and that the additional spatial attention in CBAM introduces marginal overfitting risk without commensurate gain. Both transformer models fail substantially: TinyViT at 79.63% and the Hybrid at 67.13%, with training instability (wide fluctuations in validation accuracy) observed for the Hybrid. These outcomes are attributable to data hunger (1,440 images are insufficient for self-attention layers without pretrained initialization), absence of convolutional inductive biases, and possible hyperparameter sensitivity. The results are consistent with Hütten et al. (2022), who found that transformers require pretrained initialization or significantly larger datasets to surpass CNNs.
Per-Class Performance Analysis
Table 2 shows per-class precision, recall, and F1-score for the proposed model. Near-perfect scores are achieved across five of the six classes. The only meaningful imperfections are a patches precision of 0.93 (meaning 7% of patches predictions are false positives from other classes) and a pitted surface recall of 0.90 (meaning 10% of pitted surface samples are missed). These pairs patches/crazing and pitted surface/inclusion involve visually similar defect morphologies that challenge even human expert annotators.
Table 2: Per-class performance of the proposed MobileNetV2+SE model on the test set
	Class
	Precision
	Recall
	F1-Score
	Support (n)

	Crazing
	0.98
	1.00
	0.99
	36

	Inclusion
	1.00
	1.00
	1.00
	36

	Patches
	0.93
	1.00
	0.96
	36

	Pitted Surface
	1.00
	0.90
	0.95
	36

	Rolled-in Scale
	1.00
	1.00
	1.00
	36

	Scratches
	1.00
	1.00
	1.00
	36


The most critical class-level finding concerns crazing. Across all models, crazing consistently yields the lowest recall due to its fine, network-like crack patterns a texture that can be confused with uniform background or with the irregular surface of patches. Table 3 summarizes the per-class comparison across the three highest-performing models for this critical class:
Table 3: Crazing class performance progression across key model families
	Model
	Crazing Recall
	Crazing F1
	Overall Accuracy (%)

	Baseline CNN
	0.84
	0.85
	90.28

	CNN + SE (scratch)
	0.89
	0.89
	92.13

	MobileNetV2 (frozen)
	0.93
	0.96
	97.69

	MobileNetV2+SE (proposed)
	0.97
	0.99
	98.15


The progression from 0.84 (baseline CNN) to 0.89 (CNN+SE) to 0.93 (frozen MobileNetV2) to 0.97 (proposed) illustrates two effects: the large gain from switching to pretrained features (0.84→0.93, +0.09) and the additional, focused gain from adding channel attention to the frozen backbone (0.93→0.97, +0.04). The attention map analysis in Section IV.E mechanistically explains this latter gain.
For transformer models, per-class performance is uniformly poor. The Hybrid CNN-Transformer achieves crazing F1 of only 0.55, and TinyViT 0.70, confirming that global self-attention cannot substitute for pretrained local feature extraction on small datasets. The full per-class tables for all six models are available in the supplementary material.
Ablation Studies
Three ablation experiments were conducted, each modifying a single design choice while keeping all other settings identical. Results are summarized in Table 4.
Table 4: Ablation study results (all other training settings held constant)
	Variant
	Test Accuracy (%)
	Trainable Params
	Key Insight

	MobileNetV2+SE before pooling (proposed)
	98.15
	~250k
	Optimal: spatial SE + frozen backbone

	MobileNetV2+SE after pooling
	97.22
	~250k
	Spatial loss costs -0.93 pp

	MobileNetV2+SE, reduction ratio = 8
	97.69
	~340k
	No gain; over-parameterization

	MobileNetV2 unfrozen (last 10 layers)
	98.15
	~2.3M
	Same acc., 9× more params, 2× longer


SE Block Placement (Before vs. After Pooling): Moving the SE block from before to after global average pooling drops accuracy from 98.15% to 97.22%, a reduction of 0.93 percentage points. This is the largest single design decision in the proposed architecture. The mechanism is spatial: applied to the full 7×7×1280 feature map, the SE block can weight different channels differently at each spatial location before aggregation, preserving the ability to distinguish fine-grained spatial patterns such as crazing’s crack networks. Applied after pooling, the block operates on a 1,280-dimensional vector with all spatial structure discarded; channel recalibration at this point cannot recover spatial information. This result that SE placement before pooling is critical has not been previously reported in the steel defect classification literature.
Backbone Unfreezing (Last 10 Layers): Unfreezing the last 10 MobileNetV2 layers increases trainable parameters from 250k to approximately 2.3M (9×) and training time from ~1.5 hours to ~3 hours, but achieves the same 98.15% accuracy as the proposed frozen+SE model. This confirms that the SE block fully recovers the performance benefit of domain-specific fine-tuning while maintaining the computational advantages of a frozen backbone. The proposed model is therefore Pareto-dominant for practitioners who require high accuracy with minimal training cost.
SE Reduction Ratio (16 vs. 8): Using reduction ratio 8 instead of 16 adds ~90k extra parameters (340k total) and achieves 97.69% accuracy no better than the frozen baseline without the SE block. This counter-intuitive result suggests that a smaller intermediate dimension (80 units at ratio 16, versus 160 units at ratio 8) provides sufficient capacity for channel interaction on this dataset, and that the larger intermediate dimension may introduce slight over-parameterization of the attention mechanism relative to the small dataset. Reduction ratio 16 is confirmed as optimal.
Statistical Validation
Table 5 presents the results of five independent training runs for the three highest-performing model variants. A paired t-test comparing the proposed model to the frozen baseline yields p < 0.001, confirming that the 0.46 percentage point accuracy gain is statistically significant and not attributable to random variance across random seeds, data ordering, or weight initialization. The difference between the proposed model and the unfrozen variant is not significant (p = 0.42), confirming they are statistically equivalent in accuracy. The proposed model’s standard deviation (0.18%) is lower than the unfrozen variant’s (0.21%), suggesting that the frozen backbone also contributes to training stability by constraining the optimization to a smaller parameter space.
Table 5: Statistical validation across five independent training runs (paired t-test vs. frozen baseline)
	Model
	Mean Acc. (%)
	Std Dev (%)
	95% CI
	p vs. frozen

	MobileNetV2 (frozen)
	97.61
	0.24
	[97.37, 97.85]
	Reference

	MobileNetV2+SE (proposed)
	98.09
	0.18
	[97.91, 98.27]
	< 0.001

	MobileNetV2 (unfrozen)
	98.08
	0.21
	[97.87, 98.29]
	< 0.001



Training Dynamics and Convergence
The proposed MobileNetV2+SE model converges rapidly, reaching approximately 97% validation accuracy within the first five epochs and stabilizing at 98.15% by epoch 15. The training and validation accuracy tracks closely throughout (≤ 1% gap), indicating minimal overfitting. The test loss decreases monotonically until early stopping, without the characteristic U-shaped divergence that signals overfitting. This rapid convergence is a direct consequence of the frozen backbone: with 2.26M backbone parameters fixed, the 250k trainable parameters in the SE block and classification head constitute a low-dimensional optimization problem that is well-conditioned even on 1,008 training samples.
By contrast, scratch-trained CNNs converge more slowly (reaching ~90% validation accuracy after 20 epochs) and exhibit small but visible training/validation loss gaps, indicating mild overfitting despite dropout regularization. This demonstrates the inefficiency of scratch training on a 1,440-image dataset. Transformer models trained from scratch show the worst dynamics: TinyViT exhibits a widening training/validation gap after epoch 15 (overfitting), while the Hybrid CNN-Transformer shows erratic validation accuracy fluctuations (training instability), consistent with the known sensitivity of self-attention to learning rate and initialization without pretrained weights. These dynamics reinforce that the proposed model’s rapid convergence and stability are among its most practically valuable properties for resource-constrained environments.
Model Efficiency and Deployment Feasibility
Table 1 includes per-model inference times measured on CPU. The proposed model adds only 0.3 ms over the frozen baseline (5.4 ms vs. 5.1 ms per sample). At 5.4 ms per sample, the model can process approximately 185 images per second far exceeding typical production-line speeds of 10–20 images per second. Transformer models are 2.3× (Hybrid, 12.6 ms) to 3.4× (TinyViT, 18.3 ms) slower, yet achieve dramatically lower accuracy, representing an unfavorable trade-off.
From a deployment perspective, 250k trainable parameters requires approximately 1 MB of storage when saved in float32, well within the memory capacity of any modern industrial computer. Quantization to INT8 (which would further reduce model size and inference time by approximately 4×) was not explored in this study but represents a straightforward future step. The model’s architecture a single frozen backbone with a small attention block and head is also highly interpretable and auditable, a property valued in industrial quality-control contexts.
Explainability Analysis
To understand the mechanism behind the MobileNetV2+SE model’s accuracy gain, particularly for the challenging crazing class, SE attention maps were extracted from the SE block’s channel weights and projected back onto the spatial feature map. For crazing samples, the attention map concentrates on fine, network-like crack structures while suppressing channels responsive to uniform background texture. This focused channel recalibration explains why crazing recall improves from 0.93 to 0.97: the SE block learns to amplify channels sensitive to high-frequency crack patterns and suppress those dominated by smooth background regions, which closely resemble crazing texture to the backbone’s generic features.
For patches samples, attention maps show diffuse, amorphous activation patterns consistent with the non-localized nature of patch defects. For rolled-in scale, the attention map activates on the flaky, dark oxide formations that characterize this defect type. These three attention profiles are visually and quantitatively distinguishable, providing mechanistic evidence that the SE block learns class-discriminative channel representations rather than generic recalibrations. The direct consequence is visible in the confusion matrix: misclassifications between crazing and patches are reduced from 8 (baseline CNN) to 3 (proposed model), while the overall confusion matrix for the proposed model contains only 4 off-diagonal errors across 216 test samples (Table 6).
Table 6: Complete misclassification breakdown for the proposed MobileNetV2+SE model (216 test samples)
	True Class
	Predicted As
	Count
	Percentage of Class

	Pitted Surface
	Patches
	3
	8.3%

	Pitted Surface
	Crazing
	1
	2.8%

	All other classes
	—
	0
	0.0%


Comparison with State-of-the-Art
Table 7 contextualizes the proposed model’s performance against recently published results on the NEU dataset. Direct comparison is complicated by differences in input resolution, train/test split, and hardware conditions; results are provided with their experimental conditions for transparency.

Table 7: Comparison with published results on the NEU dataset (conditions differ across studies)
	Method
	Accuracy (%)
	Params
	Hardware
	Reference

	DenseNet201 + FC (full fine-tune)
	100.00
	~7M fine-tuned
	GPU
	Yang et al. (2025)

	ViT + SVM (frozen features)
	~99+
	~86M frozen
	GPU
	Yang et al. (2025)

	YOLOv11-EMD (detection)
	~96+ mAP
	N/A
	GPU
	Wang et al. (2025)

	ViT (from scratch, 96×96)
	96.39
	~86M
	GPU
	Park et al. (2024)

	MobileNetV2+SE (proposed)
	98.15
	~250k trained
	CPU only
	This work

	MobileNetV2 frozen (baseline)
	97.69
	~150k trained
	CPU only
	This work


The proposed model achieves 98.15% accuracy with only 250k trainable parameters under CPU-only conditions, while prior high-accuracy results require GPU hardware and either fully fine-tuned large models (DenseNet201, ~7M parameters updated) or very large frozen models (ViT, ~86M parameters total). For practical deployment contexts where GPU acceleration is unavailable, the proposed model represents the best-documented accuracy under such constraints. The comparison also highlights that the absolute accuracy ceiling on NEU (with balanced classes and 160×160 resolution) appears to be in the range of 98–100%, depending on resolution, model family, and fine-tuning strategy; the proposed model approaches this ceiling with a dramatically smaller trainable parameter budget.
Practical Implications
The findings offer concrete, evidence-grounded guidelines for industrial practitioners:
· Prioritize frozen transfer learning over scratch training. Even without any attention mechanism, a frozen MobileNetV2 (97.69%, 150k parameters) substantially outperforms the best scratch-trained CNN (92.13%, 323k parameters). The efficiency gain from not training the backbone is enormous on small datasets.
· Add a lightweight SE block before global pooling for a meaningful accuracy boost. The proposed model’s 0.46 percentage point gain (20% error reduction) for 100k additional parameters is a highly favorable trade-off. This single modification requires no changes to training infrastructure, no hyperparameter retuning, and no backbone modification.
· Avoid training transformers from scratch on small industrial datasets. The results confirm that transformers without pretrained initialization underperform in both accuracy and inference speed on datasets of this scale. If transformer-based models are desired, pretrained ViT or Swin-T variants should be used, with awareness that they add substantial computational overhead.
· Focus future improvement on the crazing class. Crazing remains the most challenging defect across all models, suggesting that dataset augmentation specifically targeting this class (e.g., crack synthesis via fractal noise), higher resolution processing, or multi-scale feature extraction may yield the next meaningful accuracy increment.
· The model is suitable for deployment on production-line hardware without GPU acceleration. At 5.4 ms CPU inference, 250k parameters, and approximately 1 MB model size, it is compatible with embedded computers (e.g., Raspberry Pi 4), industrial PLCs with onboard compute, and legacy workstations in emerging industrial economies such as Côte d’Ivoire.
Limitations and Future Work
Several limitations constrain the generalizability of the current findings. First, only the NEU dataset was used; the 1,440-image benchmark, while standard, does not capture the full variability of real production-line conditions (varying lighting, camera angles, surface rust, imaging artifacts). Evaluation on additional benchmarks (GC10-DET, Severstal, E-NEU) would strengthen external validity. Second, only one backbone architecture (MobileNetV2) was tested with the SE enhancement; applying the same approach to EfficientNet, ResNet50, or ConvNeXt-Tiny could reveal whether the accuracy gain is backbone-specific or generalizable. Third, the transformer baselines were trained from scratch; a fair comparison would include pretrained transformers (DeiT-S, Swin-T) fine-tuned with the same frozen+attention strategy, which is beyond the scope of this resource-constrained study. Fourth, only one SE placement was systematically evaluated; multi-layer SE insertion or combinations with CBAM were not explored. Fifth, no real-world production-line validation was conducted; environmental factors such as vibration, variable illumination, and motion blur could affect performance in ways not captured by standard dataset evaluation.
Future work should address these limitations through: cross-dataset generalization experiments; backbone ablation (EfficientNet, ResNet, ConvNeXt); pretrained transformer comparison (DeiT, Swin-T); multi-layer attention ablation; INT8 quantization and edge-device benchmarking (Raspberry Pi 4, Jetson Nano); and pilot deployment in collaboration with steel manufacturers in Côte d’Ivoire or another emerging economy. Longer-term, the SE-enhanced frozen transfer learning paradigm could be extended to defect detection (bounding box localization) and segmentation tasks using frozen detection backbones (YOLO, DETR), where channel attention before the feature pyramid neck may provide analogous benefits.
Conclusion
This paper proposed MobileNetV2+SE, a lightweight attention-enhanced transfer learning model for steel surface defect classification under CPU-only, resource-constrained conditions. The model freezes a MobileNetV2 backbone pretrained on ImageNet and inserts a single Squeeze-and-Excitation channel attention block before global average pooling, training only the SE block and a small classification head approximately 250k parameters in total.
Evaluated on the six-class NEU surface defect database against six conventional baselines under identical conditions, the model achieves 98.15% accuracy: 0.46 percentage points above standard frozen transfer learning (97.69%), approximately 6 percentage points above the best attention-augmented scratch-trained CNN (92.13%), and approximately 18–31 percentage points above transformers trained from scratch. The improvement is statistically significant (p < 0.001, five-run validation) and achieved with no increase in trainable parameters compared to unfreezing the backbone (which requires 9× more parameters for the same accuracy). Inference time is 5.4 ms per CPU sample suitable for real-time production-line deployment.
Ablation studies establish three key design principles: (1) the SE block must be placed before global pooling to preserve spatial structure; (2) the backbone should remain frozen for optimal parameter efficiency; (3) reduction ratio 16 is optimal. SE attention maps confirm the mechanistic explanation: channel recalibration amplifies crack-sensitive channels and suppresses background-texture channels, directly improving recall for the hardest defect class (crazing) from 0.93 to 0.97.
The central contribution of this work is establishing, for the first time, that lightweight channel attention applied to a frozen pretrained backbone provides meaningful, statistically significant, and interpretable accuracy gains on a small industrial defect dataset under resource constraints. This finding provides clear, evidence-based guidance for practitioners: when deploying defect classification systems on CPU-constrained hardware with limited labeled data, a frozen pretrained backbone with a well-placed channel attention block represents the optimal trade-off between accuracy, efficiency, interpretability, and deployment cost.
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