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ABSTRACT
Phishing attacks represent one of the most persistent and evolving threats in cybersecurity, exploiting human vulnerability as the weakest link in information security chains. Despite advances in rule-based and heuristic defences, these methods struggle against increasingly sophisticated obfuscation techniques. This study addresses that gap by developing and evaluating a machine learning-based phishing detection system using the Random Forest algorithm applied to a dataset of 8,000 URLs (5,000 phishing, 3,000 legitimate) sourced from PhishTank, OpenPhish, and verified institutional websites. Features were engineered across lexical, host-based, and content-based dimensions. The model achieved 95% accuracy, 93% precision, 92% recall, and an AUC-ROC score of 0.97 on a held-out test set, validated with 10-fold cross-validation. Beyond model development, the study implements an end-to-end deployment architecture by integrating the trained model into a real-time email monitoring pipeline. The system automatically scans incoming emails, extracts embedded URLs, performs feature analysis, and generates alerts for both end users and administrators, enabling timely threat mitigation. The proposed framework demonstrates a balance between detection accuracy and computational efficiency, making it suitable for real-world deployment in dynamic email environments. This work contributes a comprehensive feature engineering strategy, a scalable and reproducible system architecture, and a practical benchmark for real-time phishing detection using machine learning.
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INTRODUCTION
Phishing is among the most prevalent and damaging forms of social engineering, exploiting human cognition rather than technical vulnerabilities. By manipulating individuals through deceptive communications, attackers gain unauthorized access to sensitive credentials, financial accounts, and confidential organizational data. Email has emerged as the primary vector for such attacks, combining global reach, low cost, and the implicit trust users extend to familiar communication formats.
The scale of the problem is considerable. Phishing emails and business email compromise account for the majority of data breaches globally (Verizon, 2020). Individuals aged 35–44 have been identified as particularly vulnerable, frequently reporting the highest financial losses (DeNicola, 2024). Beyond direct financial harm, Hareesha et al. (2025) demonstrated that phishing attacks damage the reputation of institutions and reduce victims’ sense of digital safety and mental wellbeing. In the Nigerian context, where internet adoption is rapidly expanding but cybersecurity infrastructure and awareness remain nascent, these risks are amplified significantly.
Existing defences fall into three broad categories. Blacklist- and whitelist-based filtering identifies known malicious sources but fails against newly registered domains and obfuscated URLs (Patel & Chudasama, 2025). Content filtering analyses message text for suspicious patterns but is circumvented by attackers who continuously modify their language and structure (Smadi et al., 2018). User training programmes, while valuable, cannot fully compensate for human error under social pressure (Chicco et al., 2021). The increasing sophistication of phishing campaigns, now augmented by generative AI tools that produce grammatically correct and contextually convincing lures (ENISA, 2023), renders each of these defences insufficient in isolation.
Machine learning (ML) offers a fundamentally different paradigm: rather than matching against known signatures, ML models learn statistical patterns that distinguish phishing from legitimate content, enabling detection of novel attacks unseen during training. However, most existing studies evaluate ML models in isolation, without addressing the practical challenges of real-time deployment, class imbalance, or feature generalization across linguistic and regional contexts.
This study addresses these gaps through three primary contributions. First, it develops and evaluates a Random Forest-based phishing detection model using a curated multi-source dataset with comprehensive lexical, host-based, and content-based feature engineering. Second, it integrates the trained model into a live email monitoring pipeline, demonstrating end-to-end feasibility for institutional deployment. Third, it provides empirical evidence on model performance within the Nigerian cybersecurity context, an underrepresented setting in existing literature. 
The remainder of this paper is structured as follows: Section 2 reviews related literature; Section 3 describes the methodology; Section 4 presents and discusses results; Section 5 concludes with recommendations for future work.

LITERATURE REVIEW
Phishing remains a pervasive threat in the digital age, exploiting human vulnerabilities to gain unauthorized access to sensitive information. Despite advances in cybersecurity, phishing attacks have grown in sophistication, necessitating detection mechanisms that can adapt to evolving tactics. Machine learning has emerged as a promising approach, capable of identifying complex statistical patterns that elude traditional rule-based methods. This section reviews the evolution of ML-based phishing detection, key challenges in feature engineering, and persistent issues around adaptability and false positives.
The Evolution of Machine Learning in Phishing Detection
Early phishing detection models focused on extracting basic textual and structural features from email headers and bodies. Advances in natural language processing subsequently enabled richer semantic representations. Abdullah et al. (2020) conducted a comparative analysis of ML techniques, demonstrating that Random Forest and Support Vector Machines (SVM) outperformed traditional rule-based methods in both accuracy and adaptability. Verma and Das (2020) emphasised fast feature extraction from URLs as a critical enabler of efficient real-time classification.
More recent work has explored transformer-based architectures. Rifat et al. (2022) applied BERT and DistilBERT to SMS phishing detection, achieving 98.21% accuracy and outperforming classical models. Panharith et al. (2025) demonstrated that combining OSINT metadata with Random Forest and XGBoost substantially improved detection across multilingual (Arabic and English) corpora. Ajala (2025) compared Logistic Regression, Naive Bayes, and Multilayer Perceptron classifiers on a Kaggle phishing dataset, finding that the MLP achieved 98.57% accuracy, underscoring the advantages of non-linear architectures for capturing complex phishing patterns.
Key Challenges and Solutions in Feature Engineering
Feature engineering is the foundation of effective phishing detection. Sahingoz et al. (2020) demonstrated that combining lexical features (URL length, subdomain count, special character frequency) with host-based features (domain age, WHOIS information, IP reputation) substantially improved classification accuracy. Brindha et al. (2023) extended this framework by incorporating sender reputation and email header anomaly indicators.
Dimensionality reduction techniques including Principal Component Analysis (PCA) and Genetic Algorithms have been applied to refine high-dimensional feature spaces while preserving discriminative information (Arrieta et al., 2020). The challenge of ensuring that extracted features generalise to unseen data remains central; domain-shift between training and deployment environments continues to limit real-world effectiveness.
Persistent Issues: False Positives and Adaptability
High false-positive rates remain a major concern, as classifying legitimate emails as phishing erodes user trust and reduces system adoption. Mittal and Pandey (2021) proposed using precision-recall curves and the F1 score to balance detection sensitivity against false alarm rates. Mittal and Pandian (2024) further demonstrated that adaptive model updating—retraining on newly labelled samples—significantly improved long-term robustness against evolving phishing tactics.
The emergence of AI-generated phishing content poses a new challenge. ENISA (2023) identified the release of large language models as a turning point, enabling attackers to produce highly convincing phishing lures at scale without technical expertise. Kulal et al. (2025) introduced advanced text preprocessing pipelines specifically designed to detect LLM-generated phishing emails, highlighting the need for detection systems that evolve alongside the threat landscape.
Related Works	
Panigrahi and Borah (2021) provided a comprehensive review of ML approaches for phishing detection, noting that supervised models such as Random Forest and SVM consistently outperformed unsupervised alternatives, while deep learning architectures including CNNs and RNNs showed promise for large-scale deployment. Harikrishnan et al. (2018) demonstrated that combining Doc2Vec embeddings with SVM achieved 88.4% accuracy, and that TF-IDF with dimensionality reduction via SVD and NMF offered competitive performance at lower computational cost.
Kavya et al. (2022) confirmed that traditional ML algorithms, particularly Random Forest and SVM, provide a strong and interpretable baseline for URL-based phishing detection. Sahingoz et al. (2024) subsequently introduced DEPHIDES, a deep learning phishing detection system that improved on classical models when applied to large-scale datasets, attributing gains to superior feature abstraction.
Phishing attacks have expanded beyond email to mobile devices, IoT systems, and social media platforms (Popescul & Radu, 2025). Dwivedi et al. (2023) documented the exploitation of metaverse environments, where scammers create counterfeit virtual stores to harvest credentials and cryptocurrency payments. Jain et al. (2026) conducted a comparative study of human and machine confidence in phishing detection, finding that automated systems substantially outperformed human judgement, particularly under time pressure—corroborating the theoretical motivation for automated detection systems.
Ismail et al. (2025) evaluated multiple classification algorithms for phishing detection, reporting that ensemble methods consistently produced the highest accuracy across diverse datasets. Patel et al. (2025) confirmed Random Forest superiority over Decision Tree and SVM baselines on URL-based features. The present study builds directly on these findings, extending them by integrating the model into a real-time deployment pipeline and evaluating performance within the Nigerian institutional context.

METHODOLOGY
This chapter describes the end-to-end methodology for developing, evaluating, and deploying the phishing detection system. The pipeline comprises four stages: data collection, data preprocessing and feature engineering, model development and evaluation, and system integration.
Data Collection
A dataset of 8,000 URLs was assembled from multiple reputable sources to ensure coverage of current phishing tactics. Phishing URLs (n = 5,000) were obtained from PhishTank and OpenPhish, both of which provide continuously updated, community-verified phishing records. Legitimate URLs (n = 3,000) were drawn from government portals (.gov domains), accredited educational institutions (.edu domains), and established commercial websites with verified WHOIS records. Each URL was labelled as ‘phishing’ or ‘legitimate’ and stored in a structured CSV format.
The dataset reflects a deliberate class distribution of 62.5% phishing to 37.5% legitimate, representative of observed phishing prevalence in monitored email environments. To mitigate the effects of this imbalance during training, class-weighted loss was applied within the Random Forest model, assigning higher misclassification penalties to the minority (legitimate) class. This approach was preferred over synthetic oversampling to preserve the statistical properties of the original data.
Table 1: Sample data structure
	URL
	Label

	http://examplephishing.com
	Phishing

	http://government.gov
	Legitimate

	http://phishingsite.net
	Phishing

	http://university.edu
	Legitimate


Data Preprocessing and Feature Engineering
Raw URLs were preprocessed through three steps: duplicate removal, invalid entry filtering, and normalization. Numerical features were scaled to the range [0, 1] using min-max normalization to ensure comparability across features with differing magnitudes.
Features were extracted across three categories: lexical, host-based, and content-based. Lexical features capture structural properties of the URL string itself; host-based features provide contextual information about the domain; content-based features characterize the nature of the linked page.
Table 2: Extracted features for phishing detection
	Feature type
	Example features
	Description

	Lexical
	URL length, subdomain count, special character frequency, presence of IP address, use of URL shorteners
	Structural and syntactic properties of the URL string that indicate obfuscation or deceptive formatting

	Host-based
	Domain age, WHOIS registration data, IP reputation, hosting country, DNS record anomalies
	Contextual properties of the domain that indicate legitimacy or suspicious infrastructure

	Content-based
	Page title mismatch, form action URL discrepancy, external link ratio, presence of login fields, favicon source domain
	Properties of the webpage content that reveal deceptive intent independent of the URL structure


Model Development
The Random Forest algorithm was selected for its robustness to overfitting, ability to handle high-dimensional feature spaces, and interpretable feature importance scores. The dataset was partitioned into 80% training (6,400 URLs) and 20% testing (1,600 URLs) subsets using stratified sampling to preserve class proportions.
Each tree in the ensemble was trained on a bootstrap sample of the training data. At each node split, a random subset of features was considered, reducing inter-tree correlation and improving generalisation. The final classification for each URL was determined by majority vote across all trees.
Hyperparameter tuning was conducted via grid search with 5-fold cross-validation on the training set. The parameters explored and their optimal values are shown in Table 3.
Table 3: Hyperparameter tuning results
	Hyperparameter
	Values tested
	Optimal value
	Rationale

	n_estimators
	50, 100, 200
	100
	Best accuracy-to-training-time ratio

	max_depth
	10, 15, 20
	15
	Prevents overfitting while capturing complex patterns

	min_samples_split
	2, 4, 6
	4
	Reduces noise sensitivity without underfitting

	class_weight
	None, balanced
	balanced
	Compensates for 62/38 class imbalance


Model Evaluation
Model performance was assessed using four standard metrics: accuracy (overall correctness), precision (proportion of predicted phishing URLs that were genuinely phishing), recall (proportion of actual phishing URLs correctly identified), and F1 score (harmonic mean of precision and recall). The ROC-AUC score measured the model’s discriminative ability across decision thresholds.
To ensure robustness, 10-fold cross-validation was applied to the full dataset. The model was trained and evaluated 10 times on non-overlapping folds; mean performance and standard deviation are reported in Table 4.
Table 4: 10-fold cross-validation performance
	Fold
	Accuracy
	Precision
	Recall
	F1 score

	Fold 1
	95.2%
	93.4%
	92.1%
	92.7%

	Fold 2
	94.8%
	92.9%
	91.8%
	92.3%

	Fold 3
	95.5%
	93.7%
	92.6%
	93.1%

	Fold 4
	94.6%
	92.5%
	91.4%
	91.9%

	Fold 5
	95.3%
	93.2%
	92.3%
	92.7%

	Fold 6
	95.0%
	93.0%
	91.9%
	92.4%

	Fold 7
	94.9%
	92.8%
	92.0%
	92.4%

	Fold 8
	95.4%
	93.5%
	92.4%
	92.9%

	Fold 9
	94.7%
	92.6%
	91.6%
	92.1%

	Fold 10
	95.1%
	93.1%
	92.2%
	92.6%

	Mean ± SD
	95.1% ± 0.3%
	93.1% ± 0.3%
	92.0% ± 0.4%
	92.5% ± 0.3%





Table 5: Model evaluation metrics on held-out test set
	Metric
	Value
	Description

	Accuracy
	95%
	Overall percentage of correct predictions on the held-out test set

	Precision
	93%
	Proportion of predicted phishing URLs that were genuinely phishing

	Recall
	92%
	Proportion of actual phishing URLs correctly identified

	F1 score
	92.5%
	Harmonic mean of precision and recall

	AUC-ROC
	0.97
	Discriminative ability across all classification thresholds


Confusion Matrix
The confusion matrix provides a detailed breakdown of prediction outcomes on the 1,600-URL test set. True Positives (TP) are phishing URLs correctly classified as phishing. True Negatives (TN) are legitimate URLs correctly classified as legitimate. False Positives (FP) are legitimate URLs incorrectly flagged as phishing. False Negatives (FN) are phishing URLs that evaded detection.
Table 6: Confusion matrix on held-out test set (n = 1,600)
	
	Predicted: Phishing
	Predicted: Legitimate

	Actual: Phishing
	920 (TP)
	80 (FN)

	Actual: Legitimate
	60 (FP)
	540 (TN)


System Integration and Real-Time Deployment
Following model evaluation, the trained Random Forest classifier was integrated into a real-time email monitoring pipeline. The system was connected to an institutional email server via IMAP, enabling it to intercept and analyse incoming messages continuously. For each email received, the system extracted all embedded URLs, computed the feature vector for each URL, and passed the vector to the classifier for prediction.
A browser extension was developed as a complementary interface for end users accessing email via Gmail (mail.google.com) and Outlook (outlook.live.com). The extension’s content script automatically scans email bodies for URLs upon page load, queries the deployed classifier API, and displays inline warnings adjacent to flagged links without requiring any user interaction. This design minimises friction while maximising visibility of detected threats.
Two alert modes were implemented. User-facing alerts display inline warnings within the email client when a phishing URL is detected, providing the URL, the model’s confidence score, and a recommended action. Administrator notifications deliver detailed reports to security personnel, including the full extracted feature vector, enabling audit and further investigation. A domain and IP blocklist was maintained and updated automatically based on confirmed positives, reducing latency for repeat offenders.
Table 7: Real-time feature extraction example
	URL
	URL length
	Subdomain count
	Domain age
	IP reputation
	Special characters

	http://phishingsite.com
	85
	3
	1 month
	Blacklisted
	5

	http://government.gov
	25
	1
	5 years
	Safe
	0



RESULTS AND DISCUSSION
The Random Forest model achieved 95% accuracy, 93% precision, 92% recall, an F1 score of 92.5%, and an AUC-ROC of 0.97 on the held-out test set. These results were consistent across all 10 cross-validation folds (standard deviation ≤ 0.4%), indicating that the model generalises reliably rather than overfitting to training data. The high AUC-ROC score (0.97) confirms strong discriminative ability across the full range of decision thresholds, which is particularly important in deployment contexts where the optimal operating threshold may need to be adjusted based on institutional risk tolerance.
The confusion matrix (Table 6) reveals that 80 phishing URLs were misclassified as legitimate (false negatives) and 60 legitimate URLs were incorrectly flagged (false positives). False negatives carry the higher operational risk, as undetected phishing URLs may result in credential theft or malware installation. False positives, while less dangerous, reduce user trust and may lead to alert fatigue. The current false positive rate of approximately 10% on the legitimate class warrants further reduction in future iterations, particularly for enterprise deployments where legitimate business communications must not be disrupted.
Feature importance analysis revealed that URL length, subdomain count, and domain age were the three most discriminative lexical and host-based features, consistent with findings from Sahingoz et al. (2020) and Verma and Das (2020). Content-based features, particularly login-field presence and form action URL discrepancy, contributed meaningfully to detection of credential-harvesting pages that might otherwise evade URL-only analysis.
Table 8 benchmarks the proposed model against closely related published work. The proposed model achieves the highest accuracy (95%) and AUC-ROC (0.97) among the compared studies. Notably, the integration of content-based features alongside lexical and host-based features, absent in several compared studies, is likely responsible for the performance advantage over URL-only approaches.
Table 8: Comparison of proposed model with related works
	Study
	Algorithm
	Features
	Accuracy
	Recall
	Precision

	Patel et al. (2025)

	Random Forest
	URL, HTML, WHOIS
	92%
	88%
	-

	
	Decision Tree
	URL, HTTPS, Subdomains
	85%
	80%
	-

	
	SVM
	URL, content-based
	88%
	84%
	-

	
	Neural Network
	All Features
	95%
	93%
	

	Ismail et al. (2025)

	Decision Tree
	Website phishing data
	87.82%
	87.48%
	86.53%

	
	Random Forest 
	Website phishing data
	87.82%
	85.66%
	86.58%

	
	K-Nearest Neighbour
	Website phishing data
	85.61%
	78.86%
	80.73%

	
	SVM
	Website phishing data
	82.66%
	64.03%
	75.55%

	Proposed model (this study)
	Random Forest
	Lexical + host-based + content-based
	95%
	92%
	93%


CONCLUSION
This study developed, evaluated, and deployed a machine learning-based phishing detection system that achieved 95% accuracy, 93% precision, 92% recall, and an AUC-ROC of 0.97 using a Random Forest classifier trained on 8,000 labeled URLs. These results demonstrate that carefully engineered features spanning lexical, host-based, and content-based dimensions, combined with an ensemble learning approach, produce a robust phishing detector that outperforms comparable published systems.
Beyond model performance, this study contributes a complete deployment architecture integrating the classifier into a real-time email monitoring pipeline with browser-extension-based user alerting. The practical feasibility of this architecture was demonstrated within an institutional context relevant to the Nigerian cybersecurity landscape, where this study represents one of the first empirical investigations of automated phishing detection.
Phishing is not a static threat; as detection improves, attack strategies evolve. Sustaining effective protection will require ongoing model adaptation, expansion to additional attack vectors, and integration of explainability mechanisms that allow users and administrators to understand and trust automated decisions. This study provides a rigorous foundation and a replicable framework upon which these future advances can be built.
Key Contributions of the study
This study contributes to the existing body of knowledge through three key innovations that distinguish it from prior work:
(1) Tri-dimensional feature framework: While many existing phishing detection approaches rely primarily on lexical features or a combination of lexical and host-based attributes, this study proposes a comprehensive tri-dimensional feature framework. In addition to lexical and host-based features, the model incorporates content-based indicators such as login-field presence, form action URL discrepancies, external link ratios, and favicon source domains. This enriched feature representation enables the detection of sophisticated phishing attempts that are engineered to evade traditional URL-based analysis but exhibit malicious intent within webpage content.
(2) End-to-end deployment architecture: In contrast to studies that focus solely on offline model evaluation, this work presents a fully implemented end-to-end phishing detection system integrated into a real-time email monitoring pipeline. The system includes server-level integration via IMAP, a browser extension interface compatible with major webmail platforms, an automated feature extraction module, and a dual-mode alerting mechanism for both end users and administrators. Additionally, the system incorporates a dynamic domain blocklist for proactive threat mitigation. This practical implementation provides a scalable and reproducible framework suitable for real-world deployment.
(3) Practical and scalable detection framework: Beyond model performance, this study emphasizes the development of a lightweight and scalable detection system capable of operating in real-time environments. By leveraging an efficient Random Forest classifier combined with optimized feature engineering, the proposed framework achieves high detection accuracy while maintaining low computational overhead. This balance between performance and efficiency makes the system adaptable to diverse deployment scenarios, including environments with limited computational resources.
5.2 Limitations and Future Work
1. Handling evolving phishing techniques: Future work should incorporate adaptive retraining pipelines that update the model incrementally as new phishing samples are confirmed, reducing the degradation in detection rate that occurs as phishing tactics drift from the training distribution.
2. Reducing false positive rates: The current 10% false positive rate on the legitimate class warrants investigation of context-aware post-processing, such as sender reputation scoring and historical communication pattern analysis, to reduce unnecessary alerts in enterprise settings.
3. Multi-vector detection: Extending the detection framework to analyse email attachments, QR codes, and embedded scripts in addition to URLs would address phishing vectors that currently bypass URL-only monitoring.
4. Cloud-scale deployment: Transitioning the pipeline to a cloud-native architecture (e.g., containerised microservices with auto-scaling) would enable processing of the large email volumes typical of enterprise environments without performance degradation.
5. Deep learning integration: Transformer-based models such as BERT and DistilBERT have demonstrated accuracy exceeding 98% in comparable tasks; future work should evaluate whether such architectures offer material gains over Random Forest in this specific deployment context.
6. Explainability: Integrating SHAP or LIME explanations into the alert interface would allow users and administrators to understand which features drove a phishing classification, increasing trust and enabling informed override decisions.
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