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ABSTRACT
Big-volume database systems support important processes in financial services, medicine, Internet shopping, and government services. With these systems increasing in volume, speed, and complexity, anomaly detection, such as security breaches, fraudulent transactions, performance deterioration, and data corruption has become a top priority issue. The frequent high-dimensionality and dynamism of contemporary database settings are difficult to cope with using traditional rule-based and purely statistical methods. This systematized literature review (SLR) explores machine learning (ML) and deep learning (DL)-powered anomaly detection techniques used on both large-scale database systems and database transactions. In the PRISMA 2020 format, the review is a synthesis of 43 high-quality studies published in 2015-2025 about IEEE Xplore, ACM Digital Library, Scopus, Web of Science, ProQuest, and ResearchGate. A primary search revealed 1,247 studies, which were rigorously screened on inclusion criteria and a quality assessment model consisting of 10 criteria. The review provides answers to four research questions (types of anomalies and methods of ML, implementation issues, and implications). Results have shown that unsupervised and semi-supervised paradigms are predominant as there is a lack of labelled anomaly data, whereas deep learning models, especially LSTM-based autoencoders, hybrid Isolation Forest structures, and Graph Neural Networks have shown strong detection capabilities. F1-scores of over 0.90 and inference times less than 50ms are obtained with Hybrid methods using Isolation Forest to screen high numbers of samples in a short time, and LSTM-Autoencoders to analyze them in detail. Ongoing gaps in the research are extreme class imbalance (anomaly rates less than 0.1%), practical processing limitations (latency less than 100ms in financial systems), poor explainability and the lack of standardised database-specific benchmarks. The review gives evidence-based researcher and practitioner directions to develop robust, interpretable and production-ready anomaly detection systems in the context of large-scale databases.
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INTRODUCTION
Anomaly detection refers to the identification of data points, patterns, or sequences that significantly deviate from expected system behavior (Nassif et al., 2021). Such deviations can also signal critical events, such as fraudulent transactions, unauthorized access to data, SQL injection attacks, performance bottlenecks, transaction failures, and data corruption, in large-scale database systems, such as distributed database management systems (DBMS), online transaction processing (OLTP) systems, cloud databases, data warehouses, and big data systems (Dreshaj et al., 2025) (Ali et al., 2025).
Contemporary database operations operate at a great scale. Large financial institutions handle more than 100 million transactions in a single day and the log data is in terabytes, which requires uninterrupted anomaly detection. The global loss of fraud in the transactions is expected to reach to $1.2 trillion in 2025. In addition to financial fraud, performance issues and security breaches can cause system downtime, regulatory fines, and permanent data loss (Ali et al., 2025) (Al-Amri et al., 2021).
The conventional rule-based monitoring methods have proven to be extremely ineffective when scaled up: the rules are brittle with growing system complexity, the adversaries evolve to bypass fixed thresholds, and the high false alert rates are a source of alert fatigue within the operations teams (Aldweesh et al., 2020) (Budiansyah et al., 2025). Machine learning offers a flexible alternative, which learns the representation of normal behaviour based on data and detects anomalies without using elaborate hand-written rules. Machine learning, such as traditional algorithms (like Support Vector Machines (SVM) and the Random Forests algorithm), and more modern architectures like LSTM-based autoencoders or Graph Neural Networks (GNNs), is more adaptable and has a higher detection rate in high-volume high-dimensional database settings (Nassif et al., 2021) (Cavallaro et al., 2023).
Nevertheless, a number of issues specific to database environments persist: (i) heterogeneity and large scale of database and transaction logs; (ii) extremely high imbalance of classes, with anomaly rates under 0.1; (iii) lack of labeled reference datasets specific to database workloads; (iv) highly real-time processing requirements, e.g. sub-100 mms latency in financial systems; and (v) low explain (Dreshaj et al., 2025) (Landauer et al., 2023) (Budiansyah et al., 2025) (Ali et al., 2025).
This literature review is a synthesis of existing information on machine learning-based anomaly detection in large-scale database systems and transaction-specific settings. The objectives of this review are to:
1. Establish and list machine learning and deep learning methods used to detect anomalies in big databases and transaction systems.
2. Categorize the types of anomalies, such as intrusions, fraud, performance problems, and log errors and data sources, such as logs, query traces, transaction records and network metadata.
3. Synthesize the datasets, performance measures, and experimental designs of the studies reviewed.
4. Determine challenges of implementation and implications in practice to deployment of production.
5. Identify gaps in research and suggest particular future research directions.

LITERATURE REVIEW
This section gives a theoretical background that is required to learn about machine learning-based anomaly detection in database systems. It addresses the principles of anomaly detection, general machine learning methods, deep learning and graph-oriented, transaction-specific, and cross-cutting research gaps.
Anomaly detection fundamentals
Anomaly detection, also known as outlier detection, identifies instances that differ from an expected pattern or model (Nassif et al., 2021). There are three major types of anomalies: point anomalies, a single anomalous instance; contextual anomalies, anomalous within a particular context (e.g. a N5,000 transaction at 3 a.m. by a new vendor); and collective anomalies, a sequence of individually normal instances that is anomalous as a group (e.g. small card-testing transactions before a large fraudulent purchase) (Nassif et al., 2021)(Ma et al., 2023)(Moldovan & Iantovics, 2025).
In database systems, such types of anomalies include unauthorized single-query access, query anomalies during maintenance periods, and multi-step exfiltration campaigns or fraud rings. (Dreshaj et al., 2025) (Ali et al., 2025). Recognizing these variations is essential for selecting appropriate detection architectures, as different machine learning models are suited to specific anomaly types.
Contemporary OLTP systems store ACID properties through mechanisms like Write-Ahead Logging (WAL), two-phase locking, and Multi-Version Concurrency Control (MVCC). Transaction logs can be used to enable crash recovery, as well as audit trails, which are the main source of data to be used in detecting anomalies. The heterogeneity of logs between DBMS platforms (PostgreSQL, MySQL, Oracle, MongoDB, Cockroach DB) makes it very difficult to create generalizable detection models (Dreshaj et al., 2025) (Yoon et al., 2016).
The main types of detection paradigms include supervised, unsupervised, and semi-supervised. Unsupervised and semi-supervised techniques prevail in the literature as there are few labelled anomaly data available in production settings. (Nassif et al., 2021) (Rafique et al., 2024) (Cavallaro et al., 2023). Additionally, reinforcement learning-based approaches have emerged for responsive threshold learning inside dynamic environments (Arshad et al., 2022).
Machine learning for anomaly detection: general surveys
In their study, Nassif et al. (2021) performed a systematic literature review of 290 articles, listing more than 29 machine learning models used in anomaly detection across security, medical, IoT, cloud, and logs fields. They have analysed that unsupervised detection prevails because there is a limited amount of labelled anomaly data. Tahir et al. (2025) also investigated state-of-the-art machine learning and deep learning approaches to the complex data structures with focus on the approaches that can process high-dimensional and heterogeneous data states that are routinely observed in distributed database and OLTP systems(Nassif et al., 2021)(Tahir et al., 2025).
Random Forest and Support Vector Machines (SVM) are often the most mentioned generic models in the case of security situations, often reaching 95 percent accuracy on standard test sets (Zapata-Cortes et al., 2024) (Budiansyah et al., 2025). Budiansyah et al. (2025) performed a targeted systematic literature review of 2020-2025 literature on cybersecurity and discovered that the standard models are effective in cases of well-defined attacks, but do not cope with class imbalance, novel variants, and real-time issues, which have a direct impact on the detection of database anomalies.
General anomaly detection studies are typically evaluated with reference datasets like NSL-KDD, UNSW-NB15, CICIDS2017 and KDDCup99 (Aldweesh et al., 2020) (Al-Amri et al., 2021) (Budiansyah et al., 2025) (Hu et al., 2022) (Rafique et al., 2024). Nevertheless, these datasets are mostly network traffic models as opposed to database-related workloads, which introduces a large gap in domains, which restricts generalizability of results to database log and transaction anomaly detection (Dreshaj et al., 2025) (Landauer et al., 2023).
A review of machine learning models to detect early anomalies across various fields by Zapata-Cortes et al. (2024) demonstrated that ensemble models and neural architecture often outperform single-model baselines. In the analysis, they also noted that F1-score, Precision-Recall AUC and Matthews Correlation Coefficient are more informative measures of evaluation, compared to raw accuracy when the conditions are class-imbalance (as is usual with anomaly detection)(Zapata-Cortes et al., 2024)
Deep learning, Deep reinforcement learning, and graph methods
Moldovan and Iantovics (2025) give a wide overview of the developments in deep learning in the domain of anomaly detection, recording the significant improvements in performance of autoencoders, probabilistic autoencoders (VAEs), convolutional neural networks (CNNs) and recurrent neural networks in detecting anomalies in high-dimensional, unstructured data. In the context of log-based anomaly detection, a narrow-systematized review by Landauer et al. (2023) showed that long short-term memory networks can effectively represent time-dependent faults in log sequences, a prerequisite to detect multi-step-based intrusions or stepwise performance deterioration. Autoencoders conditioned on normal log data identify cases with large reconstruction error as anomalous, and have F1-scores of 0.85 to 0.95 on benchmark data (Moldovan & Iantovics, 2025)(Landauer et al., 2023).
Deep Reinforcement Learning (DRL) is a new paradigm. Arshad et al. (2022) discovered that DRL agents can learn adaptive detection policies that apply to database systems whose workload patterns vary as a result of application updates and schema changes significantly better than classical and standard deep learning approaches that do not learn adaptive policies to changing environments with no labels. Nonetheless, DRL methods are computationally intensive and hard to implement when facing hard latency constraints (Arshad et al., 2022).
The relational database systems have contributed to the popularity of Graph Neural Networks (GNNs). Ma et al. (2023) conducted a survey of deep learning methods to detect anomalies in graph-structured data in finance, social networks, and IoT. GNNs represent database transactions involving queries, users, tables, and transactions as graphs, detecting relational anomalies that cannot be detected with sequential models, including coordinated multi-user exfiltration or fraud ring operations checked GNNs have been used to detect financial fraud, reporting state-of-the-art performance but with limited unsupervised exploration (Ma et al., 2023) (Motie & Raahemi, 2024). Motie and Raahemi (2024).
In a survey of deep-learning-based intrusion and Internet-of-Things anomaly detection, Aldweesh et al. (2020) and Rafique et al. (2024) list scale, instantaneous processing, and data imbalance as the most challenging problems. These issues have a direct impact on the detection of anomalies in databases (Aldweesh et al., 2020) (Rafique et al., 2024).
Transaction and log-specific methods
Extensive studies on transaction anomaly detection have demonstrated various significant architectural patterns. Isolation Forest (IF), which works with isolation trees based on the path length as an anomaly score, was proposed by Liu et al. (2008) and has been the most popular baseline in transaction anomaly detection literature (34 of 43 studies). It has been appreciated in its computational efficiency, inference of less than 10 mms per transaction, and appropriateness to high-dimensional transaction attribute spaces. Extended Isolation Forest (EIF) is an extension of axis-aligned partitions with 5-15% improvements in detection rate of certain types of anomalies (Liu et al., 2008) (Hariri et al., 2021). 
The sequence models that are based on LSTMs (29 out of 43 studies) are the best at identifying collective transaction anomalies that span multiple records. The most widespread architecture is bidirectional long short-term memory model with attention, based on sequence lengths of 10-50 transactions. Research documents 15-25% of improvement in comparison to non-sequential account takeover detection methods (Yang et al., 2021) (Ali et al., 2025) (Jurgovsky et al., 2018). Hybrid LSTM Autoencoders, a combination of sequence reconstruction and anomaly scoring through reconstruction error, have reached more than 93% accuracy and less than 50 mms inference time (Tran et al., 2020).
Transactional analysis has been complemented by semantic log processing. Log parsing frameworks are used to extract structured templates out of unstructured log data, and semantic vectorization models (e.g. Template2Vec, Log BERT) encode log events into representation spaces where they can be scored using ML-based anomaly scoring (Meng et al., n.d.) (Guo et al., 2021) (X. Zhang et al., 2019). Zhang et al. (2024) showed multivariate log-based distributed database failure diagnosis, whereas Du et al. (2017) implemented Deep Log as a simple system log anomaly detector based on LSTM (Zhang et al., 2024) (Du et al., 2017).
The trend in 43 transaction-oriented studies with 28 studies (65% of all transaction-oriented research) was hybrid approaches that consisted of two or more techniques. The most popular format uses Isolation Forest to screen the first stage in a short time and then LSTM-Autoencoder to analyze in-depth the second stage, achieving real-time performance without loss of the detection efficiency and reducing false positives by 30-50 percent than single-model settings (Priyanto et al., 2021) (Tran et al., 2020) (Saraswathi & Selvakumar, 2025).
Cross-cutting challenges and research gaps
Scalability remains a major consideration: methods based on kernel such as SVM are not efficient at scaling to the millions of events per second produced by large-scale database systems. High-level models such as deep learning need to be optimized to run on a stream (Tahir et al., 2025) (Dreshaj et al., 2025) (Al-Amri et al., 2021) (Rafique et al., 2024) (Cavallaro et al., 2023).
There is another challenge associated with real-time detection. The latency needed in financial systems is generally sub-100 mms to make a fraud decision, and payment processors aim at 20–50 mms, including ML inference. Isolation Forest satisfies this need with inference below 10 mms; to achieve these latency targets, deep learning models need support of a GPU, model quantization, or tiered architectures (Ali et al., 2025) (Al-Amri et al., 2021) (Moldovan & Iantovics, 2025).
The issue of class imbalance is inherent in anomaly detection. In credit cards the rate of real-world fraud is between 0.1 and 0.5 per cent and in e-commerce less than 1 per cent with security anomalies occurring in database logs possibly being less than 0.01 per cent of the entries. Common supervised models that are trained using an unbalanced data tend to be highly accurate in general but fail to detect the majority of anomalies. It is widely suggested that unsupervised and semi-supervised methods should be used, and the Precision-Recall AUC is more appropriate to evaluate imbalance (Huang et al., 2020) (Desai et al., 2025) (Dal Pozzolo et al., n.d.).
Explainability plays a vital role in the operational and regulatory contexts, where the decisions made by financial institutions about frauds need to be justified to customers and regulators. There are 18 studies based on SHAP values, 12 based on LIME, and 8 based on attention visualization (Ribeiro et al., 2016). Deep learning models, especially autoencoders and LSTMs, however, are mostly black boxes with detection scores, but no actionable explanations to be provided (Landauer et al., 2023) (Al-Amri et al., 2021) (Moldovan & Iantovics, 2025).
The concept drift, i.e. changing patterns of transactions and fraud schemes with time, influences 26 out of 43 transaction-oriented studies. Untrained Static models degrade by 1020/year without retraining. It is suggested to use online learning and periodical retraining strategies, but their impact on production must be controlled (Yang et al., 2021) (Ali et al., 2025) (L. Zhang et al., 2024).
Other gaps of large-scale database systems are that little has been explored on using DRL and GNN to monitor database workloads; no physics-aware or domain-acquired models exist with database constraints, such as ACID properties and referential integrity; no standardized benchmarks on database log anomalies such as NSL-KDD on network intrusion detection (Wu et al., 2024)(Corli et al., 2025)(Dreshaj et al., 2025)(Landauer et al., 2023).
METHODOLOGY
This systematic literature review followed the PRISMA 2020 guidelines (Page et al., 2021) and the Kitchenham et al. (2009) SLR framework, which divides the process into planning, conducting, and reporting phases. These guidelines were also adopted in comparable anomaly detection systematic literature reviews (Nassif et al., 2021) (Tahir et al., 2025) (Arshad et al., 2022) (Budiansyah et al., 2025) (Rafique et al., 2024) (Cavallaro et al., 2023).
Search strategy and databases
Six large academic databases were searched, namely, IEEE Xplore, ACM Digital Library, Scopus, ProQuest, and ResearchGate. The search was carried out in February 2026, and it used a combination of terms in three dimensions: (i) anomaly or outlier detection; (ii) machine learning, deep learning, LSTM, autoencoder, and Isolation Forest; and (iii) database systems, transaction logs, OLTP, or database workloads. Examples search terms were: database log anomaly detection machine learning, OLTP transaction anomaly LSTM, ML-based database intrusion detection, (machine learning OR deep learning OR LSTM OR autoencoder OR isolation forest) AND (anomaly detection OR fraud detection) AND (database transaction OR transaction log OR OLTP).
Inclusion and exclusion criteria
The inclusion criteria were that the studies: (i) used one or more ML or DL methods to detect anomalies; (ii) used database systems, transaction logs, OLTP workloads, or tightly coupled monitoring systems as the target; (iii) had empirical findings with quantifiable measures of evaluation; and (iv) were published in peer-reviewed journals or conference papers in the English language. They were eliminated in the studies: (i) that only used rule-based or non-ML statistical tools; (ii) that only addressed non-database domains, e.g. network-only intrusion detection or blockchain/cryptocurrency, not database anomaly detection; (iii) that were not peer-reviewed, including widely cited foundational technical reports and working papers; or (ii) were duplicates.
Study selection process
The PRISMA 2020 four stage selection was used. The search of databases in the identification phase created an initial pool of 1,247 candidate papers. In the screening phase, titles and abstracts were analyzed to eliminate duplicates and irrelevant studies. During the eligibility phase, full texts were evaluated with inclusion and exclusion criteria. Lastly, during the inclusion stage, the studies that satisfied all the criteria were included in data extraction. The conflict was solved by means of dialogue and agreement.














Figure 1: PRISMA 2020 flow diagram illustrating the study selection process
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Data extraction
Each study included was subjected to a standardized extraction form. Fields that were recorded were publication year, type of anomaly, source of data, machine learning method(s), detection paradigm (supervised, unsupervised, semi-supervised, reinforcement learning), dataset(s), metrics of evaluation (accuracy, F1-score, AUC-PR, AUC-ROC, detection latency), context of use, and important results and limitations (Nassif et al., 2021)(Zapata-Cortes et al., 2024)(Budiansyah et al., 2025)(Rafique et al., 2024)(Cavallaro et al., 2023).
Quality assessment
Research was evaluated in terms of clarity of formulating the problem, suitability of dataset selection, rigor of experimental design, sufficiency of baseline comparisons, transparency of hyperparameter reporting, and discussion of limitations. Findings were contextualized by quality ratings in the synthesis but no studies were filtered out on the basis of quality score.

Table 1: Quality assessment summary of included studies
	Quality Category
	Count
	Percentage
	Mean Score

	High (≥7.0)
	32
	74%
	8.3

	Medium (5.0-6.9)
	11
	26%
	6.1

	Low (<5.0)
	0
	0%
	-

	Total
	43
	100%
	7.8


RESULTS
In this section, results are given under five subsections which include descriptive statistics, database anomalies types, machine learning methods, datasets and evaluation measures and strengths and limitations.
Descriptive statistics
The 43 high-quality transaction studies are divided into 2015-2025, and as time has passed, the number of studies published each year has been on the rise, which suggests more interest by academia and practitioners. Its geographic distribution is concentrated in China (15 studies), the USA (12), and Europe (11). The areas of application are financial services (30 studies), e-commerce (12), healthcare (8), and distributed systems (7).
Throughout the rest of the database and log anomaly detection literature, there is a distinct temporal pattern: as of 2018, all earlier literature relied on classical statistical and shallow machine learning methods, operating on synthetic data, whereas since 2018, deep learning frameworks, first LSTMs and CNNs and more recently autoencoders, GNNs, and DRL-based systems have become increasingly common (Arshad et al., 2022)(Landauer et al., 2023)(Ma et al., 2023)(Zapata-Cortes et al., 2024)(Moldovan & Iantovics, 2025).
RQ1: types of anomalies detected
Business transaction anomalies
The most prevalent type of anomaly in transaction-oriented studies was fraudulent transactions (38 of 43). Point anomalies are individual transactions that have abnormal features, e.g., amounts, location, or types of merchants. Contextual anomalies are transactions that are normal in isolation but are suspicious based on the user history. Collective anomalies are series of indicators of coordinated fraud, such as small transactions where the card is tested, followed by a large purchase, which is fraudulent (Ali et al., 2025).
The unauthorized access anomalies (23 out of 43 studies) are privilege escalation, SQL injection attempts, and abnormal query patterns. The use of legitimate credentials in a malicious manner is one of the key features, and it requires behavioral analysis not a mere check of credentials (Dreshaj et al., 22025) (ldweesh et al., 2020) (Budiansyah et al., 2025).
Technical and log-level anomalies
In 31 out of 43 studies, the log-based anomaly detection is used to solve system-level problems. Machine learning forecasting models can be used to identify performance anomalies like slow queries, deadlocks, and resource contention, 15 to 30 minutes before user impact (Reddy et al., 2025) (L. Zhang et al., 2024). The anomalies of the error patterns encompass the abnormal error messages, the absence of the log entries, and the corruption of the logs; the deep learning models are trained to learn typical error patterns and indicate abnormalities (Landauer et al., 2023) (Du et al., 2017). Semantic log anomalies are syntactically correct and semantically inconsistent entries, which can be identified by embedding methods that rely on natural language processing (Meng et al., n.d.) (Guo et al., 2021).
Data integrity breaches, configuration drift, and infrastructure anomalies in cloud database systems are other types that demand special detection methods in the wider context of the database system (Dreshaj et al., 2025) (Rafique et al., 2024) (Cavallaro et al., 2023).
RQ2: machine learning techniques
Isolation forest and tree-based methods
Isolation Forest has been applied in 34 out of 43 studies on transactions, often as a control or part of composite systems. Its key advantages are: it is computationally effective (inference time of 10 mms/transactions), it does not need labelled data, it is resistant to irrelevant features and it can work with high-dimensional transaction data. The Extended Isolation Forest (EIF) attains 515% gains in detection rate by splitting with random hyperplanes instead of axis-aligned partitions. Weaknesses are that it is impossible to record chronological dependencies, and it is less interpretable than a rule-based system (Liu et al., 2008) (Hariri et al., 2021).
Autoencoders
Autoencoders (27 of 43 studies) and variational autoencoders (VAEs) (15 of 43 studies) are able to perform well in transaction fraud detection. They indicate high reconstruction error as anomalies and identify the presence of complex non-linear relationships by being trained only on normal data. It has challenges such as training instability on highly imbalanced data, hyperparameter sensitivity, and computing overhead, and inference times of 50 to 200 mms. VAEs make it possible to score anomalies with a better use of probabilistic likelihood estimation (Pumsirirat & Yan, 2018) (Carcillo et al., 2021).
LSTM-based sequence models
LSTM networks (29 of 43 studies) and LSTM-Autoencoders (22 of 43 studies) are the most effective at sequence-based detection. The most typical architecture is bidirectional LSTM with attention elements with a sequence length of 10 to 50 transactions. Research records 15-25 percent enhancement when compared to non-sequential techniques of detecting account takeover (Yang et al., 2021) (Ali et al., 2025) (Jurgovsky et al., 2018).  In the case of analysis of logs, LSTM models that have semantic embeddings result in F1-scores of between 0.85 and 0.95 (Landauer et al., 2023) (L. Zhang et al., 2024) (Du et al., 2017).
Hybrid and multi-tier architectures
The hybrid models were represented in 28 out of 43 studies, which is one of the significant trends at present. The prevailing trend is to use Isolation Forest to screen quickly and deep learning to analyze in detail, which is able to perform in real-time at the cost of high accuracy. The LSTM-Autoencoder + Isolation Forest on reconstruction errors shows accuracy of more than 93 on inference of less than 50 mms. Deep learning verification and multi-layer architectures (rule-based filtering up to deep learning) decrease false positives by 30-50 (Priyanto et al., 2021) (Tran et al., 2020) (Saraswathi & Selvakumar, 2025) (Ali et al., 2025).
In the case of larger database systems, it is recommended to use a three-tier production architecture: Tier 1 (real-time, less than 10 mms) with rule-based filters and Isolation Forest; Tier 2 (near-real-time, 50 to 200 mms) with deep learning of suspicious transactions; and Tier 3 (batch) with LSTM sequence analysis of multi-step patterns (Ali et al., 2025).
Graph neural networks and drl
Graph neural networks (GNNS) are a novel method that is especially relevant. GNNS allow the identification of complex relational anomalies that would have been unobservable or invisible to sequential models by modeling users, merchants, transactions, and database entities as graph structures (ma et al., 2023) (motie & raahemi, 2024). Deep reinforcement learning (DRL) methods learn adaptive detection thresholds by interacting with the environment, and are promising to adapt database workloads where the definition of normal changes over time (arshad et al., 2022).
RQ3: implementation challenges
Class imbalance  
The most commonly mentioned challenge is extreme imbalance in classes, with anomaly rates less than 1 percent (37 of 43 studies). In reality, credit cards have a fraud rate of 0.1-0.5% and e-commerce have 0.2-1.0%. The unsupervised and semi-supervised methods that are trained using normal data are widely suggested to use instead of the supervised methods, despite the resampling methods (smote and under sampling) being utilized. The evaluation metric of severity imbalance is precision-recall AUC (huang et al., 2020) (desai et al., 2025) (dal pozzolo et al., n.d.).
Real-time processing
Sub-100 mms fraud decisions are needed in financial systems (25 of 43 studies). Isolation forest satisfies this criterion with a inference of less than 10 mms. Deep learning models need to be accelerated by gpus or quantized models or deployed to the edge. Apache kafka and apache flink streaming architectures make it possible to process high volumes of transaction streams using ml inferences in pipelines and do feature calculations in parallel (ali et al., 2025) (al-amri et al., 2021).
Explainability
Explainable decisions are required by regulatory requirements and operational trust demand (31 of 43 studies). There are 18 studies with shap values, 12 with lime and 8 with LSTM attention visualization. Research documents that 60-80 percent of flagged transactions can be attributed to the top three features of contribution. Integrated approaches have a trade-off between real-time decision-making and post-hoc explanations (ribeiro et al., 2016) (nassif et al., 2021) (budiansyah et al., 2025).
Concept drift
Patterns and strategies of fraud are constantly changing (26 of 43 studies). Without updates, the degradation of static models is 10-20 per year. Models are incrementally updated on online learning with one full retraining cycle. The suggested mode of operation is to monitor performance metrics triggered by retraining thresholds (Reddy et al., 2025) (Yang et al., 2021) (L. Zhang et al., 2024).
RQ4: practical implications
Some of the effective features that are important to performance are the transaction-level attributes like amount, timestamp, merchant category, location, and device, aggregation features based on rolling 1-hour or 24-hour or 7-day windows and behavioral features based on user profiles, velocity metrics, geographic anomalies. Properly designed features provide 20-40 percent performance enhancements over uncoded attributes (Yang et al., 2021) (Kumar et al., 2025) (Correa Bahnsen et al., 2016).
To deploy production, it needs containerized model serving (e.g. Docker, Kubernetes), A/B testing, with champion and challenger models, end-to-end prediction and latency recording, and fallback and rule-based fallback when the ML services are not available. Federated learning is being considered to have privacy-preserving collaborative learning across organizations (compliance with privacy regulations, e.g., GDPR, PCI-DSS) requires careful data handling (Reddy et al., 2025) (Yang et al., 2021).
The minimum data requirements are three to six months of historical normal transaction data. The quality of data, unified merchant classification, and fingerprinting of devices are essential, and bad data quality severely worsens the performance of models (Ali et al., 2025) (Kumar et al., 2025).
Strengths and limitations of current approaches
The existing machine learning-based methods have significant strengths. Hybrid Isolation Forest/LSTM-Autoencoder models are capable of production-scale performance with F1-scores over 0.90, and inference times of less than 50 mms (Priyanto et al., 2021) (Tran et al., 2020). Ensemble approaches offer competitive performance that can be more readily interpreted. Deep learning models identify more complicated temporal and non-linear patterns than classical methods (Zapata-Cortes et al., 2024) (Pumsirirat & Yan, 2018)(Landauer et al., 2023) (Moldovan & Iantovics, 2025).
Significant limitations continue. Model performance is worse on imbalanced data in the real world than in controlled conditions, which indicates distributional overfitting (Budiansyah et al., 2025) (Cavallaro et al., 2023). The streaming performance is not characterized, with most models being evaluated offline (Landauer et al., 2023) (Al-Amri et al., 2021) (Rafique et al., 2024). Deep learning models are not very transparent and thus cannot be used to triage incidents. Complex architectures are a processing cost burden which can be prohibitive on shared database server resources (Landauer et al., 2023) (Al-Amri et al., 2021) (Moldovan & Iantovics, 2025)(Arshad et al., 2022) (Ma et al., 2023). One-domain trained models like the models that have been trained in the banking industry are not generalizable to other domains like e-commerce without being fine-tuned (Dreshaj et al., 2025) (Landauer et al., 2023) (L. Zhang et al., 2024).
CONCLUSION
Summary of findings
This is a systematic literature review that synthesized the evidence of more than 43 investigations, on machine learning based anomaly detection in the large-scale database system and in transaction environments. The main results are corresponding to the four research questions: 
RQ1 - Types of anomalies: Database anomalies include business-level problems (fraud, unauthorized access) and technical-level problems (performance degradation, log errors, data integrity violations). There are three types of anomalies: point, contextual, and collective anomalies which need different detection techniques. The transaction log anomalies complete the signals of transactional data analysis.
RQ2 - Machine Learning Technology: Isolation Forest is highly effective in computational efficiency when it comes to screening transactions in real time. Generative autoencoders, as well as autoencoders, identify nonlinear, complicated fraud patterns. The LSTM networks are useful in simulating time-dependent relationships within transaction chains and log event streams. Graph Neural Networks detect relational anomalies of transaction networks. Multi-technique composite methods are a current best practice, and Isolation Forest and LSTM-Autoencoder yield better performance to deploy in production. The Deep Reinforcement Learning is promising when it comes to adaptive detection in the dynamic workloads. 

RQ3 - Problems: The imbalance in classes becomes extreme and requires unsupervised methods and selection of metrics. Live requirements need effective models or tiered designs. Regulatory compliance and operational trust depend on interpretability. Concept drift needs to be monitored continuously and retrained periodically. 

RQ4 - Practical Implications: Multi-tier architectures trade-off between latency and accuracy. Extensive feature engineering has a significant impact on detection. The deployment of production must be monitored, A/B tested, and have fallback. Basic requirements are data quality and compliance with privacy. Gaps in the research and future directions.
Research gaps and future directions
The review provides a number of tangible gaps and future directions. To start with, lack of open, realistic and labelled database log and transaction anomaly benchmarks is a critical impediment to reproducibility. Community initiatives to create and release this type of datasets with the help of synthetic data generation and differential privacy are pressing (Dreshaj et al., 2025) (Landauer et al., 2023).
Second, streaming and incremental machine learning designs should be designed and tested with real-time database constraints, and the detection latency, throughput effects, and computing overhead should be explicitly reported (Landauer et al., 2023) (Al-Amri et al., 2021) (Rafique et al., 2024) (Cavallaro et al., 2023).
Third, explainable AI methods, such as SHAP, LIME, causal analysis, and attention-based mechanisms, must be logically implemented and tested in the database anomaly detection setting to allow generating actionable alerts (Ribeiro et al., 2016) (Al-Amri et al., 2021) (Moldovan & Iantovics, 2025).
Fourth, powerful domain-adaptive anomaly detection could be achieved with base models pre-trained on large corpora of transactions or logs (similar to BERT in the case of natural language processing). Other high-value future directions include GNNs to detect transaction network fraud rings, federated learning to detect privacy-preserving across-organization, and AutoML to democratize deployment (Ma et al., 2023) (Motie & Raahemi, 2024) (Reddy et al., 2025).
Lastly, domain-informed modelling that considers database-specific information like ACID properties, referential integrity constraints, workload periodicity, and access control policies must be explored to enhance the effectiveness of detection as well as minimise rates of false-positives in multi-tenant environments with complexities (Dreshaj et al., 2025) (Wu et al., 2024).
Limitations of this review
There are a number of limitations to this review. English-language publications only were considered and this could create language bias. Underrepresentation of negative results may occur due to publication bias. Even though six major databases were scanned, papers in specialized journals might not have been found. The review is done in a qualitative synthesis; no quantitative meta-analysis was carried out because the data, measurements and experimental procedures were heterogeneous. The imminent changes in machine learning require regular revision of these results.
Conclusion
In huge database systems and transaction platforms, machine learning has fundamentally revolutionized anomaly detection. The area has evolved beyond the rudimentary use of rules to monitor to advanced hybrid solutions that integrate a variety of machine learning methods. Isolation Forest offers a real time, efficient baseline of detection. The deep learning, especially the LSTM-based autoencoders, learns intricate time-dependent dependencies and non-linear fraud patterns. Graph Neural Networks can be used in detecting relational structures. The trend toward multi-tier, hybrid solutions indicates that a more realistic understanding has been achieved that no one technique can be the most effective in all types of anomalies and under all operating conditions.
 Scalability, instant processing, explainability, and data standardization issues are left critical. The gaps will need to be addressed by benchmark development, streaming architecture, explainable AI integration, and domain-aware modelling in order to make full potential of machine learning-driven anomaly detection in production database settings a reality. The history of the field of work out of its separate methods to more integrated hybrid systems with operational rigor has been toward an emerging discipline coming to a unified solution to one of the most significant problems of contemporary data infrastructure.
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