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Abstract—The majority of AI-powered mental healthcare sys-tems suffer from hallucination issues and the inability to detect emotions and crises in real-time, which raises concerns about their reliability in critical situations. We introduce AMICA, an innovative solution to the above problems, which combines the benefits of self-correction, emotion awareness, and crisis awareness using RAG approach.
The proposed system incorporates real-time knowledge ac-quisition, verification of answers, and emotion recognition to achieve more reliable responses. In addition, the developed suicide risk assessment module is responsible for detecting risky user utterances and notifying pre-defined contacts in case of detected dangers using secure messengers such as WhatsApp.
Experiments on benchmark data confirm that AMICA achieves higher performance compared to existing approaches regarding factual correctness, emotion alignment, and safety of communication.
Index Terms—Self-Correcting Neural Architectures, Hallu-cination Detection,Suicide Risk Assessment, Crisis Manage-ment,and Mitigation
I. INTRODUCTION
Conversational agents powered by stilted intelligence have gained significant headway in the field of mental wellness reinforcement by providing scalable, affordable, and reachable assistance to those in demand of emotional sustenance. Large language models (LLMs) hold really sophisticated to the gunpoint where enabled chatbots can provide liquid, context-aware, and implausibly very pleasant responses, making them increasingly very attractive for interactions pertaining to men-tal health. [11]. However, despite their expressive abilities, solely generative models continue to be essentially really unique due to their propensity to hallucinate facts, which re-sults in inconsistent advice and a lack of precise nomenclature in naturalized clinical or psychological knowledge. Including mistakes raises such serious issues in sensitive mental health setting including as misinformation, a decline in user trust, and potential psychological harm.
Retrieval-Augmented Generation (RAG) reduces hallucina-tions in very big language models by grounding of responses

in outside knowledge sources, thereby up factual accuracy and transparency. [1], [2], [4]. Additionally, stream pipelines emphasize factual relevance while overlooking emotional cir-cumstance, often resulting in responses that are precise but therapeutically ineffective in mental wellness settings.
This work proposes a self-correcting, emotion-aware RAG frame that integrates response verification, feedback-driven correction, and dynamic knowledge retrieval. By combine hallucination mitigation with sentiment-aware response modu-lation, the proposed approach aims to deliver evidence-based, emotionally appropriate, and ethically reliable mental health conversational funding.
Although considerable progress has been made, most con-versational systems are currently unable to provide real-time crisis management support. In situations where suicidal thoughts or actions arise, failure to intervene can lead to dire consequences. Hence, there should be a mechanism for risk detection and escalation for safety reasons.
II. RELATED WORK
This area of research includes mental health chatbots, retrieval-augmented generation techniques, emotion-aware dia-logue systems, and safe natural language processing. Previous work has indicated the ability of large language models to deliver empathetic and contextually informed interactions, although also pointing to the critical concerns with halluci-nations, factuality, and appropriate deployment in sensitive mental health settings. This section examines the current state of techniques and points to the critical flaws in current systems, thus establishing the need for a self-correcting, emotion-informed RAG system as presented here.
A. Mental Health and Therapeutic Chatbots
The initial mental health chatbots were primarily dependent on rule-based conversation management and pre-defined con-versation patterns for the dissemination of psycho-educational information and emotional support. Although these models
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ensured the reliability and security of the responses, their low adaptability and lack of understanding of the context made it difficult for the chatbots to manage the diverse emotional states of the users and the complex issues of mental health. The development of large language models (LLMs) has increased the naturalness, understanding of context, and empathetic expression of chatbots, making them extremely attractive for mental wellness applications . [1], [2], [6]. Recent research studies have investigated the application of LLM-based ther-apeutic chatbots for stress management, anxiety relief, and emotional support . [11], [13]. However, although these models are extremely attractive for expressive capabilities, the pure generative models have a tendency to produce responses that are hallucinated or unverified, making it extremely challenging in the context of mental health. The absence of a knowl-edge base that is grounded in evidence-based psychological principles may result in the dissemination of inappropriate suggestions, loss of user trust, and potential ethical issues.
B. Retrieval-Augmented Generation in Dialogue
Retrieval-Augmented Generation (RAG) has emerged as an effective strategy to counter hallucinations in LLM-based models by linking responses to external knowledge bases. The typical RAG pipeline usually involves the identification of semantically relevant documents in a knowledge base and training the language model on this context information while generating responses . [1], [2], [6] . This strategy has shown measurable improvements in factual correctness in diverse do-mains such as question answering, education, and healthcare. In psychological conversation systems, RAG helps generate responses that are linked to trustworthy psychological sources, thereby improving transparency and authenticity. However, most existing RAG-based conversation systems rely on static retrieval strategies and lack post-generation assessment. The retrieved evidence is often assumed to be true and sufficient, without any means to detect inconsistencies, flawed bases, or dangerous inferences. Consequently, while RAG counteracts hallucinations, it does not fully eliminate them, particularly in emotionally complex conversation scenarios.
C. Emotion-Aware Conversational Systems
Emotionally intelligent dialogue systems employ affective computing techniques to recognize the emotional states of














Fig. 1: Comparison of traditional suicide detection systems and AMICA’s integrated crisis intervention mechanism.User Input
Risk Detection
Emergency Alert
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the user and respond to them accordingly. Among the widely used techniques in affective computing are sentiment analysis, emotion recognition, and emotional state tracking. Emotional intelligence is a very crucial aspect of mental health appli-cations to provide useful, empathetic, and non-judgmental responses. From the existing literature, it has been observed that emotionally adaptive chatbots have the potential to in-crease user engagement and perceived empathy. However, most emotionally intelligent dialogue systems are developed to change the tone of the responses without considering the factual accuracy of the information. This indicates that emo-tionally intelligent responses are often filled with inaccurate information. The difference between emotional intelligence and factual accuracy highlights the significance of hybrid approaches that can address both emotional intelligence and factual accuracy simultaneously. [11].

D. Suicide Detection and Crisis Intervention Systems
The development of natural language processing technol-ogy has led to the detection of suicide risk based on text analytics. Such techniques usually use sentiment analysis, keyword detection, and machine learning algorithms to rec-ognize emotional states that can lead to suicide. Even though these technologies prove effective in recognizing signs of crisis, most systems are offline and do not have real-time intervention.
Current solutions are oriented towards detecting signs of a crisis, but they do not integrate any response measures that can be used to alert the person’s relatives or friends. The lack of integration between suicide detection and response

mechanisms can be seen as a problem solved by AMICA.
E. Memory, Personalization, and Self-Improving Agents
Long-term memory and personalization algorithms enable conversational bots to react in a way that is trained on past conversations. [10]. Memory-augmented conversational bots have demonstrated enhancements in the domains of coherence, continuity, and personalization. Current research is focused on dual-memory models, which combine short-term context information with long-term user profiles. Despite the progress made, most memory-based systems are simply data storage systems without evaluation for usefulness, safety, or long-term implications. In addition, self-improvement is typically done through offline retraining rather than real-time error correction. The absence of self-correction mechanisms based on feedback received during conversations makes it difficult for the chatbot to adaptively improve its responses.
F. Safety and Crisis-Aware NLP Systems
A safe NLP system would seek to search for negative content, emotional pain, and signs of a crisis, such as self-harm. Usually, a safe NLP system uses risk classifiers, rule-based filters, and escalation strategies to avoid negative output. The problem of safety in mental health chatbots is a very important one in the ethical use of chatbots. [8].
Safety filters are usually designed as separate post-processing components, independent of the response gener-ation algorithm. This leads to the problem of warnings being too vague or simply truncated. The problem of incorporating safety awareness into the reasoning and correction framework is still a significant one. There is a gap between the two ap-proaches, and there is a need for frameworks that monitor the accuracy of facts, emotional risk, and ethical limits throughout the entire process of response generation.
III. AMICA FRAMEWORK OVERVIEW
This section introduces the AMICA framework, a self-correcting and emotion-sensitive conversational AI system intended to enhance mental health dialogues. The system combines retrieval-augmented generation, comprehension of emotional context, validation of responses, and a feedback-driven self-awareness process to ensure that the responses are factually correct, emotionally supportive, and secure. The fol-lowing subsections describe the key design principles, overall system process, and knowledge retrieval approach.
A. Design Goals and Assumptions
The AMICA framework is expected to provide emotion-ally intelligent, factually correct, and ethically valid mental health conversational support. The framework is expected to work in a non-clinical environment, serving as a supportive companion rather than a substitute for therapy. The major design considerations include the reduction of hallucinations, personalization of responses based on the user’s emotional states, self-correction based on feedback, and knowledge transparency. The framework anticipates the availability of

mental health knowledge sources that are authenticated and anonymous user interactions. The framework anticipates that emotional inputs can be accurately identified from text-based inputs using algorithms for sentiment and emotion analysis.

B. High-Level Pipeline
AMICA has a multi-level conversation architecture that inte-grates emotional understanding and self-correcting knowledge validation. The first user input is processed by an emotion and context analysis module, which recognizes emotional cues and context in the conversation. The emotional cues are used to formulate responses, which are tone-dependent, empathy level-dependent, and response structuring-dependent. Aside from the emotional analysis, there is also a risk detection module that analyzes user inputs to determine any signs of self-harm or suicide. In critical cases, the program skips all regular processes and automatically triggers the emergency response process. Relevant information is extracted from an external corpus by a hybrid Retrieval-Augmented Generation approach. The language model formulates an initial response based on the extracted information and the emotional context of the conversation. The verification function validates the response for hallucinations, inaccuracies, or toxic content. After the errors are detected, a self-correcting mechanism is activated to enhance information extraction and response formulation, resulting in the formulation of a final validated response.

C. Knowledge Sources and Retrieval Store
The knowledge base contains credible sources for mental health concerns, such as psychoeducational material, cognitive behavioral therapy methods, and fundamental concepts of emotional well-being. The sources are evaluated for credibility, ethics, and clarity of presentation. The storage system used for source retrieval is a hybrid method that integrates lexical search with semantic similarity in dense vectors to achieve maximum credibility and semantic comprehensiveness. [2], [6].
The sources are broken down into meaningful chunks and represented in a vector space for efficient retrieval. Topic, emotional salience, and risk level data are embedded to support context-dependent ranking. This helps AMICA separate fact and emotionally salient information about the user’s situation.
IV. SYSTEM ARCHITECTURE
This proposed model improves upon the existing models of RAG-based conversational systems by introducing a crisis detection and emergency response component to the pipeline. Apart from analyzing the emotions and contextual factors of the conversation, the input from the user will also be analyzed by a risk detection component that can determine whether there are signs of suicidal thoughts in the user’s input.
In cases where the risk level surpasses a certain threshold, the emergency notification process will be initiated, and a message will be sent to the emergency contacts through applications like WhatsApp.

Similarly, a user query q is embedded as:User Query Input
Emotion and Context Analysis
Knowledge Retrieval (RAG)
LLM-Based Response Generation
Response Verification and Hallucination Detection
Feedback-Driven Self-Correction
Final Safe and Empathetic Response

eq = f (q)	(2)
Dense similarity is computed using cosine similarity:
e⊤ei

sdense(q, ci) = cos(eq, ei) = 	q	
∥eq∥ ∥ei∥

(3)

A hybrid indexing approach is adopted, which combines sparse keyword searching with dense vector similarity search-ing. Hybrid retrieval combines lexical relevance (BM25) with dense similarity using a weighted score:

s	(q, c ) = λ B�M25(q, c ) + (1 − λ) s

(q, c )	(4)
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where B�M25 and s
denote min–max normalized scores



Fig. 2: System architecture of the proposed self-correcting, emotion-aware RAG-based mental health conversational framework.

V. METHODOLOGY
This section outlines the methodology employed in the design and implementation of the AMICA framework. It outlines the processes involved in data gathering, knowledge base development, preprocessing, memory management, and system deployment. The methodology employed is centered on truthfulness, emotional adaptability, and ethical safety in the dialogue framework.

A. Data Collection and Knowledge Base Construction
The data gathering process is intended to gather a correct set of facts about mental health from authorized public sources. The facts gathered are general tips for mental health, stress management, techniques for managing emotions, and commu-nication styles. Facts about clinical diagnoses and treatment techniques are not gathered to ensure the highest ethical stan-dards. The facts are analyzed for objectivity, universality, and non-stigmatizing language. The documents are systematically indexed based on the categories of anxiety, stress, self-esteem, and emotional support. The systematic indexing of documents allows for the correct retrieval of information and enhances the relevance of responses to various questions asked by different users.

lexical and semantic similarity.
The retrieval set Rk is obtained by selecting the top-k chunks:(	)

Rk = TopKci shyb(q, ci)	(5)
The approach improves recall for semantically complex queries and maintains accuracy for explicit factual queries. Metadata indexing assists in filtering based on emotional sensitivity and safety issues.
C. Memory Schema and Update Rules
AMICA has a self-knowledge memory module that stores user-specific conversation learnings, such as recurring themes of emotions and preferred methods of coping. Memory up-grades follow strict relevance and safety criteria: only non-sensitive, consent-compatible information is retained. Emo-tional cues and feedback are cumulatively processed to im-prove personalization without retaining identifiable or techni-cal information. Memory upgrades occur through a controlled process that evaluates the relevance, ethical implications, and long-term significance of candidate memory components. Re-tained memory is periodically revalidated to prevent outdated or incorrect personalization, thus ensuring ethical adaptation during extended interactions. Candidate memory items mt are updated using a gated rule that depends on relevance and
safety. Let rt ∈ [0, 1] be the relevance score and ut ∈ [0, 1] be
the safety score (higher is safer). A memory write is allowed
when:(	]



B. Preprocessing and Indexing Strategy
Preprocessing is the process of cleaning text data to remove redundancy, noise, and ambiguous citations. The texts are segmented into overlapping portions to maintain context and enable full-text searching. The portions are finally represented as dense vectors through a phrase embedding strategy. A hybrid indexing strategy is employed, which integrates sparse keyword searching and dense vector similarity searching. To
support dense retrieval, each chunk ci is encoded into an embedding vector ei ∈ Rd using an embedding model f (·):
ei = f (ci)	(1)

gt = ]. rt ≥ τr ∧ ut ≥ τu	(6)
where ].[·] is the indicator function, τr and τu are relevance and safety thresholds, respectively, and ∧ denotes logical AND. If gt = 1, the long-term memory state Mt is updated as:
Mt = Mt−1 ∪ {mt}	(7)
To prevent outdated personalization, each memory item is assigned a decayed importance score:
wt = w0 exp(−β∆t)	(8)
where w0 is the initial importance weight, β > 0 is the decay rate parameter, and ∆t is the elapsed time since the memory item was last confirmed.

Candidate Memory mt



Compute rt & ut
rt ≥ τr∧ut ≥ τu ?
No
Yes
Reject
Update Mt
Apply Decaywt = w0e−β∆t


Fig. 3: Memory gating and decay mechanism ensuring safe and relevant personalization.

D. Implementation Details



The architecture employs a microservice modularity design to guarantee scalability and maintainability. The retrieval com-ponent of the system employs a vector database for efficient similarity search, while the generation component employs a pretrained LLM with fast conditioning. The verification and correction components of the system are asynchronous to enhance response times. After generating a response y, AMICA computes a verification confidence score based on grounding consistency:






Fig. 4: Verification-driven self-correction loop used in the AMICA response generation pipeline.Generated Response y
Extract Atomic Claims A
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where R′ represents a refined or expanded retrieval set, andk

τv ∈ [0, 1] is the verification confidence threshold.
Emotion analysis employs lightweight classifiers to facilitate
real-time affective inference. User emotion is estimated using a classifier that outputs a probability distribution over emotion labels:
p = softmax(Wh + b)	(11)
where h ∈ Rdh is the encoded representation of user input, W ∈ Rne×dh is the weight matrix, b ∈ Rne is the bias vector, and ne is the number of emotion classes.
The predicted emotion label is:
eˆ = arg max pj	(12)
j

v =  1  L ].(Supported(a, R )]	(9)

where pj

is the probability for emotion class j. Emotion

|A|

k
a∈A

analysis employs lightweight classifiers to facilitate real-time affective inference. Safety filters and correction strategies are integrated into the response pipeline to enable AMICA to enhance responses before they are sent. This highly integrated design facilitates self-correction and encourages trustworthy and compassionate mental health discussions.



where A is the set of atomic claims extracted from y, |A|
denotes the cardinality of A, and Supported(a, Rk) is a binary
function returning 1 if claim a is supported by the retrieved knowledge Rk, and 0 otherwise.
If verification falls below a threshold, a self-correction loop is triggered:

E. Suicide Risk Detection and Emergency Escalation
The system incorporates a risk detection model that evalu-ates user input for indicators of suicidal ideation. Given a user query q, a risk score is computed as:

rrisk = frisk(q)	(13)
where rrisk ∈ [0, 1] represents the probability of high-risk intent.
An alert mechanism is triggered based on a predefined threshold τrisk:




Correct(y) =

′
k(Regenerate(q, R )  if v < τv

y	otherwise


(10)


Alert =

1  if rrisk ≥ τrisk
0  otherwise(



(14)

When Alert = 1, the system activates an emergency response protocol, which includes:
· Sending real-time alerts to predefined emergency contacts
· Delivering notifications via WhatsApp messaging ser-vices
· Prioritizing safety over standard conversational responses
This mechanism ensures timely intervention and enhances the system’s capability to function as a life-critical support tool.
TABLE II: Summary of Mathematical Notation (Part I: Retrieval and Memory)

	Symbol
	Definition

	Preprocessing and Retrieval

	ci
	Text chunk i from the knowledge base

	f (·)
	Embedding function (e.g., sentence transformer)

	ei
	Dense embedding vector for chunk ci, ei ∈ Rd

	q
	User query (input question)

	sdense(q, ci)
	Cosine similarity between query and chunk
embeddings

	B�M25
	Min-max normalized BM25 score ∈ [0, 1]

	λ
	Weighting parameter for hybrid retrieval

	Rk
	Set of top-k retrieved chunks

	Memory Management

	mt
	Candidate memory item at time step t

	rt, ut
	Relevance and Safety scores ∈ [0, 1]

	τr, τu
	Thresholds for memory gating

	gt
	Binary gate signal; gt ∈ {0, 1}

	Mt
	Memory state at time t (set of stored memories)

	wt
	Importance weight of a memory item at time t

	β
	Decay rate parameter, β > 0



TABLE III: Summary of Mathematical Notation (Part II: Verification and Emotion)

	Symbol
	Definition

	Verification and Correction

	y
	Generated response by the LLM

	A
	Set of atomic claims extracted from response y

	|A|
	Cardinality (number of elements) in set A

	Supported
	Binary function: 1 if claim a is supported by Rk

	v
	Verification confidence score, v ∈ [0, 1]

	τv
	Verification threshold for triggering self-correction

	R′
k
	Refined or expanded retrieval set used during
correction

	Correct(y)
	Self-correction function

	Emotion Classification

	h
	Encoded representation of user input, h ∈ Rdh

	W, b
	Weight matrix and bias vector for emotion classifier

	ne
	Number of emotion classes

	p
	Probability distribution over emotion classes

	eˆ
	Predicted emotion label


VI. EXPERIMENTAL SETUP
This section describes the framework followed to evaluate the performance, reliability, and safety of the conversational system, AMICA. The idea is to focus on evaluating factual accuracy, emotional alignment, and ethical response generation with controlled conversational testing scenarios.

A. Baselines
The AMICA framework was compared with three repre-sentative architectures of conversational system and healthcare dialogue research. [5], [14].
	Model
	Factual Accuracy (%)
	Verification Accuracy (%)
	Overall Accuracy (%)

	Standalone Generative LLM
	71.2
	–
	68.5

	Standard RAG Model
	83.6
	79.4
	81.2

	Emotion-Aware Chatbot
	69.8
	–
	67.1

	AMICA (Proposed)
	91.4
	88.7
	89.9


TABLE IV: Accuracy Evaluation of AMICA Compared to Baseline Models

· Standalone Generative LLM: In this model of gener-ating responses, it ois only dependent upon its internal training without using external knowledge sources to ground its responses.
· Standard Retrieval-Augmented Generation (RAG): This method increases the factual accuracy of re-sponses by retrieving relevant information from alterna-tive sources. [5], [14]. In this method, there are no fea-tures for validating the generated response or according to the emotions expressed by the user.
· Emotion-Aware Generative Chatbot: It has been de-signed with modified tone responses with the help of sen-timent analysis. However, it has no knowledge retrieval or hallucination control.
B. Evaluation Metrics (Factuality, Empathy, Safety)
The evaluation has been performed using various per-formance metrics that assess the factual and conversational qualities of the developed model. The assessment of the factuality of the conversational responses included evaluating the responses based on whether the responses were derived with reference to information retrieved from reliable knowl-edge sources. [5], [6].In terms of empathy evaluation, the model’s responses were monitored with respect to whether the chatbot appropriately adjusted its responses with regards to the emotive context presented by users. The assessors evaluated the responses provided by the model in terms of their ability to offer emotional comfort.
Safety compliance is another aspect of evaluation, and it mainly deals with the ability of the system to identify high-risk conversational indicators and avoid harmful and mislead-ing proposals. Another factor evaluated is the coherency of response, focusing on how logical flow and linguistic clarity. The rate of reduction of hallucinations is also used to evaluate the verification and correction mechanisms. [1], [2].
Further evaluation measures have been suggested for mea-suring the performance of the crisis detection module, namely:
· Suicide Risk Detection Accuracy
· Precision and Recall for High-Risk Individuals
· False Positive Rate of Crisis Detection
C. Test Protocol and Query Categories
The test dataset had a set of anonymised conversational queries, which were designed to simulate a series of mental health support scenarios. [5]. The set of test queries had been categorized on the basis of emotional or mental health-related
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1) Ablation Study (Without Memory / Without Verification / Without Emotion)
Ablation experiments were run to study the impact of the individual aspects of the core architecture. When the memory component of the architecture was removed, the resulting conversational flow showed less conversation continuity and less personalization. Disabling the verification mechanism also showed less support response. There was also the ablation of the emotion analysis component, which impacted the em-pathetic tone of the overall response. It also affected the adaptability of the response based on the user’s sentiment.
C. Qualitative Examples and Error Cases
From the qualitative assessment, it is noticeable that the

Fig. 5: Confusion matrix for suicide detection model.

issues, such as queries related to stress, emotional upsets, self-esteem, seeking guidance on coping strategies, etc.
For each query, all the baseline models and the AMICA framework were processed under the same conditions. The responses were then evaluated using an automated scoring systems in combination with human evaluations, which consid-ered accuracy, emotional appropriateness, and safety. Judging the conversation ability of the system became ideally balanced.
VII. RESULTS AND DISCUSSION
A. Quantitative Results
It has been determined through the process of experimenta-tion that the AMICA framework performs better in all aspects of performance in comparison to other basic conversational models. [5], [14]. For instance, the accuracy of delivered information has been enhanced due to the process of response generation and the verification process by retrieval. It has also been determined that the integration of an emotion module enhances the comprehension of the conversation in such a manner that the emotional input of the user is aligned properly. The upcoming sections of this chapter will explain how the process of self-correction was implemented within the framework. The inclusion of the crisis detection module made AMICA more effective in terms of security. AMICA was capable of recognizing high-risk conversation trends in an accurate manner, and it also managed to send out alert messages without any delays.

B. Hallucination and Safety
The analysis also pointed out a significant decrease in hallucinated outputs, with this change mainly being a result of the incorporation of the verification module and the overall hybrid retrieval approach. To be more precise, by cross-checking its responses with its knowledge base, it ensured that it would not end up producing false or even fabricated information. The safety filtering module also proved helpful as it was able to identify cues that are more likely construed as dangerous, particularly in relation to conversations.

AMICA responses are more supportive and appropriate with respect to the context compared with the other models. [11].There is an improved understanding of the emotions of the users, and there is more guidance, which has a more structured tone. However, there are a few areas which need improvement, as there are occasional retrieval mismatches and persistent difficulties with interpreting complex emotions.
VIII. ETHICAL CONSIDERATIONS AND LIMITATIONS
A. Ethics in Crisis Intervention
There are a number of ethical issues that come into play through the use of such emergency alerts. The software makes sure that the alerts are generated on the condition that the user has provided their consent to share emergency information. False alerts are kept at a minimum to prevent any distress.
Privacy of the individual has been taken into account along with the safety of the individual while ensuring that the data is not saved anywhere. It acts as a tool without being an autonomous agent.
B. Privacy and Data Retention
AMICA stores and maintains only non-sensitive patterns of conversations for the purpose of personalization and the smoothness of the interaction. Any form of data stored does not identify the user, ensuring anonymity. The system main-tains structured data handling protocols, ensuring that any form of sensitive information is not stored or kept. In addition, the process of consent is included in the user interaction process for transparency and satisfaction of data privacy and ethics usage requirements.
C. Clinical Safety Boundaries and Non-Replacement of Ther-apy
AMICA is designed to be used as a complementary but secondary talking assistant, rather than a mental health therapy. [7].With AMICA, users receive generalized emotional advice and mental well-being counseling but are not offered clinical advice. Crisis escalation words, security disclaimers, and safe response techniques are used to ensure users are encouraged to seek professional advice to help them deal with potentially hazardous emotional states.
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