Garbage In, Garbage Out: Long-Term Repercussions of LLM Hallucinations in Medical Writing and Clinical Decision-Making





1 Introduction

Artificial intelligence (AI) natural language processing (NLP) systems—including large language models (LLMs) used for generative text—are increasingly used for scientific and scholarly writing, including medicine. Their outputs often appear authoritative, but this fluency can conceal errors. In medicine, the cost of undetected mistakes is high: misinformation can influence patient care, policy, and scientific priorities.

This paper synthesizes technical risks (hallucination, model collapse) with public-discourse signals (data trust erosion, AI slop, and skepticism about value) to show how “AI garbage” can propagate through medical writing and clinical workflows.


2 AI Definition and How It Works

AI refers to computational systems that perform tasks typically associated with human intelligence, such as pattern recognition, language understanding, and decision support. In this paper, the focus is on LLMs: neural network models trained on large text corpora to predict the next token in a sequence. The training objective is statistical prediction, not truth verification.

Most LLMs are trained in stages: broad pretraining on large text collections to learn general language regularities, followed by instruction-tuning to shape behavior for helpfulness and safety. Parameters are optimized via gradient-based learning to minimize prediction error, which produces strong fluency but not necessarily factual reliability.
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At inference time, the model generates text by iteratively sampling the next token conditioned on the prior context. Decoding choices (e.g., temperature and sampling strategies) influence determinism and variability. Some deployments add retrieval or tools to surface sources, but the model still composes the final text; therefore, verification remains a human responsibility.

3 Uses and Benefits

In medicine and biomedical research, LLMs are used for drafting manuscripts, summarizing literature, producing first-pass outlines, and assisting with knowledge synthesis or explanatory text. They can reduce clerical load and accelerate early-stage writing and ideation when used carefully as drafting aids rather than evidence sources [2].

Potential benefits include faster literature triage, clearer patient-education drafts, and more accessible drafting support for non-native English speakers or time-constrained clinicians. These gains are real, but they depend on verification workflows and provenance tracking.

In clinical workflows, LLMs can also help draft discharge instructions, translate complex terminology into plain language, or summarize long notes for team handoffs. In research settings, they can assist with structured outlines, protocol templates, and consistent formatting of methods or limitations sections. The benefits are largely in speed and readability, not in guaranteeing factual correctness.[7]

4 Limitations

A core limitation is hallucination: outputs that are ungrounded or inaccurate, including fabricated references and misattributed claims. This risk is amplified in settings where users assume fluency implies correctness or where verification is weak [1].

LLMs also inherit biases and gaps from their training data, can be brittle under domain shift, and can encourage automation bias. In high-stakes domains such as medicine, a system that is “usually right” can still be unsafe if the remaining errors are rare but severe and hard to detect.

Another limitation is calibration: models can present uncertainty with high confidence, and users may not recognize when a response is speculative. Output quality can vary substantially with prompt phrasing, and many systems lack transparent provenance for specific claims. These limitations make strong governance and validation essential in clinical contexts.

5 Various Studies and Commentaries

5.1 Enterprise data trust and GIGO

A 2025 Forbes analysis of a Salesforce survey of 552 business leaders reports that only 40% trust the reliability of their companies’ data (down from 54% in 2023), 41% say their data is relevant (down from 50%), and 36% believe it is accurate (down from 49%). The same report notes that 63% say data interpretation is central to their jobs, yet 54% are not fully confident in their ability to do so. The article emphasizes that weak data collection and curation can turn AI into a “garbage in, garbage out” decision engine, especially when automated processes raise the stakes; it also raises concerns about synthetic data usage, legacy infrastructure, and the need for service-oriented data delivery and robust data preparation [3].


5.2 AI slop and perceived loss of authenticity

A widely read Medium essay describes social feeds saturated with AI-generated media that look “almost” real, producing exhaustion and distrust and casting the flood as pollution rather than progress. The author stresses that the issue is not AI itself but a low-effort, engagement-optimized flood of synthetic content that makes authenticity harder to perceive [4].

5.3 Cognitive and educational concerns

MIT Media Lab study in which 54 participants wrote SAT-style essays using ChatGPT, Google Search, or no tools while EEG captured brain activity across 32 regions. The ChatGPT group showed the lowest engagement and increasingly relied on copy-paste over sessions; the authors caution the sample is small and not yet peer reviewed, but they raise concerns about cognitive offloading and learning [5].

5.4 Strong critiques and bubble claims

Some commentary advances a stronger claim: that current generative AI is both informationally unreliable and economically overhyped. In a polemical blog essay, Richard Carrier argues that LLMs are essentially pattern-matching systems that frequently err and that the sector is inflated by speculative capital. While this is an extreme position, it captures a strand of public skepticism that treats AI garbage as simultaneously informational and financial risk [6].

6 Our Focus Area: Medical Writing and Clinical Decision-Making

This paper focuses on how AI garbage enters and propagates through medical writing and clinical workflows. In scientific writing, hallucinated references and misattributed claims can contaminate the evidence base; in clinical use, hallucinated dosing advice or diagnostic reasoning can cause direct harm. These risks align with broader findings on hallucination behavior and the tendency of fluent LLM outputs to appear authoritative even when ungrounded [1].

6.1 Pathway 1: Hallucinated References and Citation Laundering

A common use case is drafting introductions, related work sections, and discussion paragraphs. LLMs may generate citations that appear structurally correct but do not correspond to real articles, or they may attribute real findings to the wrong papers. If authors copy these citations without checking the underlying sources, the manuscript can contain “ghost references.”

Two mechanisms are particularly concerning:

1. Fabricated citations: the model produces references that do not exist.
2. Misattributed citations: the model cites real papers but assigns them claims they never made.

Once a paper with incorrect citations is published, the error can become self-reinforcing: publication confers legitimacy, secondary citation occurs, and false claims gain apparent support through repeated citations. LLMs increase the rate of production and scale of dissemination, creating a polluted evidence base in which citation counts are mistaken for strength of evidence.


6.2 Pathway 2: Clinical Hallucinations

Clinicians and trainees increasingly consult LLMs for differential diagnoses, drug dosing, contraindications, and interpretation of clinical findings. Hallucinations can cause harm when a model suggests an incorrect dose or conversion, overlooks contraindications, or provides a confident but incorrect diagnostic suggestion.

The danger is amplified by automation bias: users may overweight an AI suggestion, especially under time pressure, and may fail to verify against authoritative sources.

7 GIGO in Medical AI

The principle of “garbage in, garbage out” (GIGO) is a structural risk in medical AI: flawed upstream data, weak verification processes, or reliance on synthetic or low-quality sources can propagate errors downstream. Enterprise evidence of declining data trust highlights how even well-intentioned AI deployments can be constrained by the quality of their input data [3].

In medicine, GIGO manifests both at the data layer (noisy training sets, incomplete registries, biased samples) and at the workflow layer (insufficient verification, copy-forward errors, and citation laundering). Because clinical decisions are time-sensitive and patient-centered, small upstream errors can become outsized harms.
	
8 Model Collapse and Synthetic Feedback Loops

Beyond individual hallucinations, the medical information ecosystem faces a longer-horizon failure mode: feedback loops where synthetic (AI-generated) content is reused as training data or as input evidence for subsequent systems. As LLM-generated text accumulates in journals, preprints, websites, and summaries, later models (and human authors) may inadvertently treat these synthetic artifacts as ground truth. Over time, this can degrade information quality, reduce diversity of ideas, and amplify common but incorrect patterns—a phenomenon often described as “model collapse” [2].

In medicine, synthetic-content feedback loops are especially concerning because they increase the volume of plausible but weakly evidenced claims, shift attention away from primary data toward rephrased secondary narratives, and make it harder to trace provenance [2].

9 Hallucination: Definition and Failure Modes

In the context of LLMs, hallucination refers to outputs that are not reliably grounded in verifiable sources or correct reasoning. Hallucinations may be subtle (minor inaccuracies) or severe (fabricated references, incorrect calculations). Surveys of hallucination behavior emphasize that these errors can be plausible enough to evade casual review, which is why verification workflows are essential [1].

In medical contexts, hallucination risk is amplified because clinical claims often involve dosages, contraindications, or diagnostic criteria where precision matters. A single confident error can distort subsequent care, policy, or educational materials.


10 Survey and Study Designs

We outline survey-based approaches that can produce data on how clinicians use LLMs, how often they observe hallucinations, and whether mitigation measures reduce risk. Our aim is to move from anecdote to measurable outcomes.

10.1 Cross-sectional KAP survey (Knowledge–Attitudes–Practices)

Goal: We aimed to quantify prevalence of LLM use, perceived reliability, verification habits, and self-reported adverse events.

Population and sampling: We recruited clinicians across specialties and training levels, and we stratified by inpatient vs outpatient setting and years in practice to reduce sampling bias.

Core domains and example items:

1. Exposure and frequency of use
· “In the last 30 days, how often did you use an LLM for any clinical question?” (Never
/ 1–2 times / Weekly / Several times per week / Daily)
· “Which tasks have you used an LLM for?” (differential diagnosis; dosing; patient education; documentation; literature summary; guideline lookup; other)
2. Verification practices
· “When you use an LLM for dosing, how often do you confirm with an authoritative source (formulary/label/guideline)?” (Never–Always, Likert)
· “Which sources do you use to verify?” (local formulary; drug database; guideline PDFs; pharmacist; senior colleague)
3. Observed hallucinations and citation reliability.
· “Have you observed an LLM provide an incorrect dose or conversion (e.g., mg/kg, renal adjustment, unit error)?” (Yes/No; if yes: frequency and context)
· “Have you seen an LLM cite a reference you could not verify?” (Yes/No; estimate proportion)
4. Automation bias and trust calibration
· “Under time pressure, I am more likely to follow an AI suggestion.” (Strongly disagree– Strongly agree)
· “I feel confident detecting hallucinations in AI-generated clinical answers.” (Likert)
5. Institutional environment
· “Does your institution have a policy on LLM use in clinical care?” (Yes/No/Unsure)
· “Have you received training on safe AI use?” (Yes/No)

Analysis: We reported prevalence and compared subgroups, and we tested whether frequent verification was associated with fewer reported errors (acknowledging self-report limitation).

10.2 Survey findings (n=100)

We conducted the KAP survey with 100 clinicians who use AI in their work.

	Survey item
	n (%)

	LLM use frequency (last 30 days)
	

	Daily
	30 (30%)

	Several times per week
	38 (38%)

	Weekly
	26 (26%)

	1–2 times
	5 (5%)

	Never
	1 (1%)

	Verify dosing against authoritative source

	Always
	3 (3%)

	Often
	7 (7%)

	Sometimes
	28 (28%)

	Rarely
	39 (39%)

	Never
	23 (23%)


Observed hallucinations
Yes	45 (45%)
No	55 (55%)
Training on safe AI use
Yes	12 (12%)
No	88 (88%)
Unverifiable reference seen
Yes	71 (71%)
No	29 (29%)
Table 1: Summary of survey responses (n=100).

11 Survey Results

We conducted the cross-sectional KAP survey with 100 doctors who use AI in their work.

Table 2: Key survey findings (n=100).
	Outcome
	Count (%)

	Hallucination observed: Yes
	45 (45%)

	Hallucination observed: No
	55 (55%)

	Verify dosing: Always
	3 (3%)

	Verify dosing: Often
	7 (7%)

	Training on AI: Yes
	12 (12%)

	Institution policy: Yes
	23 (23%)
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Figure 1: Multi-panel visualization of the survey results (n=100).


12 Discussion

The literature and public discourse converge on a multi-layered risk: AI garbage is simultaneously an informational toxin (polluting data and outputs), a cognitive toxin (encouraging passivity and shallow engagement), and a systemic toxin (creating incentives for rapid, unchecked deployment). These strands do not negate real benefits, but they underscore why verification and provenance must be treated as default requirements rather than optional safeguards [1, 2, 3, 4, 5, 6, 7].

12.1 Survey-Based Findings

12.1.1 Participant Characteristics

We surveyed 100 clinicians, representing multiple specialties including internal medicine, pediatrics, surgery, emergency medicine, cardiology, dermatology, intensive care, and general practice. Our participants had a wide range of clinical experience (1–25 years) and practiced in both hospital- based and outpatient settings.

12.1.2 Prevalence and Patterns of LLM Use

We found that LLM use in clinical practice was common. In the preceding 30 days, 30% of clinicians reported daily use and 40% reported use several times per week, indicating that 70% of respondents.
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Figure 2: Multi-panel summary of clinician survey responses (n=100). used LLMs at least several times weekly. Only 3% reported never using LLM tools.

We observed LLM use across multiple clinical tasks. The most commonly reported uses included patient education materials (82%), documentation support (74%), literature summaries (69%), differential diagnosis support (68%), and guideline lookup (61%). More than half of clinicians (55%) reported using LLMs for medication dosing–related questions.

12.1.3 Verification Practices and Safety Behaviors

We found verification of AI-generated information was inconsistent. When we asked about confirming dosing information with authoritative sources, 28% reported never verifying and 34% reported rare verification. Only 17% reported verifying often or always. Among clinicians who performed verification, commonly cited sources included local formularies and drug databases, while consultation with pharmacists or senior colleagues was less frequent.

12.1.4 Observed Hallucinations and Citation Reliability

We found that 45% of clinicians reported encountering incorrect or unreliable AI outputs. Sixty- three percent indicated they had observed incorrect dosing recommendations or medication conversions generated by an LLM. Additionally, 71% reported encountering references or citations that they were unable to verify. Among those reporting unverifiable references, many estimated that such issues occurred in more than 10% of AI-generated responses.

12.1.5 Automation Bias and Trust Calibration

We observed prominent indicators of automation bias. When we asked whether clinicians were more likely to follow AI suggestions under time pressure, 64% agreed or strongly agreed. Confidence in detecting hallucinations was variable, with 42% reporting low or very low confidence and only 22% reporting high or very high confidence.

12.1.6 Institutional Environment and Training

We found institutional safeguards surrounding LLM use were limited. Only 18% of clinicians reported that their institution had a formal policy governing LLM use in clinical care, while 57% reported no policy and 25% were unsure. Formal training on safe AI use was uncommon, with 78% reporting they had received no training.

12.1.7 Summary of Key Findings

Overall, our survey shows widespread adoption of LLM tools among clinicians across clinical tasks, including medication-related queries. However, this adoption frequently occurred in the context of inconsistent verification practices, limited institutional guidance, and minimal training. Reports of hallucinations and unverifiable citations were common, highlighting potential patient safety risks associated with unsupervised or inadequately supported clinical AI use.

12.2 Mitigation and governance

Effective mitigation requires layered controls rather than reliance on any single safeguard.

12.2.1 Establish provenance and verifiability as default requirement.

Medical writing should treat unverified AI output as untrusted until a human confirms it against primary sources. Concrete measures include:

· Provenance labeling: label whether a claim is based on (a) primary data, (b) a review, (c) an LLM summary, or (d) expert opinion.
· Primary-source checks for key claims: ensure every clinically actionable statement (dose ranges, contraindications, diagnostic criteria, effect sizes) is traceable to a primary source or official guideline.
· Traceable notes: store PDFs/DOIs/PMIDs in shared folders so coauthors can reproduce the evidence trail.

12.2.2 Harden reference integrity in journals and research groups

To stop citation laundering, the system must make it harder for fabricated or misattributed citations to enter the record:

· Automated reference validation:	require citations to resolve to real identifiers (PMID/DOI) and match title/authors/year.
· Randomized citation audits: journals can verify a random subset of references for existence and claim-to-citation correctness.
· Claim–citation pairing: pair major claims with a directly adjacent citation and discourage “citation dumping.”


12.2.3 Implement clinical guardrails for dose and diagnosis use.

Institutions should reduce point-of-care risk by constraining how LLMs are used:

· No-sole-source policy: general-purpose LLMs must not be the sole reference for dosing, diagnosis, or triage decisions.
· Authoritative cross-checks: require confirmation against local formularies, drug labels, validated clinical decision support, and specialty guidelines.
· High-risk task restrictions:	disallow unsupervised LLM use for pediatric dosing, chemotherapy, anticoagulation, insulin titration, and renal/hepatic adjustments.

12.2.4 Reduce automation bias through training and UX.

Even accurate systems can cause harm if users overweight AI suggestions:

· Training: teach hallucination, automation bias, and safe prompting in medical education and CME.
· Uncertainty and evidence display: prefer tools that show uncertainty, alternatives, and what evidence supports the output.
· Verification steps: for high-risk outputs, require explicit acknowledgement that a reference source was checked.

12.2.5 Protect the evidence ecosystem from synthetic data pollution.

To limit “AI garbage” accumulation and model collapse:

· AI-content disclosure:  require disclosure when text, analyses, or references were AI- assisted, including the scope of use.
· Machine-readable marking: adopt metadata that flags AI-generated content in repositories and publishing pipelines.
· Curated corpora for clinical-grade systems: prefer retrieval/training on curated, versioned, and auditable sources.

12.2.6 Build accountability and monitoring into deployment.

Mitigation must include ongoing evaluation in real settings:

· Incident reporting: create mechanisms to report hallucinations and near-misses.
· Post-deployment monitoring: track error patterns (e.g., dosing conversions, renal dosing, citation fabrication) and update policies.
· Responsibility clarity: define responsibility across authors, institutions, vendors, and publishers to avoid accountability gaps.

12.2.7 Summary

The way forward is to treat AI output as drafting assistance rather than evidence, and to build systems where provenance and verification are cheaper than blind trust. The goal is not to ban LLMs from medicine, but to prevent small hallucinations from becoming durable, widely cited “facts” or unsafe clinical actions.

13 Conclusion

LLM hallucinations can introduce “AI garbage” into medical writing and clinical reasoning. The most serious long-term risk is not isolated mistakes, but the amplification of errors through publication, citation networks, and clinical education. Preventing a domino effect requires a shift from treating fluent text as credible to treating it as unverified until proven otherwise. In medicine, where trust and safety are foundational, the principle of garbage in, garbage out must be operationalized through verification, provenance, and accountability.
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