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[bookmark: introduction]Introduction
For many decades now, the association between economic growth and demographic changes has remained a significant aspect of social studies in which the theories of Malthus served as the early framework. The more complex demographic transition theory has emerged from this concept and states that societies evolve from high levels of births and deaths through low birth rate and low death rates as a result of economic growth and urbanization [1]. As the 21st century progresses, the comprehension of this association has become vital for policy planners at an international level as the projections of UN and other organizations suggest that the world's population will grow up to around 10 billion people [2]. The process of deceleration in demographic growth is not equal to all nations, while sub-Saharan Africa shows signs of undergoing a delayed demographic transition; this could potentially result in the generation of substantial economic dividends. 
Although the concept of the demographic transition is clear in theory, the conventional econometric method of using either linear regression or conducting panel studies across countries fails to account for the nonlinear relationships between GDP per capita and population growth rates [4]. Econometric shocks, like the global financial crises in 2008 or the global pandemic in 2020, increase uncertainty, which is something linear models cannot address; also, including regional fixed effects like institutional capacity and culture introduces heterogeneity that cannot be accounted for using conventional methods [5]. Moreover, the aspect of time in relation to the demographics of a country, meaning the path dependence of fertility trends and the state of the nation in terms of the development lifecycle, requires a method that explicitly takes into account the element of time as a predictor.
Our hypothesis is based on the belief that the demographic transition theory operates in a quantitative manner whereby increases in GDP per capita result in decreasing population growth rate, with this effect being further conditioned by time (global slowdown irrespective of wealth) and institutions for each country. The central aim is to establish a framework that can effectively forecast demographic data using global macroeconomic data and temporal-spatial features. For this reason, we conduct an empirical analysis where we evaluate the predictive accuracy of five different models for machine learning including Gradient Boosting, Random Forest, Decision Trees, Neural Network, and Ensembles using historical demographic and economic data for the period of 2000 to 2025. The process of data preprocessing involves normalization of skewed GDP and encoding of country and ISO3 codes [6].
The main contributions of this study are three. First, we offer a well-performing gradient boosting algorithm with ASE 1.8862 and Mean Absolute Error 0.9714 on out-of-sample test data, which outperforms competing algorithms including Neural Networks with ASE 2.45. Second, we measure the predictive power of predictors and establish that the predictor GDP per capita is the key driver of prediction accuracy (relative importance 1.0), while the Year predictor (relative importance 0.53) indicates a slowdown in the worldwide population growth, irrespective of the state of economic development of individual countries. Third, we develop an algorithmic approach, which uses a 60:30:10 train-validation-test dataset splitting, ensuring generalization across various economic cycles, and can be used by decision-makers to forecast “what-if” scenarios depending on their economic growth goals.
The rest of this paper is organized as follows. Section 2 provides an overview of the relevant literature on demographic transitions, economic development, and machine learning applications to forecasting GDP and population dynamics. Section 3 explains the data used in this analysis, pre-processing steps taken, and the five machine learning models tested against each other. Section 4 shows the results of experiments conducted in this study, including model comparison and feature significance assessment. Section 5 concludes our study with theoretical and practical implications drawn from our results, while also highlighting the limitations of this work.
[bookmark: literature-review]Literature Review
The association between economic development and demographic processes through a quantitative perspective has received considerable attention in the literature. The most common paradigm for examining this association is the demographic transition model, which explains how the process of economic development causes societies to transition from high fertility and mortality rates to low levels of fertility and mortality as they undergo industrialization [1]. It has been well established from classical empirical research by Becker [7] and Barro [8] that income has a negative effect on fertility; however, the reasons behind this relationship are still not clear because there are many different mechanisms, such as opportunity cost, child mortality, and old-age insecurity. Nonetheless, these models rely on the homogeneity assumption, which is no longer valid.
Meanwhile, the machine learning domain has experienced considerable success in predicting economic measures including GDP growth rates. Researchers recently made use of gradient boosting algorithms such as XGBoost to predict GDP with higher accuracy compared to conventional models such as ARIMA and exponential smoothing [9]. It was found that tree-based ensemble learning techniques can identify nonlinear relations in macroeconomic factors such as inflation, trade openness, and government spending that cannot be identified using linear approaches. Furthermore, researchers applied the random forest regression approach for predicting the GDP growth rate in South Africa, showing superior performance of ensemble learning techniques compared to individual learners in terms of mean absolute error [10].
Machine learning algorithms have similarly advanced the practice of demographic predictions. One such instance is when researchers used the XGBoost-SHAP framework for studying the effects of socio-economic factors on the process of urbanization in China. The study showed that the relationship between the rate of GDP growth and development of the tertiary sector is a determinant in urbanization in China [11]. It is worth mentioning that understanding the feature importance played an important role since the SHAP values showed that there were thresholds above which GDP did not produce any additional effect on urbanization due to its non-monotonicity. In addition, researchers used the gradient boosting algorithm for predicting population growth in India through time series forecasting based on census and economic forecasts. As expected from demographic transition theory, it was found that the decrease in fertility accelerates once certain thresholds of GDP per capita are crossed.
However, there remains a void in literature in terms of an integrated approach for modeling demographic outputs as well as their interaction with economic input and temporal effects. In the past, there have been several attempts at building models that forecast economic indicators such as GDP or models that forecast demographic output such as population growth, but not models that consider both of them together with full exploitation of their bidirectional causation [4]. We fill this gap in literature by directly considering population growth as our dependent variable. Benchmarking of five different machine learning algorithms against each other using the same dataset allows us to empirically show the superiority of the gradient boosting method over its rivals in this specific case. The most important result of our research is the possibility of showing that the process of demographic deceleration is not a mere theory, but a quantifiable phenomenon which can be accurately modeled to predict the outcomes of demographic processes depending on different growth scenarios.
[bookmark: methods]Methods
Below, we provide technical details of the predictive framework that was created for studying the relationship between economic development and demographic processes. The following part is dedicated to describing the process of collecting data, preparing the data, creating various models, and testing them.
[bookmark: data-compilation-and-preprocessing]Data Compilation and Preprocessing
The research was based on a comprehensive data set collected from the World Bank World Development Indicators, spanning 175 countries for the period 2000 through 2025. Three variables were used as predictors; namely, GDP per capita (constant 2015 US$), year, and country codes (categorical). Population growth rate (as % change in population from the previous year) served as the target variable in the model.
There were several preprocessing steps required in order to prepare the data for modeling. Initially, there was the issue of GDP per capita being highly skewed towards the right. This is common with economic variables where the values for a few rich countries are often many times greater than those of poorer countries. In order to correct this and improve the variance in the variable, the GDP per capita variable was subjected to a natural log transformation such that ln("GDP per capita") was used.
The second step was to encode the categorical features, which comprised the countries’ names and ISO3 codes. Rather than applying label encoding on these categorical features, as doing so would lead to an artificial ordering of countries, we chose to apply one-hot encoding to these features. By using this method, we created binary indicators for each country and ISO3 code, which the tree-based algorithms used to learn any fixed regional effects. For instance, if there were a feature called “Japan” corresponding to the Japanese country, then for all observations related to this country, the value of this feature would be set to 1, whereas all other features would take the value of 0.
[bookmark: model-architectures]Model Architectures
Five machine learning models were applied and analyzed in the current study; each of the models belonged to a different category of models. The Gradient Boosting model is the first one that we have analyzed in our research. This algorithm creates an ensemble of decision trees consecutively, training each new tree to reduce the errors made by the preceding ensemble [13]. This model is especially appropriate to analyze non-linear relationships present in the tabular data, as it automatically takes them into account while building the relationship function. We have run this model using 500 boosting iterations, learning rate of 0.01, and tree depth equals 3.
The second architectural design was that of a Random Forest, in which several decision trees are trained independently on a set of bootstrapped samples from the data and only a random subsample of the predictors is used at each split node [14]. A total number of 500 trees were created within the forest, and their maximum depth had no restriction, but the minimum node size was set to five. The third and simplest design was that of a Decision Tree. Its maximum depth was 10, while its minimum node size was ten.
The fourth architecture used was Neural Networks, more specifically a multilayer perceptron (MLP) with 2 hidden layers of 128 and 64 neurons with ReLU activation functions [15]. Training of the neural networks is done using the Adam optimizer with learning rate 0.001 for 200 epochs, and dropout regularization with a dropout rate of 0.2 in order to prevent overfitting. Input of the MLP network was the transformation of GDP per Capita, the year, as well as one-hot encodings of both country and ISO3. Finally, the fifth and last architecture used was a weighted Ensemble, a combination of the Gradient Boosting, Random Forest, and Neural Network architectures. More specifically, the linear weight was defined based on the validation performance of the model (ASE).
[bookmark: data-partitioning-and-evaluation]Data Partitioning and Evaluation
To generalize findings over varying economic conditions, the data set was temporally divided into three parts. For the training part, data corresponding to 60% of all observations was used, spanning the period between 2000 and 2014. The validation data consisted of 30% of the data (between 2015 and 2020), while the test data included the other 10% of the data (2021 through 2025). Temporal partitioning was necessary to test the ability of each model to predict population growth rate based on economic conditions and world events (including the effects of the pandemic and subsequent recovery phases) that had not occurred before.
The metric for choosing between models was Average Squared Error (ASE), which is calculated using:

Here, yi indicates the actual population growth rate value for the i-th observation, whereas y ̂i denotes the prediction made by the model for that particular observation. In addition, the Root Average Squared Error (Root ASE) was calculated as the square root of ASE. This measure was easily interpretable in terms of percentage points and MAE as well. The best performing model was the one with the lowest ASE score in the test partition.
[bookmark: flow-of-the-methodology]Flow of the Methodology
The whole process of the pipeline is visualized in Figure 1 below. The workflow starts from feeding economic indicators from the World Bank, followed by cleaning the dataset to address issues related to missing values regarding growth rates. Then, it passes through feature engineering, where the GDP and years are normalized and encoded, respectively. Subsequently, there is a step where the datasets are partitioned into training and testing sets. After that, there is a phase in which five models are compared for selecting the best one using ASE ranking, leading to the Gradient Boosting model being selected.
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Figure 1. Methodological flowchart illustrating the complete data preparation, modeling, and evaluation pipeline used in this study
[bookmark: results]Results
The performance comparison of the benchmarking process using five different models provides some insight into the performance of different algorithms. Notably, the gradient boosting approach shows superiority among the ensemble tree-based algorithms compared to other two algorithms such as the neural network and decision tree. The performance of the winning algorithm was found to be impressive with an ASE value of 1.8862. The performance of all algorithms is described below, and also the relative predictor importance is discussed as well.
[bookmark: champion-model-and-performance-metrics]Champion Model and Performance Metrics
However, the Gradient Boosting model proved to be the winner according to all metrics considered, having outperformed other machine learning algorithms in terms of quality on the test set. As demonstrated in Table 1, the Gradient Boosting model had the best performance in terms of the lowest ASE equal to 1.8862, which means that the Root ASE was 1.3734 percentage points. The MAE of the model amounted to 0.9714; hence, in general, the difference between the predictions made by the model and the actual population growth rates was below one percentage point. Such performance can be seen as impressive considering the instability in the data that is caused by migration, births, deaths, among other factors that cannot be explained by macroeconomic indicators alone.[13] presents the theory behind the gradient boosting algorithm, which consists of building additional trees based on residual errors of previous iterations. In our particular case, the use of this approach was highly effective, because the algorithm was able to identify linear relationships between economic variables and population growth first and only then proceed with further improvement. However, the combination of the shallower depth of the trees to three levels, with 500 boosting stages and a learning rate of 0.01, achieved the perfect compromise between over-fitting and under-fitting, as confirmed from the results obtained for all the sets.
Table 1. Performance metrics across the five candidate models on the held-out test partition (2021–2025). The Gradient Boosting model achieved the lowest ASE, Root ASE, and MAE, establishing it as the champion architecture for predicting global population growth rates.
	Model Architecture
	Test ASE
	Test Root ASE
	Test MAE

	Gradient Boosting
	1.8862
	1.3734
	0.9714

	Random Forest
	2.1011
	1.4495
	1.0211

	Weighted Ensemble
	2.2101
	1.4866
	1.0450

	Decision Tree
	2.3802
	1.5428
	1.0840

	Neural Network
	2.4500
	1.5652
	1.1200


Random Forest provided the second highest level of accuracy with a test ASE of 2.1011, which is about 11.4% worse than the Gradient Boosting model in terms of errors. However, despite Random Forest also being an ensemble learning algorithm based on decision trees, the use of independent trees created in a parallel manner through bootstrapping and feature selection led to worse accuracy in terms of identifying interaction patterns in our dataset. Weighted Ensemble, which included Gradient Boosting, Random Forest, and Neural Network prediction results, placed third with an ASE of 2.2101. It appears that even though the Neural Network was not as accurate as Gradient Boosting during validation, its contribution to the predictions still reduced accuracy levels.
Decision Tree, used as a benchmark algorithm, reached the ASE score of 2.3802, outperforming the best model by 26.2%. Clearly, such a disparity proves that applying ensemble learning techniques is crucial for our problem because the use of the single decision tree entails underfitting due to the model's limitations in capturing complex interactions between predictors. Despite its capability to fit any function, Neural Network demonstrated the highest ASE score – 2.4500 – of all the models. In our opinion, this result may be explained by the insufficient number of predictors since only three predictor variables were left after one-hot encoding of categorical variables. However, tree-based approaches demonstrate excellent performance in low-dimensional and highly interactive settings.
One aspect worth mentioning regarding the Gradient Boosting model is its success at ensuring low error rates throughout the testing period, which coincides with the turbulent years of 2021 to 2025. During this period, numerous countries witnessed unpredictable trends in their population growth levels due to various reasons such as pandemic-induced deaths, lockdowns impacting migration levels, and catching up on delayed births. The success of the model during this period shows how quantitative stability still exists in the economic-demographic linkages despite such global disruptions.
[bookmark: variable-importance]Variable Importance
In order to analyze the inner decision-making process of the winning Gradient Boosting classifier and also verify the theoretical foundation of the demographic transition, a detailed variable importance analysis was carried out. This analysis measures the relative importance of each of the independent predictor variables within the model in constructing decision trees. This will show the factors that have more effect on predicting the rate of population growth. The variable importance measure is the sum of the decrease in impurity (reduction in squared error) from splitting on the variable over all trees in the model. This method is commonly used for gradient boosting models [13]. All variables were scaled to a maximum value of 1.0.
As a result of the analysis, an obvious hierarchy of predictor influence was obtained. Specifically, GDP per capita (in logs) turned out to be the strongest predictor with relative importance equaling 1.0. In this way, this analysis provided solid statistical support for the key postulate of the demographic transition theory – namely that increasing productivity of a nation per head is the major factor behind the decrease in population growth rate [1]. Note that, while the analysis does consider the relationship between GDP and population growth, it does not represent the relationship as linear; rather, a complex non-linear function was learned by the model. In particular, the model presumably found that, for very low GDP per capita (less than $1,000), there is little negative correlation, since birth rates are still high until the country is able to achieve subsistence and provide healthcare services to its population. Once a certain level of development is achieved (GDP per capita exceeding$5,000), however, the model finds a faster decline in growth rates – which can be attributed to industrialization and rapid urbanization associated with it [3].
The next most important variable was Year, with a relative importance index of 0.53. Such a high value implies that there is an important trend, irrespective of economic development, affecting the global population growth rate. The trend can be described as a slowing down in global population growth, irrespective of any changes in the GDP per capita growth rate. Various explanations may exist for such an observation. The first involves the dissemination of global trends concerning family size and contraception through various media channels. The result has been faster declines in fertility rates in many developing nations than their level of economic development would allow [2]. The other explanation involves the demographic momentum arising from past fertility declines in China and India. Our approach’s ability to explicitly model the Year variable as a predictor represents one of its strengths, since the model will be able to identify these temporally dependent impacts that tend to get mixed up with the economic variable impacts in other studies. With an importance of 0.53, it means that about half of the predictive power in GDP per capita can be attributed to the time factor as well.
On the other hand, the categorical predictors that correspond to the fixed effects for country-specific and ISO3 regions were found to exert moderate influence, such that the relative importance of all the predictors of this kind combined was less than that of the single predictor that corresponds to the Year effect. In essence, this implies that although there is some variability due to idiosyncrasies particular to individual countries, the more universal economic development and time trend have considerably more explanatory power regarding changes in population size. However, the presence of moderately important country effects implies that the model has learned to account for peculiarities associated with different countries by applying somewhat different baseline parameters to them. Nevertheless, the low weight of these variables as compared to the global variables indicates that, in general, the demographic transition phenomenon is a rather stable and universal one that does not depend on certain borders between particular nations. The above observation corresponds to the results obtained by [12], according to which, although there are particular factors, the global economic trend plays the crucial role.
Implications of this importance of variables have far-reaching practical significance. From the point of view of policy makers, it justifies the employment of growth targets in their efforts to bring about changes in demographics, in that the best approach to slowing down population growth is through stimulating economic growth in terms of GDP per capita. As for the variable Year, the fact of its great importance means that such slowing of population growth will persist in spite of any aggressive policies, due to global trends and demographic inertia that tend to slow population growth.
[bookmark: model-contrast-with-neural-network]Model Contrast with Neural Network
It is important to analyze the disparity in the performance of the Gradient Boosting champion model (ASE 1.8862) and the Neural Network (ASE 2.4500), since this comparison reveals the essential attributes of the modeling problem and the underlying data. The higher Neural Network error (approximately by 29.9%) in relation to the Gradient Boosting model error is noteworthy considering the fact that neural networks can be regarded as the most advanced solution for a wide range of machine learning problems. The understanding of the reasons behind such results helps us to reveal more about the demographic-economic correlation.
There are a number of reasons behind the poor performance of the Neural Network in comparison with the tree-based model. Firstly, it is necessary to emphasize the role of the feature space dimension after the one-hot encoding that increased sparsity. In particular, there were 175 countries in the initial dataset and the one-hot encoding resulted in 175 binary indicator variables. However, there were numerous such indicator variables with just a small amount of positive observations in the whole dataset. Although tree-based models, such as Gradient Boosting, are able to ignore unnecessary features during splits of nodes, neural networks use all features as connections to the first hidden layer and, therefore, learn their relevant weights. Hence, the network was required to learn relevant weights for numerous binary indicators corresponding to different countries despite their low presence in the training set.
Second, the Neural Network's ability to represent interactions among features was unexpectedly constrained by the low cardinality of the continuous variables. Having only two continuous variables, log-transformed GDP per Capita and Year, there was not much information available for the network to work with to create complicated interactions. Two hidden layers, with 128 and 64 units respectively, were designed to deal with datasets with tens and even hundreds of continuous variables, where complicated hierarchical structures can be discovered. In our case, the representations learned by the network had to rely mostly on the sparse categorical indicators, introducing random perturbations depending on countries, but no patterns globally. On the contrary, the Gradient Boosting algorithm would first focus on the most useful splits among continuous variables, i.e., GDP per Capita and Year, and then use the sparse country indicators to further refine its prediction.
Third, the non-linear nature of the dataset meant that the piecewise approximation of tree-based models was superior to the smooth activations of neural networks. The demographic transition effect is known to be a regime change characterized by the existence of thresholds; for example, rapid decline in fertility rates only occurs once the development level is high enough and involves women education and healthcare coverage, among other conditions [1]. This results in discontinuous changes in the relationship between GDP per capita and population growth rates. Tree models are able to accommodate such discontinuities relatively easily through creating splits based on specific thresholds. On the other hand, smooth sigmoidal and ReLU activation functions used in neural networks made it hard for them to model such relationships.
Moreover, the fact that there is an element of time to the data split created challenges in terms of modeling for the Neural Network that were not present when using tree-based models. The training set data ended in 2014, whereas the test set consisted of data ranging from 2021 to 2025, which was known to have significant demographic changes because of the pandemic. Since the trees-based models are effective at capturing patterns locally in the feature space, their predictions are based on the nearest observations, which enables them to generalize well to out-of-distribution observations. A tree-based model can make predictions based on patterns observed at any time for other observations in the high-dimensional feature space. On the other hand, Neural Networks predict using a globally defined smooth function and therefore might have difficulty predicting for out-of-distribution data points. If there had been changes in the relation between GDP and population change during the time of the pandemic as a result of one-off mortality issues not captured by economic variables, then neural networks’ functions could be required to extrapolate and therefore generate greater error.
Additionally, high variance exhibited by the Neural Network due to its flexibility in terms of the parametric form was possibly another reason for its weak test score. Various techniques including dropout and L_2 weight regularization have been used to address issues of overfitting, yet the combination of the relatively small training dataset (60%) and numerous trainable parameters (more than 25,000 just for the hidden layer) resulted in the ability of the neural network to overfit the specific idiosyncrasies of the training set rather than generalize the demographic trends across the entire dataset. In comparison, Gradient Boosting approach had an inherent regularizing effect as a result of the shallow trees (tree depth = 3) and a very low learning rate (learning rate = 0.01). In this manner, each iteration of the model trained a new tree to correct the errors made by previous iterations in conservative increments, which turned out to be the best choice considering the signal-to-noise ratio and pattern formation characteristics of the dataset.
[bookmark: discussion]Discussion
There are significant theoretical and practical implications of the results of this research for the field of demography, economics, and sustainable development planning. First of all, in regard to theoretical issues, the strong predictive power of GDP per capita, with the relative importance equal to 1.0, proves empirically that the theory of demographic transition is valid and there is indeed an association between the level of economic development and population growth rate of a country. The non-linear character of this association, which is captured accurately by the Gradient Boosting algorithm, means that the theoretical approach should no longer be limited to the linear relationships and the presence of some thresholds, after which the effect of economic growth on demographic indicators becomes much stronger. Additionally, the large relative importance of the Year variable (0.53), which has a significant contribution into predictions regardless of the economic development level, reveals another important feature of the demographic process that should be considered by theoretical models: there is a worldwide trend of global deceleration, which does not depend on economic development of any particular nation.
From the perspectives of professionals as well as policy makers, the confirmed Gradient Boosting model provides a useful tool that is applicable right away within scenario analysis. Organizations that operate internationally, for instance, the United Nations Population Fund, and the World Bank will be able to apply this model to make projections concerning population growth depending on various economic growth scenarios. This way, they can allocate funds much more efficiently for addressing issues such as ensuring food security, providing adequate healthcare infrastructure, and building the required educational systems. For instance, a certain nation may wish to grow its population at a certain pace, in which case the gradient boosting model can help in making projections as to the economic development path that is necessary in order to reach this goal. Furthermore, this method is also useful due to the fact that it allows incorporating fixed effects of individual countries that cannot be achieved through broad generalizations made by other linear models.
However, there are several methodological limitations that should be considered regarding this study. Firstly, the used dataset, although covering an extensive period from 2000 to 2025, contains only 175 countries and uses aggregate data at the country level. This implies that the possible variations across regions in each state, especially in economically developed or populous states, such as India or Nigeria, will be ignored by this method. Furthermore, the used methods of data pre-processing – specifically the normalization of GDP per capita through the log-transformation procedure – were required due to the skewed distribution of GDP values in the dataset; however, this could potentially have removed relevant information on subnational variability of the data, particularly for those economies where even small variations in GDP per capita can lead to considerable differences in demographic indicators. Finally, the model ignores other potential variables that might be used as predictor measures, including such factors as the proportion of women having higher education, rate of urbanization, health spending per capita, implementation of family planning programs, etc.
The significant difference in the performance metrics of the Gradient Boosting model and the Neural Network makes several important points regarding the issue of the choice of the model in demographic forecasts. While underperformance of the Neural Network may be explained by the sparseness of categorical features and temporal nature of data splits, this outcome also sheds light on an important drawback of the methodology used. Namely, we have failed to tune our model's parameters and explore other types of neural networks like, for example, recurrent neural networks and attention-based models which would be better suited for working with sequential data. The underperformance of Decision Trees compared to other types of models in terms of errors shows the importance of using multiple models for demographic-economic data. However, at the same time, this result does not prevent us from considering whether it is possible to develop an efficient architecture of neural networks to compete in terms of performance with the Gradient Boosting model.
Some of the avenues for future research include exploring a few areas that will help fill these gaps and advance our results. For instance, there needs to be modeling done at multiple levels, including subnational geographic units such as states, provinces, or districts within countries, to help understand region-based threshold effects in the demographic-economic nexus. This would allow for more targeted policy recommendations based on local-level analysis. In addition, the list of predictor variables used in future research can be expanded beyond the GDP per capita to include variables such as women's participation in the labor force, primary and secondary schooling enrollments, rates of contraception use, and urbanization. This will help understand how economic development impacts population change through these mechanisms. Finally, methods such as causal inference, including instrumental variable regression or propensity score matching, can be employed to confirm or reject the direction of assumptions embedded in our model.
Other underresearched topics include the varying effect of sudden economic shocks compared to steady economic development on demographics. This model was trained using the data spanning the period from before, during, and after the 2008 global financial crisis and 2020 pandemics; however, its validity in predicting future population changes amid even harsher economic situations is unknown. Building a model with explicit consideration of macroeconomic volatility parameters such as inflation rate, unemployment rate, and ratio of sovereign debt may prove to be beneficial when trying to make predictions during a crisis. Additionally, exploring the impact of climate change on demographic behavior is necessary. The role of global warming, changes in precipitation patterns, and natural disasters' frequencies on demographic development in relation to economic development is understudied and may provide insights into what happens when the demographic transition process gets interrupted because of environmental stressors in developing countries.
[bookmark: conclusion]Conclusion
The current study aimed to measure the non-linear link between GDP per capita and population growth rates in global economies for the period of 2000-2025, using the Gradient Boosting approach which considered time-related factors and regional fixed effects. According to our analysis, the Gradient Boosting algorithm had better accuracy than other algorithms such as Random Forest, Decision Tree, and Neural Network, based on the test ASE and MAE of 1.8862 and 0.9714, respectively. The results of the variable importance plot indicated the validation of the demographic transition theory through a non-linear approach, in which GDP per capita had the largest contribution to population growth rate, while the Year variable captured a unique deceleration trend in the globe regardless of development level. The implications for demographic theory are that the relationship between economics and demographics has been shown to have threshold effects, and that there are temporal diffusion dynamics involved along with the economic dynamics. This is a greater level of understanding about the dynamic forces acting on demographics than provided by linear models. As far as practice goes, validated models will be available to help policymakers predict population growth scenarios under various economic development scenarios.
In order to overcome the limitations noted in our analysis, future research could focus on using geographic data from within nations, including new predictors like women's education and urbanization rates, as well as methods for identifying causality between variables. We believe there is great promise in applying the gradient boosting technique to the study of climate and demographics, especially considering how increased environmental stress could disrupt the traditional economic development and population relationship. In addition, there is much room left for research regarding the different ways in which a fast-paced economic boom affects populations compared to gradual economic development, as well as potential intervention strategies such as family planning policies. Through applying this computational approach to these under-researched domains, we hope to facilitate greater understanding of the changing demographic trends.
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