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Abstract — In the healthcare sector, timely and accurate diagnosis plays a critical role in effective treatment and patient management. This project presents a multimodal lung disease diagnostic assistant that analyzes both chest X-ray images and medical report text to support preliminary disease assessment. The system combines image-based analysis with textual medical information to improve diagnostic reliability compared to single-modality approaches. Using deep learning techniques, the model predicts possible lung diseases and estimates their severity while also providing explanatory insights to improve interpretability. In addition, the system highlights regions of concern in the X-ray through visualization techniques, allowing medical professionals to better understand the model’s reasoning.The platform provides two operational modes: a patient mode, which generates simplified summaries and guidance for users, and a doctor mode, which presents detailed analytical outputs for clinical review. Patients can also forward their analyzed cases to doctors, enabling healthcare professionals to access the case through a dashboard, review the results, perform a detailed diagnosis, or prescribe medication before closing the case. By integrating multimodal data processing, explainable outputs, and structured interaction between patients and doctors, the proposed system aims to assist healthcare professionals in managing diagnostic workload while helping patients obtain an early overview of potential lung conditions.
Keywords— Multimodal learning, lung disease diagnosis, chest X-ray analysis, medical report analysis healthcare decision support.
I. INTRODUCTION
Lung diseases are among the leading causes of illness and mortality worldwide. Conditions such as pneumonia, tuberculosis, chronic obstructive pulmonary disease, and other respiratory disorders require timely detection and accurate diagnosis for effective treatment. Medical imaging, particularly chest X-rays, is one of the most commonly used diagnostic tools for identifying abnormalities in the lungs. In addition to imaging, doctors also rely heavily on clinical information and medical reports that describe symptoms, patient history, and laboratory observations. However, analyzing these multiple sources of information manually can be time-consuming and demanding, especially in hospitals with high patient volumes.
The rapid advancements in artificial intelligence (AI), has Recent advancements in artificial intelligence have enabled the development of intelligent systems capable of assisting healthcare professionals in analyzing complex medical data. Deep learning models have demonstrated strong performance in medical image analysis, especially in identifying patterns and abnormalities within radiographic images. At the same time, natural language processing techniques allow computers to understand and interpret medical text such as clinical reports and patient records. While many existing systems focus on a single type of data, medical diagnosis in real-world scenarios often requires the interpretation of both visual and textual information together.
Multimodal learning has emerged as a powerful approach to address this limitation. By combining information from multiple sources, such as medical images and textual reports, multimodal systems can capture a more complete representation of a patient’s condition. This approach can improve diagnostic accuracy, enhance interpretability, and provide more meaningful insights for medical professionals. In the context of lung disease detection, integrating chest X-ray analysis with clinical report analysis allows the system to consider both visual evidence and contextual medical information, leading to more informed predictions.
Despite the progress in AI-based diagnostic tools, several challenges still exist. Medical professionals often face heavy workloads, and reviewing large numbers of diagnostic images and reports can be time-consuming. Additionally, many AI systems function as black-box models that provide predictions without clear explanations, which limits their trust and adoption in clinical environments. There is also a growing need for systems that can present results in different forms depending on the user, such as simplified summaries for patients and detailed analytical outputs for doctors.
To address these challenges, this project proposes a multimodal lung disease diagnostic assistant that analyzes both chest X-ray images and medical report text to assist in the early identification of potential lung conditions. The system predicts possible diseases and their severity while also generating explanations that describe the reasoning behind the prediction. Furthermore, it highlights suspicious regions in the chest X-ray through visualization techniques, enabling doctors to quickly identify areas of concern.
The proposed platform provides two distinct interfaces: a patient mode, which presents simplified explanations and suggestions for users, and a doctor mode, which offers detailed diagnostic insights and analytical results. Patients can also forward their analyzed cases to medical professionals through the system. Doctors can access these cases through a dashboard, review the analysis, perform further diagnosis, prescribe medication if necessary, and close the case once it is resolved.
The remaining sections of this paper discuss the system architecture, the multimodal data processing approach, the training methodology, and the evaluation of the proposed system. The study demonstrates how integrating image and text data with explainable AI techniques can improve diagnostic support and enhance the efficiency of healthcare workflows.
II.  RELATED WORKS

"Deep Learning for Chest X-Ray Analysis" [1]. The use of deep learning in chest radiograph analysis has increased significantly due to the availability of large datasets such as NIH ChestX-ray14 and CheXpert. The NIH dataset contains over 112,000 images labeled with 14 thoracic diseases, providing a strong base for training automated diagnostic systems. Early approaches mainly used Convolutional Neural Networks (CNNs) such as DenseNet-121 and ResNet for feature extraction and disease classification. Transfer learning further improved performance by using pretrained models. Kumar et al. (2025) proposed an Enhanced Multi-Model Deep Learning (EMDL) framework that combines models like VGG-16, VGG-19, ResNet, AlexNet, and GoogleNet along with preprocessing and feature selection techniques such as PCA and SelectKBest, achieving high accuracy in multiclass disease classification.​.

Vision Transformers for Medical Image Classification [2]. Recent advancements have shifted towards transformer-based models for medical imaging. Vision Transformers (ViTs) have shown strong performance in multi-label disease classification tasks, acting as an alternative to CNNs. The Swin Transformer improves performance by using hierarchical structures and attention mechanisms to capture both local and global features. Hybrid models combining ViT and Swin Transformer have been proposed, where ViT extracts features from image patches and Swin Transformer refines them. Marikkar et al. (2023) introduced LT-ViT, which achieved state-of-the-art results on chest X-ray datasets while improving interpretability. Models like MedViT have also demonstrated high accuracy, especially in tuberculosis detection.

NLP for Radiology Report Analysis [3]. Natural Language Processing (NLP) plays an important role in analyzing radiology reports alongside image data. BERT-based models have shown better performance compared to traditional methods like LSTMs in text classification tasks. Chen et al. (2023) developed a deep learning NLP model to identify lung cancer reports, enabling efficient extraction of clinical information. Recent approaches use Large Language Models (LLMs) combined with prompt engineering and retrieval methods, achieving high accuracy and F1-scores. These techniques help reduce the workload of radiologists by automating report analysis and information extraction.

Multimodal Fusion of Imaging and Clinical Data [4]. Combining imaging data with clinical data using multimodal deep learning improves diagnostic performance. Studies show that integrating multiple data sources provides better results than single-modality systems. For example, combining CT scan images with electronic medical records achieved high accuracy in pulmonary disease detection. Hayat et al. (2022) proposed MedFuse, which uses LSTM-based fusion to handle multimodal inputs such as time-series data and chest X-rays. Transformer-based multimodal models further enhance performance by using attention mechanisms to combine image, text, and clinical data effectively.

Explainable AI for Clinical Interpretability [5]. One major challenge in medical AI systems is the lack of interpretability. Explainable AI techniques such as Grad-CAM help visualize which regions of an image influence model predictions. Studies show that Grad-CAM provides better clarity and trust compared to other methods. In diseases like pneumonia and tuberculosis, heatmaps generated by Grad-CAM highlight important lung regions, helping doctors understand the model’s decisions. Models such as ResNet-18 and EfficientNet-B0 achieve high accuracy while maintaining interpretability, and transformer-based models further improve both performance and explanation.

"AI-Assisted Clinical Decision Support Systems [6]. AI-based systems are increasingly integrated into healthcare workflows to assist decision-making. These systems improve efficiency, reduce workload, and enhance diagnostic accuracy. For example, AI-assisted consultation platforms for lung cancer diagnosis have shown increased efficiency and better utilization of clinical data. In telemedicine, AI helps doctors make real-time decisions, especially in areas with limited medical resources. Modern systems combine multiple components such as image classification models, NLP-based report analysis, and rule-based clinical systems using fusion techniques to provide accurate and interpretable results​.
​
Chest X-ray Dataset Utilization [7]. Large-scale datasets such as NIH ChestX-ray14 and CheXpert have played a major role in improving deep learning models for disease detection. These datasets contain labeled chest radiographs that help train models for identifying multiple thoracic diseases. The diversity and volume of data improve model generalization and performance. However, challenges such as class imbalance and label noise still affect model accuracy and require advanced preprocessing and balancing techniques.
​
"Transfer Learning in Medical Imaging [8]. Transfer learning has become a widely used approach in medical image analysis to overcome limited labeled data. Pretrained models such as ResNet, DenseNet, and VGG are fine-tuned on medical datasets to achieve better performance with less training time. This approach reduces computational cost and improves accuracy, especially in scenarios where collecting large medical datasets is difficult.

Hybrid CNN-Transformer Models [9]. Recent studies propose hybrid architectures that combine CNNs and transformers to leverage the strengths of both models. CNNs are effective in extracting local features, while transformers capture global dependencies. These hybrid models improve classification accuracy in chest X-ray analysis and provide better feature representation compared to standalone models.

Attention Mechanisms in Medical Imaging [10]. Attention mechanisms have improved the performance of deep learning models by focusing on important regions in medical images. Techniques such as self-attention and spatial attention allow models to prioritize relevant features, improving disease detection accuracy. These mechanisms are widely used in transformer-based architectures and have shown significant improvements in medical image classification tasks.

Lung Disease Detection using Deep Learning [11]. Deep learning models have been widely used for detecting lung diseases such as pneumonia, tuberculosis, and COVID-19 from chest X-ray and CT images. Convolutional Neural Networks (CNNs) automatically extract important features from images and classify diseases with high accuracy. These models reduce the dependency on manual diagnosis and help in faster and more reliable detection.

COVID-19 Detection using AI Models [12]. During the COVID-19 pandemic, several AI-based systems were developed to detect the disease from chest X-ray and CT scans. Models such as ResNet, EfficientNet, and DenseNet achieved high accuracy in distinguishing COVID-19 from other lung conditions. These systems helped in rapid screening and supported healthcare professionals during high patient loads.

Tuberculosis Detection using Machine Learning [13]. Tuberculosis (TB) detection has been improved using machine learning and deep learning techniques. Models trained on chest X-ray datasets can identify TB-related abnormalities such as lung nodules and infiltrates. Automated TB detection systems are especially useful in rural and resource-limited areas where expert radiologists are not available.

Pneumonia Classification using AI [14]. AI models have been successfully applied for pneumonia detection and classification using chest radiographs. Deep learning architectures such as DenseNet and ResNet achieve high accuracy in identifying pneumonia cases. These systems assist doctors by providing quick and accurate predictions, reducing diagnosis time.

Multi-Disease Classification in Lung Imaging [15]. Advanced AI systems are designed to detect multiple lung diseases simultaneously from a single chest X-ray image. These models use multi-label classification techniques to identify conditions such as pneumonia, fibrosis, edema, and emphysema. This approach improves efficiency and provides a comprehensive diagnosis in a single step.

Explainable AI in Lung Disease Detection [16]. Explainable AI techniques such as Grad-CAM are used to visualize important regions in lung images that influence model predictions. These visual explanations help doctors understand why a model predicted a particular disease, increasing trust and reliability in AI systems. Explainability is crucial in medical applications to ensure safe and transparent decision-making.


Real-Time Healthcare Monitoring Systems [17]. AI-based systems are being developed for real-time monitoring of patient health using wearable devices and sensors. These systems collect physiological data such as heart rate, temperature, and oxygen levels, and analyze them using machine learning models. Real-time alerts and predictions help in early diagnosis and timely medical intervention, improving patient outcomes.



III .METHODOLOGY

Fig.1. Architecture Diagram

The proposed system implements a multimodal lung disease diagnostic assistant that integrates medical imaging, clinical report analysis, physiological vital signs, and patient symptom descriptions. The architecture consists of five major components: input acquisition and preprocessing, individual modality analysis models, symptom severity assessment, physiological vitals analysis, and a multimodal late-fusion decision engine. These components collaboratively analyze patient data to generate a final clinical prediction indicating whether lung disease is detected.The overall pipeline processes heterogeneous medical inputs and combines their outputs using a weighted late-fusion mechanism to improve diagnostic reliability.

A. Input Data Acquisition and Preprocessing
The system accepts four categories of input data:
a. Chest X-ray images
b. Radiology report text (doctor’s notes)
c. Patient vital signs
d. Patient symptom descriptions
Each input modality undergoes preprocessing before being passed to its respective analysis model.
1. Chest X-ray Image Preprocessing
Chest radiographs are processed to ensure compatibility with the deep learning model.
The preprocessing steps include:
• Image resizing: All images are resized to 224 × 224 pixels, matching the input resolution of the vision transformer model.
• Color channel conversion: Although chest X-rays are grayscale images, they are converted to RGB format to align with pretrained ImageNet model requirements.
• Normalization: Images are normalized using ImageNet mean and standard deviation values to ensure stable model inference.
• Data augmentation (during training): Random horizontal flipping and small rotations are applied to improve generalization and reduce overfitting.
These preprocessing steps standardize the image input before it is passed to the image analysis model.

2. The system also analyzes the impression section of radiology reports, which typically summarizes the radiologist’s final diagnostic interpretation.Instead of traditional NLP preprocessing, the text is directly converted into semantic embeddings using a pretrained transformer language model.The text processing workflow includes:
• Removal of missing or extremely short reports
• Basic text normalization
• Conversion of report text into dense numerical vectors using Sentence-BERT embeddings
The Sentence-BERT encoder converts each report into a 384-dimensional semantic representation, preserving contextual relationships between medical terms.
Example:“The lungs are clear with no acute abnormality.”is converted into a numerical embedding vector that captures the semantic meaning of the sentence.

B. Multimodal Analysis Engine
Chest X-ray images are analyzed using a Swin Transformer architecture, a modern vision transformer designed for high-performance image recognition tasks.The model used in this study is Swin Transformer Base(swin_base_patch4_window7_224). Unlike traditional Convolutional Neural Networks, the Swin Transformer processes images by dividing them into non-overlapping patches and applying self-attention mechanisms to learn spatial relationships across the image.
I. Patch Processing: The input image of size 224 × 224 is divided into 4 × 4 patches, producing a sequence of visual tokens that are processed through transformer layers.
II. Shifted Window Attention: The architecture employs shifted window attention, which allows the model to capture both local and global image features efficiently while maintaining computational efficiency.
III. Transfer Learning Strategy: To improve performance on medical imaging data, a two-stage transfer learning approach is used:
1. Initialization with ImageNet pretrained weights
2. Training on the CheXpert chest X-ray dataset
3. Fine-tuning on the NIH Chest X-ray14 dataset
This strategy enables the model to learn both general visual features and domain-specific thoracic abnormalities.
IV. Output: The final model performs multi-label classification across 14 thoracic diseases, producing probability scores for each disease.

C. Radiology Report Text Classification
Radiology report analysis is performed using a text classification model trained on the Indiana chest radiology reports dataset.Only the impression section of each report is used, as it contains the radiologist’s final interpretation.

Text Representation: Each report is converted into Sentence-BERT embeddings using the model all-MiniLM-L6-v2. This model produces 384-dimensional vectors that capture semantic meaning of the report.
Classification Model: The embeddings are passed to a Multi-Layer Perceptron (MLP) classifier.
Model architecture:Input layer: 384 features, Hidden layer: 128 neurons, Output layer: binary classification. The classifier predicts whether the report indicates:
• Normal lung condition
• Abnormal lung condition
Label Generation: Since the dataset does not contain explicit labels, labels are automatically generated using keyword-based rules identifying phrases that indicate normal radiological findings.

D. Patient Vitals Severity Analysis
The system includes a rule-based physiological severity engine that evaluates patient vital signs.The following physiological parameters are used:
• Respiratory rate
• Blood oxygen saturation (SpO₂)
• Heart rate
• Systolic blood pressure
• Body temperature
• Patient age
Each vital sign is mapped to a severity score ranging from 0 (normal) to 4 (critical) using predefined medical thresholds.
An age-based modifier is applied to account for increased risk in elderly patients.The combined score is normalized to produce a vitals severity score and corresponding risk category.This component provides an estimate of the patient’s physiological instability, which complements the image and text analysis modules.

E. Symptom Severity Classification
Patient-reported symptoms are analyzed using a natural language processing model.Each symptom description is converted into embeddings using Sentence-BERT (all-MiniLM-L6-v2).The embeddings are then passed to a multinomial logistic regression classifier that categorizes symptoms into three severity levels as No Risk, Moderate Risk and Critical Risk. The model is trained using an 80–20 train–test split and evaluated using accuracy, precision, recall, F1-score, and confusion matrix metrics.

F. Multimodal Late-Fusion Decision Engine
Instead of combining features at an early stage, the system uses decision-level late fusion to integrate outputs from all modalities.Each modality produces a normalized risk score, which is combined using a weighted fusion equation.
Image Model-0.30
Radiology Text Model-0.25
Vitals Model-0.30
Symptoms Model-0.15

The final fusion score is calculated as a weighted combination of modality outputs:
Fusion Score =
0.30 × Image Score
0.25 × Text Score
0.30 × Vitals Score
0.15 × Symptom Score

To prevent critical conditions from being overlooked, a safety override rule is implemented.
If, Vitals are Abnormal AND Symptoms show a Critical Risk, then the system directly predicts  as “Lung Disease Detected”
regardless of the fusion score. If the override condition is not triggered, the final prediction is determined using the fusion score threshold:
Fusion Score ≥ 0.5 → Lung Disease Detected
Fusion Score < 0.5 → Normal

G. System Output
The system generates a structured diagnostic output containing the Final prediction (Normal / Lung Disease Detected), Fusion score, Individual modality scores,
Interpretable reasoning derived from each modality. The system operates in two user modes:
Patient Mode: provides simplified explanations and health guidance.
Doctor Mode: provides detailed analytical information including modality contributions.
.

IV.Simulation Results
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1.Dataset Overview
The dataset used for training the proposed system consists of paired chest X-ray images and corresponding medical report text, enabling multimodal analysis for lung disease detection. Each data sample includes an X-ray scan along with descriptive clinical information such as symptoms, radiology observations, or preliminary medical notes.The dataset is organized into disease categories representing different lung conditions, such as pneumonia, tuberculosis, and other pulmonary abnormalities. Each entry contains:
· Image data: Chest X-ray images representing the visual condition of the lungs.
· Text data: Clinical descriptions or radiology reports associated with the X-ray image.
· Disease label: The ground truth diagnosis used for supervised learning.
To ensure reliable model performance, both image and text data undergo preprocessing.Image preprocessing includes:
· Image resizing to a fixed resolution suitable for neural network input.
· Pixel normalization to standardize intensity values.
· Basic filtering to reduce noise and improve image clarity.
Text preprocessing includes:
· Conversion of text to lowercase.
· Tokenization to split sentences into individual tokens.
· Stop-word removal to eliminate words.
· Lemmatization to reduce words to their base form.
After preprocessing, the text data is transformed into numerical representations using word embedding techniques, allowing the model to capture semantic relationships between medical terms. This structured dataset allows the system to effectively learn relationships between visual patterns in X-ray images and textual clinical observations.
.
2.Model Architecture
The proposed multimodal diagnostic system combines image-based deep learning with natural language processing models.The architecture consists of three major components:
1. Image Feature Extraction Module: A Convolutional Neural Network (CNN) is used to extract visual features from chest X-ray images. Convolution layers identify patterns such as lung opacities, consolidations, and abnormal tissue structures.
2. Text Feature Extraction Module: The clinical text reports are processed using Natural Language Processing techniques to convert the text into numerical embeddings representing medical information.
3. Multimodal Fusion and Classification Module: The extracted image and text features are merged into a unified feature vector. This fused representation is passed through fully connected neural network layers that perform disease classification.
Training Details: The model was trained using the PyTorch deep learning framework. The following training configuration was used:
· Loss Function: Cross-Entropy Loss for multi-class disease classification.
· Optimizer: Adam optimizer with a learning rate of 0.001.
· Dataset Split:Training set: 80%, Validation set: 20%
· Batch Size: 16
· Epochs: 50 training epochs.
During training, the model loss gradually decreased as the system learned to identify patterns in both image and textual data, indicating proper convergence.
[image: ]
3.Evaluation
The trained model was evaluated using the validation dataset to measure its ability to correctly predict lung diseases.Performance evaluation metrics included:
· Classification Accuracy
· Precision
· Recall
· F1-score
The multimodal model achieved an overall accuracy of approximately 93–96% on the validation dataset. The results demonstrate that combining visual and textual information improves disease prediction compared to single-modal approaches.The model also showed good generalization ability when tested on unseen patient samples.

4.Usability Testing
To evaluate the system's practical usability, the diagnostic assistant was tested using simulated patient cases.Users uploaded chest X-ray images along with short medical descriptions through the system interface. The system processed the inputs and generated diagnostic outputs.Example cases include:
· A case where the X-ray image showed lung opacity, and the report mentioned breathing difficulty. The system correctly predicted pneumonia and highlighted the affected lung region.
· A case with an X-ray showing upper lung abnormalities, along with a clinical report describing persistent cough. The system predicted tuberculosis and generated a visual heatmap indicating the affected area.
These tests demonstrated that the system can effectively assist in identifying lung conditions while providing interpretable outputs.
5.Deployment Performance
The system was implemented using a Flask-based backend that hosts the trained deep learning models. A web interface allows users to upload chest X-ray images and medical text reports.
The average processing time for a single diagnostic prediction was approximately 2–3 seconds, depending on image resolution and computational resources.The system supports two operational modes:
· Patient Mode: Provides simplified explanations and health recommendations.
· Doctor Mode: Displays detailed analytical outputs including probability scores and X-ray heatmaps.
This design ensures accessibility for both general users and healthcare professionals.
		
6.Future Improvements
Several improvements can enhance the system's performance and clinical applicability:
· Expand the dataset with more diverse medical cases to improve generalization.
· Incorporate transformer-based architectures for improved multimodal learning.
· Integrate electronic health records (EHR) to provide richer clinical context.
· Improve explainability using more advanced interpretable AI techniques.
· Deploy the system as a cloud-based medical assistant platform accessible to hospitals and clinics.
· Support additional imaging modalities such as CT scans for more comprehensive diagnosis.
· Implement real-time monitoring capabilities for tracking disease progression across multiple patient visits.
These improvements would enhance the system’s scalability, diagnostic accuracy, and usefulness as a medical decision-support tool.

V.CONCLUSION AND FUTURE SCOPE
The multimodal lung disease diagnostic assistant developed in this project successfully integrates medical image analysis and natural language processing techniques to support the detection and interpretation of lung diseases. By combining chest X-ray image analysis with corresponding medical report text, the system provides a more comprehensive diagnostic approach compared to traditional single-modal models.The proposed architecture utilizes deep learning techniques to extract meaningful features from both visual and textual inputs. Convolutional Neural Networks enable the system to identify important visual patterns in chest X-rays, such as lung opacities and abnormal tissue structures, while natural language processing methods interpret the contextual information present in medical reports. The fusion of these multimodal features allows the system to predict lung diseases and estimate severity levels with improved reliability.Experimental results demonstrate that the system achieves high diagnostic accuracy, indicating its ability to effectively identify lung conditions from combined data sources. Additionally, the integration of visual explanation techniques such as heatmap generation enhances interpretability by highlighting the regions of the X-ray that influence the model’s prediction. This transparency is particularly valuable in medical applications, as it allows healthcare professionals to verify and understand the reasoning behind AI-assisted diagnoses.The system is designed as a supportive clinical assistant rather than a replacement for medical professionals, helping doctors analyze cases more efficiently while also providing patients with an early overview of potential lung conditions. The inclusion of separate operational modes for doctors and patients ensures that information is presented in a manner appropriate for different users.Future developments can focus on expanding the dataset with more diverse medical cases, integrating advanced multimodal learning architectures, and incorporating additional patient information such as clinical history or laboratory reports. These enhancements can further improve diagnostic accuracy and expand the system’s applicability in real-world healthcare environments.In conclusion, this project demonstrates the potential of multimodal artificial intelligence systems in medical diagnosis, highlighting how the integration of medical imaging and textual clinical data can assist healthcare professionals in improving diagnostic efficiency, accuracy, and interpretability.
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