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Abstract
The rapid evolution of adversarial spam within resource-constrained enterprise networks requires an urgent transition away from static heuristic filters. While deep learning transformers provide high accuracy, their heavy computational footprints require expensive hardware acceleration (GPUs) that remains impractical for local edge server deployment. This study bridges this gap by developing a low-overhead, CPU-bound Bootstrap Aggregated (Bagging) Ensemble architecture that fuses the probabilistic throughput of Multinomial Naïve Bayes (MNB) with the high-dimensional geometric separation of Support Vector Machines (SVM). Preprocessed via a rigorous natural language processing pipeline and a sub-linear TF-IDF feature mapping, the hybrid engine was evaluated against a 2024–2026 real-world benchmark corpus. Empirical results show the proposed model achieves a verified classification accuracy of 98.42% and an $F_1$-score of 98.39%—matching deep learning precision boundaries while drastically reducing mean CPU inference latency from 412.5 ms to an ultra-low 21.1 ms. This framework establishes an efficient, resource-resilient defense baseline aligned with the NIST Cybersecurity Framework (CSF) 2.0 standards for securing constrained edge environments.
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INTRODUCTION
In the contemporary era of digital transformation, Electronic Mail (Email) has solidified its position as the primary artery for global communication. Within academic and administrative structures, email is an indispensable tool for the dissemination of research, official correspondence, and student-faculty engagement. However, the utility of this medium is consistently undermined by the proliferation of "Spam"—unsolicited, often malicious, bulk messages that exploit the open architecture of the Simple Mail Transfer Protocol (SMTP).
The nature of spam has shifted from mere commercial nuisance to sophisticated "Adversarial Spam". Modern spammers now employ advanced tactics, including character obfuscation, invisible "Good Word" insertion, and image-based payloads designed to bypass traditional keyword-based filters. Contemporary statistics indicate that spam still accounts for nearly 50% of global email traffic, resulting in significant losses in human productivity, the depletion of server bandwidth, and the exhaustion of institutional storage infrastructure.
1.1 The Evolution of Detection Frameworks
Historically, spam filtration relied on static "Blacklisting" and rule-based systems. However, the dynamic nature of spammer tactics necessitated a shift toward Machine Learning (ML). Machine learning offers a probabilistic approach to classification, allowing systems to learn from data patterns rather than fixed rules. Among the various ML architectures, Multinomial Naive Bayes (NB) and Support Vector Machines (SVM) have emerged as industry standards due to their efficiency in processing high-dimensional text data.
Despite their success, individual classifiers often encounter a "performance plateau." Naive Bayes, while computationally fast, can be overly simplistic (biased) due to its assumption of feature independence. Conversely, SVM offers high geometric precision but can suffer from high variance depending on the training set. The solution to these inherent weaknesses lies in an Enhanced Bagging (Bootstrap Aggregating) Ensemble Strategy. Training multiple iterations of a hybrid NB-SVM model and aggregating their outputs creates a robust filter that minimizes the "cost of misclassification"—the dangerous error of flagging a legitimate institutional memo as spam.
1.2 Problem Statement
Institutional email servers currently face a dual-threat environment. First, existing filters frequently fail to detect modern, evasive spam tactics, leading to increased phishing risks for staff and students. Second, the "False Positive" rate in academic networks remains unacceptably high, as traditional filters often struggle to distinguish between technical jargon and spam triggers.
Furthermore, there is a significant computational gap in current research. While modern Deep Learning models (like Transformers) offer high accuracy, they require massive GPU resources that are often unavailable for local deployment in regional ICT centers. There is an urgent need for a high-precision (98.4% target), resource-efficient framework that can be deployed on standard CPU-based hardware to secure institutional communication.
1.3 Aim and Objectives
The primary aim of this research is to develop a resource-resilient, low-overhead machine learning framework that maximizes real-time spam detection precision under commodity hardware limits. The specific objectives are:
1. To develop a hybrid machine learning model combining Naïve Bayes and Support Vector Machine (SVM) for effective email spam detection.
2. To evaluate and improve the accuracy and performance of spam detection systems using optimized feature extraction and preprocessing techniques.
3. To design a scalable, low-latency deployment framework aligned with enterprise security standards to protect institutional edge networks.
1.4 Scope of the Study
Spam filtering remains a critical infrastructure challenge. Recent data indicates that high volumes of unsolicited traffic generate massive storage overhead and severe network strains globally. This work focuses exclusively on content-based spam categorization utilizing text-based features extracted from raw email streams. The algorithmic scope is strictly limited to an optimized, CPU-bound hybrid framework consisting of Multinomial Naïve Bayes and Support Vector Machines, explicitly mapped against standard 2024–2026 benchmark data sets to maximize operational processing speeds.
LITERATURE REVIEW
2.1 Text Classification Foundations
The basic goal of text classification is to determine to which class or set of classes a supplied object belongs, given a fixed set of categories. Mathematically, given a fixed set of classes  and a document  within the high-dimensional document space , the classification task builds a mapping engine . The categories in  are application-specific, human-defined, and constructed over multi-dimensional token boundaries.
2.2 The Evolution of Spam Tactics and the Need for Re-evaluation
Email spam has evolved from simple unsolicited advertisements into complex vectors for targeted adversarial attacks. Modern spammers employ advanced techniques such as homoglyph character substitution (e.g., writing "w1nner" instead of "winner") and image-based payloads to bypass traditional text-based keyword matchers. This shift requires a move away from static, rule-based systems toward adaptive machine learning models that can generalize from evolving data patterns. Without continuous model re-evaluation, filtering frameworks experience "model decay," where accuracy drops as spammer tactics outpace older static training pools.
2.3 The Dominance of Hybrid Machine Learning Architectures
Recent studies emphasize that single-classifier systems—such as standalone Naive Bayes or Decision Trees—often hit an accuracy ceiling of approximately 88–91%. To overcome this limitation, researchers are increasingly adopting hybrid ensemble strategies. Stanley and Smith demonstrated that while Naive Bayes (NB) is exceptionally fast and efficient for initial categorization, Support Vector Machines (SVM) provide superior boundary definition in high-dimensional space. By combining these two architectures in an optimized framework, their research achieved an accuracy benchmark of 98.4%. Similarly, Swamy et al. explored the integration of gradient boosting methods with linear structures, verifying that combined predictive logic captures underlying non-linear metadata properties that single linear classifiers miss.
2.4 Feature Engineering: TF-IDF vs. Word Embeddings
A critical debate in recent literature concerns the representation of text tokens for the downstream classifier. Debnath conducted a comparative analysis between Term Frequency-Inverse Document Frequency (TF-IDF) models and dense word embeddings. The study concluded that for traditional machine learning models like Naïve Bayes and SVM, TF-IDF remains the most effective feature extraction method. It successfully filters out common background noise (stop-words) while highlighting high-value keywords (e.g., "urgent", "verify", "bursary") that are statistically significant within spam corpora. Conversely, Kmail et al. suggest that for Deep Learning architectures, heavy contextual embeddings like BERT are becoming necessary to detect contextual spam, though they introduce significant computational latency.
2.5 Addressing the False Positive Crisis
A primary challenge identified by Al-Zoubi et al. is the "Cost of Misclassification." While missing an isolated spam payload is an administrative nuisance, misclassifying a critical business or academic email (a "Ham") as spam can have severe structural consequences. Current research balances this trade-off by maximizing the -Score—the harmonic mean of Precision and Recall. Stanley and Smith argue that while high sensitivity (Recall) is essential for perimeter security, it must be balanced with strict Precision boundaries to ensure that legitimate organizational communication remains uninterrupted.




METHODOLOGY
3.1 Research Framework and System Pipeline
This text mining-based email spam detection system is engineered as an automated gateway pipeline that ingests raw email data streams, processes them through a resilient natural language normalization sequence, and classifies the resulting sparse feature vectors using a soft-consensus Bagging Ensemble arbitrator.
REAL-TIME PRODUCTION METRICS OUTCOME
├── Accuracy ├── Precision ├── Recall └── F1-Score
PRE-PROCESSING & NORMALIZATION LAYER 
[01] Penn Treebank Word Tokenization
[02] Structural Stop-Word Removal
[03] Morphological Lemmatization
FEATURE EXTRACTION & REPRESENTATION             
 Sub-Linear TF-IDF Vector Synthesis
TRAIN / TEST CORE CLASSIFIER SPLIT
Training Pool (80%) ──► Fit Model Matrices  
Testing Pool (20%) ──► Evaluate Performance Metrics
HYBRID CONSENSUS CLASSIFICATION ENGINE
 Parallel Path A: Multinomial Naïve Bayes (P_NB)
 Parallel Path B: Support Vector Machine (P_SVM)     

FINAL WEIGHTED ENSEMBLE ARBITRATOR 
Formula: P_Final = [0.4 * P_NB] + [0.6 *P_SVM]
CLASS 1: SPAM
CLASS 0: HAM
INPUT: Raw Email Dataset Stream

















Fig 3.1: Detailed System Processing Pipeline Framework
3.2 Pre-Processing and Normalization Pipeline
1. Penn Treebank Tokenization: Raw incoming text strings are broken down into explicitly tracked grammatical components, ensuring punctuation markers used in character obfuscation are preserved as individual elements rather than simply dropped.
2. Stop-Word Removal: The incoming token stream is cleaned by filtering out a standardized blocklist of high-frequency, non-predictive English words (e.g., "the", "is", "at").
3. Morphological Lemmatization: Instead of aggressive truncation (stemming), words are reduced to their actual dictionary base forms using part-of-speech context, ensuring words like "processing", "processed", and "processes" collapse to the exact same root feature key.
3.3 Feature Synthesis: Sub-Linear TF-IDF
To prevent spammers from manipulating classification results by repeating legitimate terms inside a single message payload (Bayesian Poisoning), feature weights are scaled sub-linearly. For a token  inside email document  within the broader corpus , the structural feature weight  is calculated as:




3.4 Hybrid Ensemble Model Logic and Optimization
The processed sparse feature vectors are sent simultaneously to two different classifiers:
· Classifier A (Multinomial Naïve Bayes): Evaluates joint probability metrics across training classes using uniform Laplace smoothing () to prevent out-of-vocabulary terms from zeroing out class estimations:

· Classifier B (Support Vector Machine): Maps the input vectors into a high-dimensional geometric space to find an optimal separating boundary line using a localized Radial Basis Function (RBF) Kernel:

Instead of using a simple majority vote, the system combines the probability outputs of both models using a soft-consensus approach. The final classification score  is computed as:

The system flags an email as spam () if , and as ham () if it falls below that threshold.

EXPERIMENTAL RESULTS AND DISCUSSION
4.1 Experimental Environment and Setup
To measure real-world performance accurately, system testing was conducted on a localized commodity server setup without GPU acceleration:
· Hardware: Intel Core i5-6500 CPU @ 3.20GHz (Quad-Core Processor), 8GB DDR3 RAM.
· Software: Ubuntu Server 22.04 LTS, Python 3.10.12, Scikit-Learn 1.3.0.
· Data Corpus: 10,000 email records combining public data sets (Enron and SpamAssassin) with local organizational email logs across the 2024–2026 timeframe, split into 80% for training and 20% for testing using 10-fold cross-validation.
4.2 Performance Metrics Evaluation
Classification metrics were monitored using standard statistical formulations:


System efficiency was tracked by measuring the Mean CPU Inference Latency (expressed in milliseconds) required to process a single email payload.


4.3 Statistical Results Analysis
TABLE 4.1: CLASSIFICATION PERFORMANCE MATRIX
	System Architecture
	Accuracy
	Precision
	Recall
	F1-Score

	Standalone MNB
	89.45%
	86.12%
	92.30%
	89.10%

	Standalone SVM (RBF)
	94.12%
	95.40%
	91.80%
	93.56%

	Proposed Hybrid Engine
	98.42%
	98.11%
	98.68%
	98.39%

	DistilBERT Transformer
	98.74%
	98.60%
	98.88%
	98.74%



TABLE 4.2: COMPUTATIONAL LATENCY OVERHEAD (CPU)
	System Architecture
	Mean CPU Inference Overhead / Email

	Standalone MNB
	1.2 milliseconds

	Standalone SVM (RBF)
	18.4 milliseconds

	Proposed Hybrid Ensemble
	21.1 milliseconds

	DistilBERT (Deep Transformer)
	412.5 milliseconds (CPU Bottleneck)



4.4 Analytical Discussion
The empirical data shows that the hybrid ensemble successfully addresses the limitations of single-classifier systems. Standalone MNB runs exceptionally fast (1.2 ms) but exhibits a high false-positive rate, lowering its precision to 86.12% because it struggles with modern keyword insertion tactics. Conversely, standalone SVM handles high-dimensional boundaries well but requires more computing time and shows higher classification variance.
By combining both approaches, our hybrid engine achieves a verified classification accuracy of 98.42%, meeting the initial target of 98.4%.
Evaluating operational efficiency highlights the practical advantages for edge deployments. While the deep-learning DistilBERT transformer achieves a slightly higher accuracy rate (98.74%), executing it on standard CPU hardware causes a severe latency bottleneck of 412.5 ms per email. In a high-volume enterprise environment, this delay would trigger severe packet queues and system latency.
Our proposed hybrid ensemble achieves near-equivalent classification performance (98.39% -score) while maintaining an ultra-low inference speed of 21.1 ms per email on the same hardware. This performance profile establishes the framework as a highly practical, resource-resilient option for organizational edge networks that lack dedicated GPU resources.
CONCLUSION AND FUTURE DIRECTIONS
5.1 Conclusion
This study successfully designs, implements, and evaluates a low-overhead hybrid machine learning ensemble optimized to protect email networks within resource-constrained environments. By combining the fast processing speed of Multinomial Naïve Bayes with the high-dimensional precision of an RBF-Kernel Support Vector Machine, the system establishes a resilient boundary filter against evasive, adversarial spam.
Achieving an overall accuracy of 98.42% and a processing speed of 21.1 ms on a standard CPU, the system matches the precision of deep transformer models while avoiding their steep computing and hardware acceleration costs. These results demonstrate that highly effective cybersecurity frameworks can be deployed successfully within strict resource constraints.
5.2 Future Work
Planned improvements for this research will focus on two areas:
1. Mitigating Concept Drift: Integrating an automated online learning layer that updates vocabulary weights dynamically from verified quarantine samples, allowing the filter to adapt to changing spam tactics without requiring a complete system reboot or re-train.
2. Lightweight Multi-Modal Image Parsing: Developing a low-overhead text extraction extension optimized for commodity CPUs to intercept embedded image-based spam and hidden PDF payloads, extending comprehensive protection against modern evasion techniques.
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