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Abstract - This review presents a comprehensive analysis of energy-efficient deep learning techniques for Edge Artificial Intelligence (Edge AI). The rapid expansion of IoT devices requires intelligent processing directly on resource-constrained hardware. This paper surveys compression techniques including pruning, quantization, knowledge distillation, neural architecture search (NAS), and federated learning integration. Comparative analysis highlights trade-offs between accuracy, latency, and energy consumption. Key research gaps and future directions toward sustainable Edge AI systems are discussed.
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1. INTRODUCTION
Edge AI enables real-time processing directly on embedded and IoT devices, reducing dependency on cloud infrastructure. However, deep neural networks are computationally expensive and energy-intensive. Balancing model accuracy with limited computational resources is a major research challenge. This review systematically analyzes recent contributions addressing energy efficiency in edge-deployed deep learning models. The primary contributions include structured categorization of optimization techniques, comparative evaluation, and identification of research gaps.
2. BACKGROUND AND FUNDAMENTALS
Edge computing shifts computation closer to data sources, reducing latency and bandwidth consumption. Energy efficiency is critical due to battery-powered devices and thermal limitations. Pruning removes redundant weights, quantization reduces numerical precision, and knowledge distillation transfers knowledge from large teacher models to compact student models. NAS automatically searches lightweight architectures optimized for hardware constraints.
3. REVIEW METHODOLOGY
This review considered peer-reviewed publications from 2017–2026 indexed in IEEE Xplore, Springer, ScienceDirect, and MDPI. Keywords included 'Edge AI', 'Energy Efficient Deep Learning', 'Quantization', and 'TinyML'. Inclusion criteria focused on energy optimization for on-device inference. Ten representative high-impact studies were selected for structured comparative analysis.
4. LITERATURE REVIEW AND COMPARATIVE ANALYSIS
Quantization-based methods significantly reduce computational cost by lowering numerical precision. Pruning techniques decrease model size while maintaining acceptable accuracy. Federated learning reduces communication energy costs by enabling distributed training. Survey papers emphasize the absence of standardized benchmarking across heterogeneous hardware platforms.




TABLE I: Comparative Analysis of Energy-Efficient Edge AI Models
	Sr.
	Title
	Technique
	Benefit
	Limitation

	1
	Quantization-Optimized Transformers (2026)
	Quantization + Distillation
	Lower compute cost
	Domain-specific testing

	2
	Energy-Aware Generative AI (2025)
	Adaptive Scheduling
	Energy-aware inference
	Hardware dependency

	3
	Lightweight DL Survey (2025)
	Survey
	Comprehensive taxonomy
	No experimental benchmarking

	4
	Green Edge AI (2025)
	Pruning + NAS
	Reduced power usage
	Limited real-world deployment

	5
	Efficient DL for Edge (2025)
	TinyML + Compression
	Low memory footprint
	No unified framework

	6
	Power Efficient IoT Deployment (2023)
	Model Optimization
	Practical deployment
	Scalability limits

	7
	Low-Bit Quantization Survey (2023)
	Quantization
	Memory reduction
	Accuracy trade-offs

	8
	Integer Quantization (2019)
	Integer-only inference
	Low latency
	No hybrid integration


	9
	On-Device DL (2020)
	Local inference
	Reduced bandwidth
	Wireless-specific focus

	10
	Wisdom Framework (2020)
	Context-aware optimization
	Adaptive sensing
	Limited environment validation


5. RESEARCH GAPS AND OPEN CHALLENGES
Current literature lacks unified adaptive frameworks integrating pruning, quantization, NAS, and federated learning. Benchmarking across heterogeneous edge hardware remains inconsistent. Dynamic runtime adaptation and real-world validation under varying workloads require further investigation.
6. FUTURE RESEARCH DIRECTIONS
Future research should focus on multi-objective optimization balancing accuracy, latency, and energy simultaneously. Hardware-aware AutoML can further optimize architecture design. Federated learning integrated with compression techniques will enhance scalability. Sustainable AI benchmarking frameworks are essential for green computing.
7. CONCLUSION
This review summarized advancements in energy-efficient Edge AI models and highlighted critical open challenges. Addressing these gaps will enable scalable, intelligent, and sustainable edge computing systems.
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