In-Memory Computing for AI Hardware: A Comprehensive Case Study and Review of Recent Advances
Abstract
Artificial Intelligence (AI) workloads, particularly deep learning and generative AI, face significant constraints within traditional Von Neumann architectures. The frequent movement of data between processing units and memory creates a "memory wall," consuming substantial energy and introducing critical latency bottlenecks. This case study scrutinizes In-Memory Computing (IMC) as a paradigm shift, positioning computation directly within memory arrays to mitigate these limitations. Examination of various IMC implementations, including those utilizing DRAM, SRAM, and non-volatile memories (NVMs) such as Resistive Random Access Memory (RRAM) and Phase Change Memory (PCM), reveals considerable advancements in energy efficiency and performance for AI acceleration. While challenges related to precision, device variability, and system programmability persist, IMC presents a transformative approach to achieving scalable and energy-efficient AI hardware.
The rapid advancement of artificial intelligence (AI), particularly deep learning, has exposed fundamental limitations in conventional computing systems based on the Von Neumann architecture. The separation between memory and processing units leads to excessive data movement, resulting in increased latency and energy consumption. In-memory computing (IMC) has emerged as a promising paradigm to address this “memory wall” by integrating computation directly within memory arrays. This literature review surveys recent developments (2024–2026) in IMC architectures, devices, and system-level designs for AI applications. It highlights key technologies such as SRAM, ReRAM, and emerging non-volatile memories, along with their advantages, limitations, and open research challenges.
	Traditional Von Neumann architectures face significant limitations due to the "memory wall" in AI workloads. This paper evaluates the transition toward In-Memory Computing (IMC) using SRAM, ReRAM, and emerging memory technologies. We analyze how integrating computation within memory reduces data movement, enhances energy efficiency, and improves throughput for neural network operations.
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I. Introduction/Background
Artificial intelligence workloads, especially deep neural networks, require massive parallel computation and frequent memory access. Traditional computing architectures suffer from inefficiencies due to continuous data transfer between processor and memory.
The demand for high memory bandwidth in AI workloads has rendered traditional architectures inefficient. The primary bottleneck is the physical separation of the CPU and memory.
IMC addresses this by performing calculations directly where data resides.
Recent studies show that:
· Data movement accounts for a major portion of energy consumption 
· AI workloads demand high memory bandwidth and low latency 
This challenge is widely known as the memory wall problem, which IMC aims to solve by:
· Co-locating memory and computation 
· Performing operations like MAC (Multiply-Accumulate) directly in memory 
IMC significantly improves:
· Energy efficiency 
· Throughput 
· Scalability for edge AI systems 
The exponential expansion of AI applications, from complex deep neural networks to advanced generative models, places immense demands on computational infrastructure [1]. Traditional computer architectures, based on the Von Neumann model, separate the processing unit from memory, leading to an inherent data transfer bottleneck [2] [3]. This "memory wall" becomes increasingly pronounced with data-intensive AI tasks, impacting both performance and energy consumption [1] [4].
II. Background and Motivation
A. Limitations of Traditional Architectures
Conventional systems rely on separate:
· CPU/GPU (processing) 
· DRAM/SRAM (memory) 
This results in:
· High latency 
· Increased power consumption 
· Limited scalability for AI 
AI accelerators like GPUs partially solve computation issues but still rely heavily on memory transfers.
Traditional systems suffer from high latency and power consumption due to constant data shuffling.
· Energy Efficiency Equation: The total energy (E{total}) is dominated by the transfer energy (E{trans}): 
E{total} = E{compute} + E{trans}
· Goal: IMC seeks to minimize E{trans} by enabling parallel processing at the memory bit-cell level.
B. Emergence of In-Memory Computing
IMC integrates:
· Storage + computation
within the same hardware block. 
Key benefits:
· Reduced data movement 
· Parallel processing capability 
· Lower energy consumption 
Studies indicate that IMC can improve efficiency by orders of magnitude compared to traditional systems 
III. In-Memory Computing Architectures
A. SRAM-Based IMC
🔹 Overview
· Uses standard CMOS-compatible SRAM cells 
· Performs digital or analog computations 
🔹 Advantages
· High reliability 
· Easy integration with existing VLSI systems 
🔹 Limitations
· Limited density 
· Higher area cost 
B. ReRAM-Based IMC
🔹 Overview
· Uses resistive switching devices 
· Enables analog computation via crossbar arrays 
🔹 Advantages
· High density 
· Efficient matrix-vector multiplication 
🔹 Challenges
· Device variability 
· Noise and non-linearity 

C. DRAM-Based IMC
· Enables computation near or inside DRAM arrays 
· Suitable for large-scale AI workloads 
Limitation:
· Refresh overhead 
· Limited precision 

D. Emerging Memory Technologies
Recent research explores:
· STT-MRAM 
· SOT-MRAM 
· Ferroelectric memory 
These technologies aim to:
· Improve speed 
· Reduce power 
· Enhance scalability 

Different memory technologies offer distinct trade-offs in accuracy, power, and scalability.
	Technology
	Advantages
	Challenges

	SRAM
	High speed, CMOS compatible
	High leakage, low density

	ReRAM
	High density, non-volatile
	Device variability, write endurance

	DRAM
	Scalable for large models 
	High refresh power 



The Crossbar Operation
IMC is particularly efficient for Matrix-Vector Multiplication (MVM). By treating memory arrays as crossbars, multiplication is performed using Ohm’s Law (V = I . R) and addition via Kirchhoff’s Current Law: 
I{out,j} = ∑ V{in,i} . G{i,j}
Where G represents the conductance (weight) and V is the input.
IV. IMC for AI Acceleration
A. Neural Network Acceleration
IMC is highly efficient for:
· Matrix-vector multiplication 
· Convolution operations 
These are core operations in:
· CNNs 
· Transformers 

B. Analog vs Digital IMC
	Feature
	Analog IMC
	Digital IMC

	Power
	Very low
	Moderate

	Accuracy
	Lower
	Higher

	Complexity
	High
	Moderate



Analog IMC performs computations using:
· Current/voltage accumulation 
Digital IMC uses:
· Standard logic operations 

C. Mixed-Precision Architectures
Recent designs combine:
· Analog computation 
· Digital correction 
A 2025 processor demonstrated:
· High accuracy 
· Improved efficiency using hybrid SRAM + memristor design 

V. Hardware–Algorithm Co-Design
Traditional design separates:
· Hardware 
· AI algorithms 
Modern research focuses on:
Co-design approaches
Benefits:
· Improved efficiency 
· Better accuracy 
Example:
· Hardware-aware neural networks 
· Quantized models for IMC 
Quantization reduces:
· Memory usage 
· Power consumption 
To maximize IMC performance, hardware and AI models must be jointly optimized.
· Optimization: Adjusting neural network weights to match the physical constraints of the memory devices improves overall efficiency.
· Quantization: Mapping continuous weights into discrete conductance states to fit hardware precision limits.
V. Performance Analysis

A. Energy Efficiency
IMC achieves:
· Up to 40–140× improvement over GPUs 

B. Latency Reduction
· Eliminates memory transfer delays 
· Enables real-time AI inference 

C. Throughput
· Highly parallel architecture 
· Suitable for edge and cloud AI 
VI. Challenges in IMC
While IMC shows significant gains in throughput and energy efficiency, several barriers to large-scale adoption remain:
· Accuracy: Analog computing is susceptible to noise and device variability.
· Complexity: Designing peripheral circuits (ADCs/DACs) increases layout complexity.
· Future Trends: Research is shifting toward error-resilient designs, neuromorphic computing, and Edge AI applications.

A. Accuracy Issues
· Analog noise 
· Device variability 
· Limited precision 

B. Scalability
· Interconnect complexity 
· Crossbar size limitations 

C. Device Reliability
· Variation in memristors 
· Aging effects 

D. Design Complexity
· Requires: 
· Circuit-level innovation 
· Architecture-level optimization 
VII. Recent Advances (2024–2026)

1. AI-Specific IMC Architectures
Recent works highlight:
· Specialized architectures for neural networks 
· Integration with edge devices 

2. 3D-Stacked IMC Systems
· Improves memory bandwidth 
· Reduces latency 

3. Edge AI Optimization
IMC enables:
· Low-power IoT devices 
· Real-time processing 

4. Emerging Memory Integration
New devices provide:
· Higher density 
· Better energy efficiency 
VIII. Research Gaps
Based on recent literature, key gaps include:
 1. Error-Resilient Design
· Need robust error correction methods 
 2. Hardware–Software Integration
· Lack of unified frameworks 
 3. Standard Benchmarking
· No common evaluation metrics 
 4. Large-Scale Deployment
· Limited real-world implementations 
IX. Overview of In-Memory Computing
In-Memory Computing (IMC), also known as Processing-in-Memory (PIM), represents an architectural shift that co-locates computation and data storage, thereby minimizing the physical distance data must travel during processing [2] [5]. This approach directly addresses the Von Neumann bottleneck by performing computations within or near the memory unit itself. IMC can significantly reduce data movement, which often accounts for a substantial portion of energy consumption and latency in AI workloads [1] [4]. The core principle involves leveraging memory arrays not only for data storage but also for executing computational operations, such as multiply-and-accumulate (MAC) operations essential for neural networks [5].
X. Challenges in Conventional AI Hardware Architectures
Conventional AI hardware architectures, predominantly relying on Graphics Processing Units (GPUs) and Central Processing Units (CPUs), encounter scalability and efficiency limitations for modern AI models [6] [7]. The "memory wall" problem, where data transfer between processor and memory becomes a bottleneck, restricts performance gains [2]. For large-scale AI models, the memory subsystem itself becomes a central bottleneck, affecting both training and inference [8] [9]. Furthermore, the power consumption associated with extensive data movement contributes to sustainability concerns in AI development [1]. Optimizing hardware utilization in heterogeneous computing environments, which combine different processor types, also presents challenges in resource management for high-performance AI systems [6].
XI. Case Description
The imperative to transcend the limitations of traditional Von Neumann architectures in AI processing has spurred the exploration and development of In-Memory Computing solutions. This paradigm fundamentally alters how computation is performed, moving it closer to or directly within data storage units. Such an approach aims to alleviate the energy and latency costs associated with frequent data transfers between separated processing and memory components, a bottleneck increasingly critical for data-intensive AI workloads [4] .
XII. Emergence of In-Memory Computing Solutions
The concept of IMC has gained traction as a strategic response to the computational demands of contemporary AI. By integrating memory and computation, IMC aims to overcome the "memory wall" and enable considerable performance improvements in AI workloads [4]. The foundational premise involves utilizing memory arrays to execute arithmetic operations directly, particularly the multiply-and-accumulate (MAC) operations that form the core of neural network processing [5]. This integration reduces power consumption and latency by minimizing data movement. The evolution of memory technologies, especially non-volatile memories, has been instrumental in enabling practical IMC implementations, offering platforms for both logic operations and neural network inference [10] [11].
XIII. Notable Technologies and Implementations
Several memory technologies underpin IMC advancements. Non-volatile memories (NVMs), including Resistive Random Access Memory (RRAM), Phase Change Memory (PCM), and Spin-Transfer Torque Magnetic RAM (STT-MRAM), are particularly promising due to their potential for high density, low power consumption, and multi-level programming capabilities [11] [12]. RRAM crossbar arrays, for example, can store neural network weights in-situ and perform MAC operations in an analog manner, leading to significant power reductions [13] [14].
Implementations range from analog computing within resistive crossbar arrays to digital PIM solutions utilizing SRAM and DRAM. For instance, SIMPLY, a smart logic-in-memory architecture, offers high reconfigurability for both logic and binarized neural network (BNN) inference [10]. Another approach involves integrating memristive devices into large-scale CMOS systems, demonstrating stable and efficient logic operations [15]. These technologies enable advanced functionalities like neuromorphic computing, mimicking biological synapses and neurons [12] [16].
XIV. Analysis/Diagnosis
The transition to In-Memory Computing for AI hardware necessitates a thorough analysis of its performance and energy efficiency advantages, alongside an acknowledgment of inherent integration and scalability challenges. The promise of IMC lies in its ability to circumvent the fundamental limitations of the Von Neumann architecture, offering a pathway to more efficient and powerful AI systems.
XV. Performance and Energy Efficiency Comparisons
IMC architectures demonstrate significant improvements in energy efficiency compared to traditional digital accelerators, particularly for deep neural network inference, often achieving one to two orders of magnitude greater efficiency [4]. This gain primarily results from the reduced data movement. For instance, analog computation of multiply-and-accumulate operations in BNN inference using 1T1R crossbar arrays can improve the energy-delay product by over 103 times compared to pure SIMPLY implementations [10]. Hybrid designs integrating analog-digital tiles with 2D mesh interconnects can achieve efficiencies up to 2264 TOPS/W, which is significantly higher than conventional GPUs [1].
A comparative overview of architectural performance illustrates these differences:
	Architecture Type
	Primary Benefit
	Typical Energy Efficiency (TOPS/W)
	Data Movement

	Conventional CPU
	General Purpose
	< 10
	High (Von Neumann bottleneck)

	GPU (Modern)
	Parallel Processing
	~ 50-100
	Moderate (Memory bandwidth limited)

	ASIC (AI Accelerators)
	Task-Specific Efficiency
	~ 100-500
	Optimized, but still external memory access

	IMC (NVM-based)
	In-Memory Computation
	> 500 (up to 2264) [1]
	Minimal (computation within memory)


This table underscores the substantial efficiency gains provided by IMC, particularly in the context of AI workloads where MAC operations dominate [5].
XVI. Integration Challenges and Scalability
Despite the performance benefits, IMC faces several challenges. Device variability and analog precision constraints are significant hurdles, particularly in analog IMC implementations where non-idealities can affect computational accuracy [4] [8]. System programmability for diverse AI workloads also represents a complex integration issue, as IMC solutions are often specialized [1]. Scalability, especially in 3D integration, remains an area requiring further development. The limited on-chip memory for training in edge devices, for example, necessitates aggressive sparsity and quantization, potentially leading to accuracy loss [17]. Furthermore, the interaction between devices, circuits, and systems in IMC design requires cross-layer optimization techniques to mitigate issues like voltage drop and signal margin degradation [14].
XVII. Alternatives/Options
When considering hardware for AI workloads, a spectrum of architectural choices exists, each with distinct advantages and limitations. These options range from established general-purpose processors to specialized accelerators and emerging memory technologies, all striving to address the computational intensity and data movement bottlenecks inherent in modern AI.

XVIII. Conventional Approaches: FPGAs, GPUs, and CPUs
Traditional Central Processing Units (CPUs) offer high flexibility and are suitable for general-purpose computing, but their sequential processing model and limited parallel capabilities constrain their efficiency for highly parallel AI tasks [6]. Graphics Processing Units (GPUs) provide substantial parallel processing power, making them a cornerstone for deep learning training and inference [6] [18]. However, GPUs still operate within the Von Neumann paradigm, meaning data must be moved between the GPU and its memory, leading to energy and latency costs [1]. Field-Programmable Gate Arrays (FPGAs) offer reconfigurability and customizability, allowing for tailored hardware acceleration for specific AI models with potential for low latency and power consumption [19]. Yet, FPGA development can be complex and time-consuming compared to software-based solutions on GPUs or CPUs. Specialized AI accelerators, such as Google's Tensor Processing Units (TPUs), are designed for specific AI operations, offering high performance and efficiency for particular workloads but with reduced flexibility [20] [21].
XIX. Emerging Memory Device Technologies
Emerging non-volatile memory (NVM) technologies are critical for advancing IMC and brain-inspired computing. Memristors, particularly Resistive Random Access Memory (RRAM), Phase Change Memory (PCM), and Magnetoresistive Random Access Memory (MRAM), offer properties suitable for in-memory computation, such as high density, low power, and non-volatility [11] [12] [5]. These devices can perform analog multiply-and-accumulate (MAC) operations directly within memory arrays, significantly reducing data movement overhead [13] [14]. Beyond traditional NVMs, two-dimensional (2D) material-based memristor and memtransistor arrays present promising candidates for next-generation in-memory computing, leveraging unique material properties for enhanced performance [22]. The continued development of these memory technologies is instrumental in realizing the full potential of IMC and neuromorphic architectures [12].
XX. Recommendations
The successful integration and widespread adoption of In-Memory Computing in AI hardware hinges on focused research and development efforts. Addressing the current limitations and leveraging the inherent advantages of IMC will be central to realizing next-generation AI systems that are both powerful and energy-efficient.
XXI. Directions for Future Research and Development
Future research should prioritize several key areas. First, enhancing device reliability and mitigating variability in emerging memory technologies, particularly for analog IMC, is crucial to ensure consistent and accurate computation [4] [8]. Developing robust circuit-level optimizations and system integration strategies will be essential for managing non-idealities in practical implementations [14]. Second, developing more flexible and programmable IMC architectures capable of supporting a wider range of AI workloads, beyond specific inference tasks, is necessary [1]. This involves exploring hybrid digital-analog IMC designs and standardized interfaces. Third, research into advanced 3D integration techniques can enable higher density and further reduce data movement pathways [1]. Finally, exploring novel memory materials and device physics, such as those involving 2D materials, offers avenues for breakthrough performance and efficiency [22].
XXII. Implementation Plan
The strategic deployment of In-Memory Computing in AI hardware requires a multi-faceted approach, encompassing architectural design, software co-optimization, and a phased adoption roadmap. Successful integration will depend on careful planning and collaboration across various engineering and research disciplines.
A. Adoption Strategies for In-Memory Computing in AI Hardware
Adoption strategies for IMC in AI hardware should proceed incrementally, targeting specific AI workloads where the benefits are most pronounced. Initial focus can be on edge AI inference applications, where power efficiency and low latency are paramount.
1. Targeted Integration: Begin by integrating IMC modules for specific, compute-intensive operations within existing heterogeneous AI systems, such as MAC operations in deep neural networks [5]. This allows for focused optimization and evaluation without overhauling entire architectures.
2. Software/Hardware Co-design: Develop compilers and programming models that can effectively map AI algorithms to IMC architectures, accounting for their unique computational paradigms and memory structures. This includes optimizing data flow and memory access patterns.
3. Hybrid Architectures: Implement hybrid systems that combine IMC with conventional processors (CPUs, GPUs) to leverage the strengths of each. IMC can handle memory-bound computations, while general-purpose processors manage control logic and less data-intensive tasks [1].
4. Standardization Efforts: Promote the development of industry standards for IMC interfaces and programming models to foster interoperability and broader adoption across different hardware vendors and AI frameworks.
5. Scalable Manufacturing: Invest in research and development for scalable manufacturing processes of emerging memory devices and IMC arrays to ensure cost-effectiveness and mass production capabilities [15].
This phased approach allows for continuous learning and refinement, addressing challenges systematically as IMC technologies mature.
B. Evaluation Criteria
Assessing the efficacy of In-Memory Computing solutions for AI hardware demands a comprehensive set of evaluation criteria. These metrics must capture the full spectrum of performance, efficiency, and scalability characteristics to accurately gauge their advantages over conventional architectures and guide future development.
Metrics for Performance, Efficiency, and Scalability
Evaluating IMC solutions requires a multi-dimensional approach:
· Performance:
· Throughput: Measured in operations per second (e.g., TOPS for integer operations, TFLOPS for floating-point) [23].
· Latency: The time taken to complete a specific AI task (e.g., inference time for a neural network) [19].
· Accuracy: For AI models, the preservation of model accuracy when deployed on IMC hardware, considering effects of quantization or analog noise [8].
· Efficiency:
· Energy Efficiency: Measured in operations per Watt (e.g., TOPS/W or TFLOPS/W), directly reflecting the reduction in data movement costs [1] [4].
· Power Consumption: Total power dissipated during operation.
· Area Efficiency: Silicon area occupied by the IMC hardware for a given computational capacity.
· Scalability:
· Workload Scalability: Ability to efficiently handle increasing model sizes, batch sizes, and data volumes.
· Architectural Scalability: Ease of extending the IMC architecture for larger systems or more complex functionalities, including 3D integration potential.
· Programmability: The flexibility of the architecture to adapt to different AI algorithms and application requirements.
These criteria provide a holistic view for comparing IMC against traditional and other emerging AI hardware options.
XXIII. Conclusion
In-Memory Computing presents a compelling architectural evolution for AI hardware, offering a substantial departure from the limitations imposed by the traditional Von Neumann model. By co-locating processing and memory, IMC effectively addresses the "memory wall" bottleneck, leading to significant advancements in energy efficiency and performance for AI workloads [1] [4]. Emerging non-volatile memory technologies, particularly memristors, are instrumental in enabling these gains through their ability to perform analog computation directly within memory arrays. While challenges such as device variability, precision management, and system-level programmability persist, ongoing research and strategic development indicate a path towards overcoming these hurdles [8] [14]. The continued refinement of IMC architectures will facilitate highly efficient and sustainable AI systems, spanning from edge devices to large-scale data centers.
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