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Abstract

AI voice cloning and automatic dubbing now permit well-known public figures to appear to speak languages they have never learned while preserving their recognizable voice and delivery. Prior studies have mainly evaluated technical quality and localization efficiency, leaving aside the question of how these transformations affect the continuity of celebrity persona, already shaped through parasocial relations. This article approaches such cases as forms of algorithmic voice transfer in which the speaking subject is no longer singular but stratified across the human figure, the platform, and the model. The study uses a two-stage design applied to three empirically grounded cases: the ElevenLabs AI-translated Zelensky–Fridman podcast interview (YouTube comments, n = 1,009; Reddit comments, n = 546) and the David Beckham malaria campaign (YouTube comments, n = 173). In the first stage, a corpus of institutional, journalistic, and platform texts is analyzed using LDA topic modelling and automated stance detection to identify the dominant themes through which AI-mediated celebrity speech is publicly constructed. The second stage extends this analysis to platform reception and examines how audiences negotiate authenticity, agency, and persona continuity. The findings reveal a mechanism of contextual parasocial amnesty: audiences grant a ‘pardon’ for synthetic mediation when the perceived moral intent is high, resulting in an amalgamated speaking subject. In contested contexts, the study detects a relational displacement of the uncanny, where skepticism decouples from the AI voice and attaches to the human mediator. By shifting the focus from technical realism to the relational nature of the speaker, the article indicates that authenticity in the age of generative AI is not a property of the signal, but a situational product of the parasocial contract.
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1. Introduction
The digital replication of a person's voice, which includes AI dubbing and speech-to-speech translation (S2ST), permits famous people to speak languages they do not know. A political leader might give an interview in Ukrainian, and viewers worldwide hear the speech in their own language, delivered in a voice that sounds exactly like his. Similarly, a famous athlete can reach people in several different languages he has never studied. These examples are becoming common ways for public figures to reach a global audience in online settings.
Recent data shows that YouTube auto-dubbing now supports twenty-seven languages and reaches millions of people every day (Motati, 2026). This shift has turned AI or synthetic voices into a standard part of the listening experience and a regular feature of the internet. New research also indicates that emotional synchronization (matching the speaker’s original feelings to the translated audio) is becoming the new standard for these tools (Rafiei Oskooei et al., 2024; Zhu et al., 2024).
Yet audiences in these settings are rarely evaluating a voice in isolation. They are evaluating a mediated persona whose identity has accumulated meaning through repeated exposure, fandom practice, and parasocial investment. That makes the authenticity question less about phonetic plausibility alone and more about whether the celebrity’s perceived self stays consistent across a translation-and-synthesis stack. When it does, the parasocial bond is maintained and the speech act is processed as an extension of the public figure. When it does not, the bond is disrupted, and the question of who is actually speaking becomes urgent.
This article addresses that question through three complementary moves. First, it situates AI-mediated celebrity speech within the framework of parasocial identity theory and celebrity persona studies and argues that algorithmic voice transfer introduces a new form of stratified speaking subject that existing frameworks do not adequately theorise. Second, it applies a computational pipeline such as LDA topic modelling combined with keyword-based stance detection, to 1,728 platform comments across three distinct cases and performs cross-case and cross-platform comparison at scale. Third, it derives from the data a new theoretical concept, contextual parasocial amnesty, which proposes which suggests that the moral framing of an AI message influences authenticity judgments more profoundly than either technical realism or the presence of an AI disclosure label. 
The remainder of this article is organized as follows: after this introduction, the literature review situates the stratified speaking subject within the histories of parasocial interaction and algorithmic mediation. This conceptual basis dictates the research questions and hypotheses presented in Section 4. Section 5 describes computational methodology, involving LDA topic modeling and automated stance detection. The findings presented in Section 6 move from broad corpus-level trends to platform-specific discourse. Finally, Section 7 discusses the theoretical implications of these results and brings forward contextual parasocial amnesty as a primary mechanism for comprehending synthetic celebrity speech.
2. Conceptual Framework and Definitions
AI dubbing is more accurately described as a pipeline of integrated technologies, not as a single method. This sequence involves transcribing source speech via Automated Speech Recognition (ASR), converting the text through Machine Translation (MT), and finally generating the target audio using Text-to-Speech (TTS). These methods can maintain the strict timing required for a precise audiovisual fit.
Voice cloning refers to generating speech that preserves speaker identity cues from a small sample, sometimes called speaker similarity, and may extend to style, affect, or acoustic-environment preservation. Cross-lingual voice cloning adds a harder requirement: preserving perceived identity while outputting the phonology and rhythmic pattern of a different language.
Speech-to-speech translation (S2ST) generally follows one of two paths: a cascaded approach, which moves sequentially from audio to text and back to audio, or a direct approach, which translates sound to sound without a written middleman. These direct methods range from early end-to-end models to modern systems that predict speech patterns using discrete digital ‘units’ of sound.
Audiovisual translation (AVT) covers subtitling, dubbing, and hybrid modes. In dubbing, timing and lip-synchrony have long been treated as hard constraints, though recent technical and industry practice increasingly prioritises translation adequacy and vocal naturalness over strict visual fit.
Parasocial interaction and parasocial relationships refer to the perceived intimacy and one-sided relational bond that audiences form with media figures (Schramm et al., 2024). The classical formulation foregrounds the illusion of conversational give-and-take at a distance; later work systematises this into scales, typologies, and developmental trajectories.
Parasocial identity continuity refers to audience perception that a public figure's recognised persona remains coherent across mediated contexts. Persona is not simply the person: it is a publicly circulated, economically valuable representation of self that audiences learn to read across formats, platforms, and now, languages. Algorithmic voice transfer introduces a continuity risk by producing the same persona with altered discourse markers, affect pacing, and pragmatic style.
Indirect (pivot) translation becomes relevant when translation passes through an intermediate language or representational layer that shapes meaning, style, and timing. In AI dubbing, pivoting can be linguistic, via a high-resource intermediary language, or procedural, using the ASR transcript as an implicit pivot. This intermediation can flatten idiolect, smooth disfluency, and alter the pragmatic register of the source speech.
Contextual parasocial amnesty refers to the process by which the perceived moral valence of an AI-mediated speech act moderates audience scrutiny of the synthetic voice. 
3. Literature Review
3.1. Technical Capabilities, Limits, and Evaluation
Current model capabilities include end-to-end speech-to-speech translation (S2ST) and speech-to-unit methods, alongside multilingual systems that combine automated speech recognition (ASR), translation, and speech generation in a single framework. Cross-lingual codec language modeling permits individuals to speak foreign languages in their own voice, achieving zero-shot transfer (performing a task without prior training) to preserve the speaker’s original vocal traits with partial control over the accent (Guo et al., 2025). The limits most relevant to keeping continuity of celebrity identity in speech translation and synthesis are not restricted to semantic errors. They also include shifts in interpersonal stance, loss of idiolectal features, removal of natural disfluencies that make speech sound artificially polished, mismatches in prosody and affective expression, and timing distortions that often require paraphrasing rather than faithful reproduction of the original voice (Sarim et al., 2025; Triantafyllopoulos & Schuller, 2024).
Dubbing-oriented machine translation research ratifies the timing problem as isochrony awareness (the matching of speech duration to video timing), approximating segment duration so that the video remains plausible (Tam et al., 2022). A recent metric for isochronic translation evaluation treats isochrony as a measurable, automatable property (Rozanov et al., 2024). Evaluation involves several measures: BLEU (a measure of text similarity) and ASR-BLEU (text similarity for speech-to-text) for text-based stages; mean opinion scores (subjective quality ratings) and human preference tests for audio quality; and timing, pause placement, and audiovisual coherence (the alignment of sound and image) for the final dubbed content.
Research regarding voice realism adds a psychoacoustic (the psychological perception of sound) dimension. Participants possess limited sensitivity in distinguishing human voices from voice clones in specific settings (Lavan et al., 2025). These clones often received human labels, a result that influenced assessments of personality, such as perceived dominance and trustworthiness (ibid.). 
3.2. Audiovisual translation, authenticity, and indirect mediation
Both technical work in audiovisual translation (AVT) and translation studies focus on the challenge of working within strict limits. AI tools for machine dubbing organize speech into natural rhythms (prosodic phrase alignment) to create realistic phrasing, but stretching or shrinking the audio too far (duration bending) makes the result sound fake (Öktem et al., 2019).
Evidence from professional practices shows that listeners prioritize a natural-sounding voice and high-quality translation over perfectly matching the speaker’s lip movements (lip-synchrony) (Brannon et al., 2023). Researchers (Efthymiou et al., 2024) state that the emotional bond between a speaker and their audience depends on voice richness defined by the combination of pitch, volume, and breathiness. These subtle vocal traits carry the rhythm and intonation, prosodic features, necessary to build trust and empathy (Levitan & Hirschberg, 2022).
This is essential for sustaining a steady connection or, in other words, parasocial continuity with the audience. Listeners track specific identity cues, such as a particular way of breathing or emphasizing words, paralinguistic cues, that automated systems often fail to preserve. This can weaken the listener’s sense of a real relationship with the persona. 
In film and media studies, researchers argue that AI tools like TrueSync change our perception of who is actually performing. By using famous faces as trust anchors, these tools connect AI-generated speech to a star’s established reputation (Holliday, 2024). At the same time, these technologies can produce unsettling results, known as the uncanny valley (Mori et al., 2012), and make it difficult for viewers to know which parts of the performance came from the human actor.
Recent legal developments in 2025, including updated labor agreements for performers, now focus on the right to control one’s digital replica, the AI-generated version of an actor’s likeness and voice. This reflects a growing concern over digital doubles replacing human labor in global markets (Associated Press, 2025; Murray, 2026,).
The process of indirect translation - translating from one language to another through a middle language like English - creates further complications in two ways. First, AI systems often create hidden text versions of the speech in English before translating it into the final language (Das, 2018). This process can flatten the original speaker's idiolect, their unique personal way of speaking, and erase the hidden or implied meanings behind words. Second, economic pressures encourage using high-resource languages, such as English, as a bridge, which can make different cultures sound more similar and less authentic.
Recent research displays that this “linguistic flattening” is becoming a major issue, as AI models often impose English-style sentence structures on other languages (Wells, 2022). This makes the study of audiovisual translation a priority for researchers and translators (Federico et al., 2020), as it directly affects how much of the original performance survives the AI process.
3.3. Parasocial Relations and Celebrity Persona
Parasocial theory begins with the observation that media figures can simulate reciprocal interaction and produce felt intimacy without actual reciprocity (Giles, 2002; Horton & Wohl, 1956). This one-sided connection or parasocial relationship forms the foundation for this study. Audiences view every celebrity’s appearance through a fixed set of expectations, interpretive frame. Disrupting this by changing a voice or language impacts both the information provided and the personal bond between the fan and the star.
Digital fame research describes this as a form of organized public closeness or managed public intimacy. Studies on micro-celebrity (Senft, 2013) show how public figures project authenticity to compete for interest, what is termed attention economics (Sarfi, 2021). Persona theory (Marshall, 2016) propose that a celebrity’s value depends on remaining recognizable even as they introduce small, intentional changes to their image, so-called controlled variability.
AI voice technology upsets this balance. When a persona speaks a new language with a different social tone or pragmatic style, listeners must decide if the change originates from the person or the machine. Recent studies indicate that audiences are prone to identity fragmentation (Van Zoonen, 2013) - the feeling that a public figure is splitting into inconsistent versions - a phenomenon that can erode the perceived sincerity of a star’s self-branding.
Research on fans shows that people process synthetic celebrity voices as two separate layers - dual-layer content. Interviews with fans using an AI service for private calls with K-pop idols revealed that people distinguish the actual sound of the voice from the words being said. They use recognisable interaction scripts to strengthen their emotional connection, so-called parasocial attachment, even if they notice the voice sounds artificial (Kang et al., 2025).
Recent research demonstrates that audiences are developing a new way of listening or synthetic literacy, where they prioritize the celebrity’s personality over technical perfection (Thomas, 2024). This denotes that as long as the star’s unique character remains intact, the audience can overlook the mechanical quality of the sound.
This provides a template for this study: audiences may view AI-dubbed content as a message that matches the celebrity’s personality (persona-consistent message) even if the voice itself feels questionable (suspicious voice layer).
3.4. Reception Evidence, Disclosure, and Deepfake Discourse
Three findings from reception research inform the hypotheses below. Current AI voice quality is so high that we can no longer assume audiences will notice when a voice is synthetic. Listeners show a limited ability to tell the difference between real and cloned voices (weak discriminability). They also tend to assign personality traits, such as authority or warmth, to these voices based on subconscious biases (Lavan et al., 2025).
Second, admitting that AI was used (disclosure) does not necessarily restore trust. Research indicates that revealing AI involvement can actually decrease trust across various tasks, depending on whether the audience views the AI’s presence as appropriate. Finding out secret AI use from an outside source or third-party exposure causes even more reputational harm (Schilke & Reimann, 2025). This connects to the concept of algorithm aversion - the tendency to penalize machine mistakes more severely than human ones, - as people are less forgiving of errors made by a computer than those made by a person (Dietvorst et al., 2015).
Third, platform discourse about deepfakes show two main problems: the risk of spreading false information and the damage to our ability to know what is true. An analysis of social media posts during the 2022 conflict in Eastern Europe found that people often wrongly labeled real videos as fakes. This created a deepfake-fueled skepticism that damaged people’s confidence in the truth, their epistemic confidence, even when the media was authentic (Twomey et al., 2023). Recent research describes a state of epistemic exhaustion - the mental burnout from trying to tell real and fake content apart. This happens when the huge amount of synthetic content makes people give up on trying to verify facts (Satta, 2024). It also leads to the liar’s dividend - a situation where public figures dismiss real, inconvenient evidence by claiming it was created by AI. For celebrity AI dubbing, this creates an unusual asymmetry. The AI use disclosure might stop people from feeling tricked, but it can also make the celebrity seem less authentic.
4. Research Design
4.1. Research Questions
Four research questions guide the analysis:
RQ1: How do audiences attribute agency and authorship when a known celebrity appears to speak an unfamiliar language via AI? Do they attribute speech to the celebrity, a translator, a company, or the AI?
RQ2: Which persona cues are treated as identity anchors in cross-lingual voice transfer, for example, emotional cadence, moral stance, or intimacy markers?
RQ3: How does the moral framing of the use case moderate authenticity judgements? Does a prosocial context buffer authenticity scepticism relative to a politically contested one?
RQ4: How do these dynamics differ across platform cultures — specifically between YouTube and Reddit?
4.2. Hypotheses
H1: In politically contested AI-mediated speech, audiences apply high rates of authenticity disruption and agency attribution to the technology rather than the celebrity.
H2: In prosocially framed AI-mediated speech, authenticity scepticism is suppressed; fandom admiration leads the stance distribution, and agency is more often attributed to the human figure.
H3: Platform architecture and user culture will moderate the reception of AI mediation. Specifically, Reddit’s critical, long-form discourse will yield higher levels of uncanny persona judgements and technical interrogation compared to YouTube’s comment environment.
H4: Agency attribution to the human speaker is consistently rare across all cases; when audiences notice AI mediation at all, they attribute the speech act to the technology rather than the person.
4.3. Cases
Three cases were selected for cross-case comparison. Each instance offers a manifestation of AI-mediated celebrity speech, described by its own moral weight, audience demographic, and platform environment
Case 1: The Zelensky–Fridman AI-translated interview (YouTube). In January 2025, ElevenLabs AI was used to produce an English-language audio track of Volodymyr Zelensky’s three-hour interview with Lex Fridman (Kazantsev, 2025), translating speech originally delivered in Ukrainian, Russian, and English. The dubbed interview was widely circulated on YouTube and attracted large-scale multilingual comment activity. This case displays politically high-stakes AI-mediated speech in a platform environment with no mandatory disclosure of the AI translation. 
Case 2: The Zelensky–Fridman AI-translated interview (Reddit). The same interview was extensively discussed on Reddit in dedicated threads. Reddit’s text-first, threaded architecture supports deliberative, analytical engagement and attracts a predominantly English-speaking, politically engaged audience. Comparing YouTube and Reddit reception of the same content presents a natural platform-culture contrast.
Case 3: The David Beckham malaria campaign. In 2019, Synthesia AI technology was used to produce a campaign video in which David Beckham appears to speak nine languages he does not know, advocating for the Malaria Must Die initiative (Malaria Must Die, 2023). This case illustrates a prosocial use of AI-mediated speech, outlined as a humanitarian effort that acts as an antithesis to the politically charged Zelensky example.
5. Methodology
5.1. Data Collection and Corpus Construction
The empirical material consists of publicly available user comments collected from YouTube and Reddit threads associated with the selected cases. All comments were collected via official platform APIs. Metadata was limited to timestamps and engagement indicators (likes, upvotes). Personal or identifying data were not retained. The final corpus comprised 1,728 comments after preprocessing: YouTube Zelensky–Fridman (n=1,009), Reddit Zelensky–Fridman (n=546), and Beckham malaria campaign (n=173).
Standard preprocessing was applied: language-aware tokenisation, stop-word removal (English stop-list supplemented by case-specific high-frequency terms such as proper names), removal of URLs and non-linguistic artefacts, and filtering of comments under ten characters. Emojis and expressive punctuation, such as exclamation marks or question marks, were kept because they show how a person feels when they take a position (Figueiredo, 2024).
5.2. LDA Topic Modelling
To find the dominant discourse formations in the text, the study used Latent Dirichlet Allocation (LDA) - an algorithm that groups words into themes (Blei et al., 2003). This process involved a bag-of-words representation - simplifying text into counts of individual words - and CountVectorizer - a tool that converts text into numbers for analysis (Marutho & Setiyanto, 2024). The settings captured unigrams (single words) and bigrams (two-word pairs) that appeared in at least two documents, focusing on the 3,000 most frequent terms.
The optimal number of topics per corpus was selected by comparing log-likelihood scores across candidate solutions of five to eight topics (Sbalchiero & Eder, 2020). The resulting topics were interpreted through their highest-probability lexical items and their most representative documents. This procedure identified recurring semantic frames across the three corpora, such as language mediation awareness, parasocial rupture, and prosocial admiration.
5.3. TF-IDF Keyword Analysis
To identify terms that are distinctively concentrated in each corpus relative to the others, TF-IDF (term frequency–inverse document frequency) scoring was computed across the three-section corpus using scikit-learn’s TfidfVectorizer (Pedregosa et al., 2011; Salton & Buckley, 1988). The analysis focused on the 5,000 most frequent terms, utilizing unigrams and bigrams that appeared in at least three different documents (minimum document frequency: 3) to prioritize recurring thematic patterns and filter out unique or rare expressions. Mean TF-IDF scores per section were ranked to produce a list of the most discriminative terms for each case. This approach complements LDA by identifying vocabulary that describes one case and not the others, offering within-case and cross-case comparison.
5.4. Stance Detection
To identify how audiences feel about AI-generated celebrity voices, the study used a keyword-based method to detect their position or in other words, stance. Stance analysis evolved from the broader field of sentiment analysis (Tausczik & Pennebaker, 2010). 
This involved defining ten specific categories based on existing theories and searching for lexical anchors - specific words or phrases that signal those viewpoints. These categories included concerns about authenticity disruption (whether the voice felt real) or authenticity affirmation (whether the voice felt genuine), and agency attribution to AI (whether the listener credited the AI) or agency attribution to the human speaker (whether the listener credited the person). The analysis also tracked fandom admiration, moral and ethical concern, and skepticism and distrust. Finally, it looked for instances where users commented on the translation process itself or language mediation awareness, discussed broader political and geopolitical engagement, or used humor, playful or ironic response. Each comment was assigned to one or more categories on the basis of keyword presence, accepting multiple stances per comment. Results are reported as percentage of corpus total for cross-case comparison.
5.5. Cross-Case Integration
The analytical strategy integrates all three methods: LDA identifies what audiences are talking about; TF-IDF identifies which terms define each case; stance detection reveals how audiences position themselves toward the mediated voice. By examining the distribution of topics and stance categories within each case and across cases the study identifies the specific conditions that influence how AI-generated multilingual speech affects a celebrity’s image. It maps whether these technologies help maintain a consistent connection with fans and stabilize parasocial identity continuity or cause that connection to feel artificial, disrupting identity continuity (Paul, 2025).
6. Findings
This section presents results across the three analytical stages. The three corpora differ in volume, platform, and case context, and their comparison is the main vehicle for the theoretical argument.
6.1. LDA Topic Modelling
6.1.1. YouTube Zelensky–Fridman 
LDA modelling of the YouTube corpus returned seven topics, selected by log-likelihood. The largest single topic, accounting for 39.8% of all YouTube comments, centres on evaluation of the interview and of the host, with highest-probability terms including interview, his, how, trump, russian, and putin. This cluster reflects an audience primarily engaged with the political substance of the event rather than the technology behind it.
The second largest topic (18.6%) is composed almost entirely of Russian-language text, such as что, это, как, зеленский, путин, expressed by sub-audience that involved on YouTube in their own language rather than in the English of the AI-dubbed output. This is a structurally significant finding: YouTube functioned as a multilingual reception space, and the platform’s AI dubbing infrastructure appears to have attracted an audience community whose language was not the target of the synthesis.
A third topic, language mediation awareness (10.5%), is the most directly relevant to the study’s theoretical concerns. Its key terms, language, audio, original, ukrainian, leader, and world, signify the AI translation layer, comparing the dubbed voice to the original, and debating the faithfulness of the mediation. A representative comment reads as follows, 
“I am fluent in all 3 languages - this is the most emotional interview I have seen recently. I remember Zelenskii as a Russian-speaking comedian. The man has changed so much - you can see marks of…”

This topic confirms that a meaningful minority of the YouTube audience was not simply consuming the interview but actively negotiating the conditions of its production. The remaining YouTube topics revolve around peace negotiations and security guarantees (9.8%), national suffering and geopolitical solidarity (7.2%), Trump-linked peace discourse (7.1%), and multilingual access framing (6.8%).
6.1.2. Reddit Zelensky–Fridman
Reddit’s topic structure is noticeably different. The largest Reddit topic (17.4%) represents what can be called parasocial rupture directed at Lex Fridman. Commenters express disappointment, disillusionment, and moral re-evaluation of the host as a media figure. Representative comments include:
“His tweet today snapped the last strand of my patience with Lex. What in the world has happened to the guy that was so wonderfully and naively oriented towards love and humanity?”

This pattern discloses a mechanism not previously conceptualized in the parasocial literature on AI-mediated speech: when the speech act involves a human interviewer, the parasocial rupture can attach to the mediator rather than to the AI-mediated celebrity subject. Fridman, whose voice is not AI-synthesised, becomes the object of authenticity scrutiny, while Zelensky, whose voice is entirely mediated, is largely defended.
A second significant Reddit topic (12.3%) explicitly debates the translation decision, whether Zelensky should have spoken English, whether the voice-over was AI-generated, and whether the dubbed voice matches his known accent:
“I'm pretty sure his accent is way heavier than the VO guy’s voice.”

Other Reddit topics include Musk and geopolitical scepticism (16.1%), Trump and Ukraine political alignment (14.3%), Lex–Putin critical framing (14.5%), NATO and security analytical debate (14.1%), and interview quality assessment (11.4%). Reddit’s topic distribution is more evenly spread than YouTube’s, exhibiting a deliberative platform culture in which no single frame dominates.
6.1.3. YouTube Malaria Campaign
The Malaria corpus produces a structurally different theme. The two largest topics are charity activist engagement (15.6%), in which commenters report their own NGO and Rotary Club activities in response to Beckham’s campaign, and general prosocial appreciation (15.0%), branded by brief endorsements. They account for nearly a third of the corpus and reflect an audience that takes the celebrity’s advocacy at face value.
However, a distinct AI and deepfake suspicion topic (8.2%) is present even within this prosocial frame. Representative comments include:
“Good but still fairly easy to detect this is a fake.”
“They are doing this first as a charity work to look like a harmless force for good but what they really…”

Audience detection of AI voice synthesis is not entirely suppressed even when the campaign context is explicitly prosocial and humanitarian. A minority of viewers applies a skeptical angle regardless of framing intent. The Malaria corpus also contains a celebrity persona legitimation topic (9.2%), in which the distinctive character of Beckham’s celebrity, his perceived sincerity and social commitment, is invoked as a reason to trust the campaign regardless of the technology used:
“With people like David Beckham behind this campaign more people will take notice. Not because he is hot, but because he believes in it.”

Table 1: Summary of dominant LDA topics by corpus
	Corpus
	Dominant topic
	% of corpus
	Key terms

	YouTube
	Interview evaluation & Lex critique
	39.8
	interview, his, putin, trump, russian

	YouTube
	Russian-language audience
	18.6
	что, это, зеленский, путин, россия

	YouTube
	AI audio layer & language mediation awareness
	10.5
	language, audio, original, ukrainian

	Reddit
	Parasocial rupture (Fridman)
	17.4
	love, out, him, trump, really

	Reddit
	Language debate (translation decision)
	12.3
	language, translation, spoke, accent

	Reddit
	Lex/Putin critical framing
	14.5
	russian, him, putin, out, how

	Malaria
	Charity activist engagement
	15.6
	rotary, tanzania, nets, work

	Malaria
	AI/deepfake suspicion
	8.2
	language, look, fake, harmless

	Malaria
	Celebrity persona legitimation
	9.2
	voice, believe, world, not just hot





6.2. TF-IDF: Discriminative Vocabulary by Corpus
TF-IDF analysis accentuates the specific words that appear frequently within corpus but rarely in the others. This statistical method allows the study to identify the unique vocabulary that defines each case, distinguishing its specific themes and tone from the rest of the data. The most striking cross-corpus finding is the role of the term lex. It is the top-ranked term in both YouTube (score 0.028) and Reddit (0.046), but Reddit’s score is nearly double YouTube’s. This quantitatively confirms what the LDA analysis showed qualitatively: on Reddit, the host rather than the geopolitical subject is the dominant object of evaluation. The higher score reflects a more focused, opinionated discourse in which Fridman’s credibility, bias, and relational failures are repeatedly at stake.
YouTube’s vocabulary, such as ukraine, zelensky, president, peace, people, illustrate an audience focused on the geopolitical content of the interview. Reddit’s high frequency of terms think, why, and like signals a platform culture in which users reason out loud, build arguments, and interrogate claims. Put differently, YouTube commenters respond to what was said, Reddit commenters evaluate whether it withstands scrutiny.
The Malaria corpus exhibits the most strong name-anchoring in the study. The bigram david beckham (0.032) and the campaign slogan malaria must die (0.037) achieve some of the highest TF-IDF values in the entire dataset. Such slogan connection and persona-anchoring indicate a prosocial audience successfully reached by the campaign’s communication strategy. Notably, Russian-language tokens appear among the top YouTube terms but are entirely absent from Reddit and the Malaria corpus. This platform-specific reception indicates a Russian-speaking sub-audience that remained on YouTube instead of migrating to Reddit for the same content.

Table 2: Top discriminative terms by corpus (TF-IDF mean scores)
	YouTube (n = 1,009)
	Reddit (n = 546)
	Malaria campaign (n = 173)

	lex (0.028)
	lex (0.046)
	david (0.070)

	ukraine (0.021)
	russia (0.022)
	malaria (0.069)

	что / это [RU] (0.017)
	think (0.023)
	beckham (0.049)

	zelensky (0.015)
	putin (0.022)
	malaria must die (0.037)

	trump (0.015)
	trump (0.019)
	david beckham (0.032)

	interview (0.015)
	why / like (0.016–0.022)
	link working (0.023)



6.3. Stance Detection: How Audiences Position Themselves
6.3.1. The Authenticity Disruption Gap
The most remarkable finding across the three corpora is how differently audiences responded to the AI voice depending on context. On YouTube, 32.9% of comments showed scepticism about the authenticity of the mediated voice; on Reddit, 38.4%. In the Malaria corpus, that figure falls to just 8.2%, roughly four times lower. This cannot be explained by one audience being more aware of the AI than the other: commenters on the Beckham video clearly knew they were watching an AI-dubbed performance. Something else is at work, namely, the moral purpose audiences perceived behind the AI’s use. This research introduces the term contextual parasocial amnesty to describe a mechanism where the moral value of a speech act protects a synthetic voice. In this process, the perceived nobility of the message grants the AI a pardon from the scrutiny it would usually face.
The distinction reflects the moderating effect of moral framing. When a celebrity appears to speak an unfamiliar language to support a prosocial cause, audience skepticism regarding the AI mediation is substantially suppressed. The perceived legitimacy of the mission effectively transfers to the perceived legitimacy of the voice.

6.3.2. Agency Attribution and the Amalgamated Speaking Subject
Across all three corpora, agency attribution to AI is consistently high: 32.2% on YouTube, 35.4% on Reddit, and 6.6% on Malaria. Comments in this category identify AI, machine translation, ElevenLabs, or dubbing technology as the primary agent of the speech act. In opposition, agency attribution to the human speaker is the rarest stance in every corpus, representing only 1.2% on YouTube, 2.0% on Reddit, and 3.3% on Malaria.
The data reveal a tension in how audiences process AI-mediated celebrity speech. Once the technology is detected, the audience attributes agency to the algorithm instead of maintaining the persona of the celebrity as the sole speaker. The result is an amalgamated speaking subject- a fusion where the human figure and the technical infrastructure are perceived as a single, inseparable entity. The Malaria corpus shows that prosocial framing modestly increases human attribution, from roughly 1–2% to 3.3%, implying the campaign’s framing performs some persona-alignment, but does not eliminate technology attribution.
6.3.3. Platform Culture and Moral Discourse
Reddit shows higher rates of skepticism/distrust (13.0% vs 7.8% on YouTube) and moral/ethical concern (9.6% vs 5.3%). These differences cannot be attributed to case effects, since both platforms cover the same interview. They reflect a platform-cultural distinction: Reddit’s threaded, text-first format encourages deliberative, adversarially reflective discourse, while YouTube’s comment section generates shorter, more reactive evaluative responses, with slightly higher rates of fandom admiration (22.8% vs. 21.5%).
The Malaria corpus displays a different data distribution compared to the other cases. Fandom admiration is the dominant category at 15.6%, whereas political and geopolitical discourse nearly vanishes, falling to 3.8% from the 35–44% seen in the Zelensky datasets. This confirms that the Beckham campaign successfully limited the audience’s conversation to the context of prosocial celebrity advocacy. Nevertheless, the persistence of moral and ethical concerns at 6.0%, a figure approaching Reddit’s 9.6%, directs that discomfort with the use of a synthetic voice remains present even within the most supportive framing.
Table 3: Stance detection results across three corpora (percentage of section total)

	Stance category
	YouTube %
	Reddit %
	Malaria %

	Political/geopolitical
	35.6
	44.0
	3.8

	Authenticity disruption
	32.9
	38.4
	8.2

	Agency attribution - AI
	32.2
	35.4
	6.6

	Fandom/admiration
	22.8
	21.5
	15.6

	Language mediation awareness
	15.7
	12.8
	4.4

	Authenticity affirmation
	12.3
	16.1
	7.7

	Skepticism/distrust
	7.8
	13.0
	3.3

	Moral/ethical concern
	5.3
	9.6
	6.0

	Agency attribution - human
	1.2
	2.0
	3.3



7. Discussion
The findings report that the key question for AI-mediated celebrity speech is not whether audiences can identify a synthetic voice - many can - but what they do with that recognition. This section interprets the results through the study’s theoretical framework, evaluates the four hypotheses, and elaborates the concept of contextual parasocial amnesty.
7.1. The Amalgamated Authenticity
The data indicate that authenticity is not a singular, static judgment. Both the audience observing Zelensky in English and the audience observing Beckham in Hausa encounter a celebrity performing an unfamiliar language through AI synthesis. Yet, the rates of authenticity disruption differ by a factor of four. This difference does not stem from detection ability, but from how audiences define authenticity within each context.
In the Zelensky corpora, authenticity is primarily an epistemic question: is this really what he said? Is the translation faithful? Is this voice genuinely his? These are questions about the integrity of information in a politically contested situation. In the Beckham corpus, authenticity is primarily a moral sincerity question: does he really care about this? Is this real advocacy or performance? The audience judges AI mediation based on what is at stake. This supports the paper’s core idea: a celebrity’s identity holds together as long as their “self” feels coherent. That coherence does not come from a perfect digital copy; it comes from whether the audience believes in what the celebrity is doing. When the motive is clear, the amalgamated subject holds together; when the motive is contested, the identity fractures.
7.2. Contextual Parasocial Amnesty
The data provide strong support for H1 and H2, and in doing so generate a theoretical concept that joins them. H1 predicted high authenticity disruption in politically charged, AI-mediated speech and the Zelensky datasets confirm this at 33–38%. H2 predicted that a prosocial frame would reduce skepticism and center the audience’s stance on admiration and the Malaria corpus confirms this, with fandom leading at 15.6% and authenticity disruption falling to 8.2%.
What the data reveal beyond these individual confirmations is a general mechanism: contextual parasocial amnesty. This is the process by which the perceived moral weight of an AI-mediated act dictates the level of scrutiny audiences apply to the synthetic voice. The concept has three components. 
First, amnesty is context-dependent, not persona-dependent. It is not simply that Beckham fans are less critical than Zelensky’s audience. Both figures command strong public personas and large audiences. The difference is what the celebrity is perceived to be doing. The context frames the stakes of authenticity assessment and thus determines how much critical scrutiny is applied to the mediation.
Second, amnesty does not eliminate detection. The 8.2% disruption rate in the Malaria corpus proves that a segment of the audience stays skeptical regardless of the noble cause. This means that while the charity message lowers the amount of skepticism in the crowd, it does not trick every single person into forgetting the voice is fake. This resistant minority appears in every dataset, and their contributions offer the most acute theoretical value as they are the ones interrogating the origins of the voice and the chain of authorization.
Third, amnesty is unequal with respect to disclosure. The Beckham campaign was publicly framed as using AI voice technology and received the most insulated response. The Zelensky interview, where AI mediation was less prominently disclosed, received the least insulated response. This is the opposite of what a simple disclosure-reduces-trust model would predict. What matters is not disclosure per se, but whether the framing provides a morally legible purpose for the synthesis. When audiences understand why the voice was mediated, and regard that purpose as legitimate, they extend interpretive amnesty to the mediation itself.
7.3. The Displaced Parasocial Bond
One of the most unexpected findings is the pattern of parasocial rupture in the Reddit corpus. The largest single Reddit topic, 17.4% of all comments, concerns disillusionment with Lex Fridman rather than Zelensky. Audiences express grief, anger, and disappointed love directed at the host, not scepticism about the AI-dubbed voice of the subject:
“What in the world has happened to the guy that was so wonderfully and naively oriented towards love and humanity?”
This represents a rupture of the parasocial bond, but it is attached to the mediator. This carries heavy theoretical weight: when a human interviewer enters the synthesis stack, the audience may transfer their demand for authenticity from the celebrity to the host. Fridman’s natural voice becomes the site of interrogation, while Zelensky’s synthetic voice is granted a pass as an acknowledged artifact. The unmediated human is judged harshly, the AI-mediated celebrity is defended. This inversion suggests that parasocial investment protects the celebrity figure but leaves human mediators exposed and perhaps more exposed than they would be without the AI framing, since the comparison sharpens the contrast.
The findings in the Reddit corpus extend H3 by revealing a relational displacement of the uncanny. While H3 predicted that platform culture would moderate the uncanny response, the data show that this unsettling feeling is not triggered by the synthetic voice itself. Instead, the audience’s discomfort decouples from the AI and attaches to the human interviewer’s behavior. This indicates that ‘uncanniness’ is not just a signal-level glitch, but a product of the interaction between the stratified subject and the mediator
7.4. The Amalgamated Speaking Subject
H4 predicted that agency attribution to the human speaker would be consistently rare. The data confirm this cleanly: human attribution never exceeds 3.3% across any corpus. When audiences notice the AI mediation, they attribute the speech act to the technology. When they do not foreground it, or choose not to, they engage with the political content, the moral cause, or the celebrity persona without attributing the voice to anyone in particular.
This is consistent with the article’s theoretical framing of algorithmic voice transfer as producing a stratified speaking subject spread across the human figure, the platform infrastructure, and the model. The data disclose that audiences experience this stratification differently depending on the context. Within the Zelensky corpora, the layers produce defense: the question of “who is speaking?” remains unsettled. In the Beckham corpus, however, the layers are perceived as a form of purposive delegation and the celebrity has intentionally sent their voice to serve a cause, with the technology acting as the authorized vehicle.
7.5. Platform Culture as an Independent Variable
The comparison between YouTube and Reddit on the same content shows that platform architecture shapes authenticity discourse in ways that cannot be reduced to case effects. Reddit’s higher rates of skepticism (13% vs 7.8%), moral concern (9.6% vs 5.3%), and its distinctive epistemic vocabulary such as think, why, like, point to a deliberative register that YouTube does not sustain. YouTube, by contrast, claims a larger and more linguistically diverse audience, containing the 18.6% Russian-language topic absent from Reddit, and generates shorter, more reactive responses.
These findings support H3 and point toward a broader claim: platform design generates distinct authenticity discourse regimes. The same AI-mediated celebrity voice encounters different interpretive cultures depending on where it is discussed. 
7.6. Limitations
The stance detection procedure is keyword-based rather than transformer-based, which means it captures presence but not orientation. A comment containing the word ‘fake’ triggers authenticity disruption regardless of whether the commenter is asserting, questioning, or ironically dismissing the possibility. More meticulous classification using fine-tuned transformer models would improve precision, especially for the playful/ironic category.
The Malaria corpus is smaller than the other two (n = 173), which limits the reliability of percentage-based comparisons and the stability of LDA topic solutions. At least two of the eight Malaria topics, a spam cluster and a link-broken frustration cluster, are artefacts of campaign video comment dynamics rather than substantively meaningful discourse formations.
The study does not include Chinese platform data, which would be essential for testing the governance and cross-cultural dimensions of the argument. The Taylor Swift Mandarin deepfake case (Kohnhorst, 2023) identified in the original study design as a key comparator, would provide different reception, one shaped by different parasocial conventions, different regulatory discourse, and different platform affordances. This remains a priority for future work.
8. Conclusion
This study asked how audiences negotiate the authenticity of a celebrity persona when an AI-synthesised voice performs an unfamiliar language. The data show that audiences do not simply identify a fake or accept a real: they contextualise, attribute, and morally assess the mediation in ways shaped by the purpose of the speech act, the platform on which they encounter it, and the prior parasocial investment they bring to the celebrity figure.
The central theoretical contribution is the concept of contextual parasocial amnesty - the finding that prosocial framing suppresses authenticity scepticism not by hiding the AI but by making its use morally legible. This shifts the analytic focus from whether audiences can detect AI mediation to what moral framework they use to evaluate it. Authenticity, on this account, is not a technical property of the signal but a social judgement about the conditions under which a voice is deployed.
The study also surfaces the displaced parasocial bond - the mechanism by which a human mediator absorbs authenticity scrutiny while an AI-mediated celebrity is defended - and confirms the stratified speaking subject as a structural feature of AI-mediated celebrity speech, with human attribution consistently near zero across all cases.
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Appendix A: Candidate Cases for Comparative Corpus Extension
The following cases were considered in the study design and are recommended for inclusion in future cross-cultural and cross-platform extensions of the analysis.

	Case
	Platform(s)
	Language direction
	Visibility
	Data notes

	"Mandarin-speaking Taylor Swift" deepfake (Kohnhorst, 2023)
	Weibo, Douyin, Bilibili
	EN → Mandarin
	High (viral)
	Platform access and post IDs require verification; reposts more accessible than originals

	Beckham malaria campaign (present study) (Oakes, 2019)
	YouTube
	EN → 9 languages
	High (NGO)
	Stable press artefacts and official campaign pages

	Zelensky surrender deepfake (Pearson & Zinets, 2022)
	Telegram, mainstream reposts
	UK/RU, contested
	High (news cycle)
	Archival and reposted copies exist; provenance work needed

	Flawless demos (De Niro in German) (Flawless, 2026; Knight, 2021)
	Trade press, promotional clips
	EN → target
	Medium–high
	Official promo material accessible; audience reception data thin

	Auto-dubbed creator videos (YouTube label)
	YouTube
	Many
	High volume, diffuse
	Large-scale comment corpora possible; celebrity salience varies

	K-pop synthetic voice intimacy services (Kang et al., 2025)
	App-based + secondary discourse
	Mostly Korean
	Medium
	Primary app data gated; user discourse and published interviews available



















Appendix B: Charts

Chart 1: The headline findings for the authenticity disruption gap across all three corpora
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Chart 2: Division of 173 comments across the 8 LDA topics in Malaria corpus 
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Chart 3: The agency attribution finding: who do audiences say is speaking? 
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