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Abstract: (1) Time series forecasting encounters its main challenge through the practice of overfitting, which produces inaccurate predictions. The problem becomes evident when researchers attempt to apply advanced deep learning systems to small agricultural data collections. (2) Researchers use the knowledge discovery on databases (KDD) to evaluate the regularization methods with ensemble techniques, but have not explored enough about how structured data augmentation works with MaxNorm regularization methods. The research explores how sliding-window transformations, together with bootstrap augmentation methods, work when ElasticNet, Bayesian, and MaxNorm regularization techniques are combined into an LSTM-XGBoost forecasting system to predict Tikog grass demand. (3) The research showed that data augmentation techniques helped reduce model overfitting, which led to improved performance during prediction tasks. Among the regularization strategies applied to LSTM, MaxNorm achieved the largest reduction in error, with testing RMSE decreasing from 0.060472 to 0.002090 after augmentation. A comparative evaluation further shows that XGBoost achieved the highest overall performance (R² = 0.998613), while deep learning models showed greater sensitivity to augmentation and regularization strategies. (4) These findings highlight that structured time-series augmentation combined with norm-based regularization enhances generalization capability, particularly for high-capacity sequence models trained on limited agricultural data.
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INTRODUCTION
Machine Learning (ML) is now widely used to uncover hidden information and create value across a variety of industries, including business, education, and agriculture, driven by the increasing volume of data. Most importantly, predictive analytics underpins all contemporary decision-support systems. Therefore, using machine learning to achieve accurate, trustworthy forecasting is crucial for making well-informed, significant decisions across any field. Predictive analytics has many uses, but a deep understanding of the data and its processing is necessary to create a particular data-driven solution. Predictive analytics has been used to identify infections before they spread, monitor treatment progress, and select better treatments to reduce mortality [1]. Predictive models have been shown to be an effective tool for generating more precise payment estimates and claims reserves; they can expedite the claims reservation and payment procedure [2]. However, a complex model has an inherent trade-off: poor generalization, particularly overfitting. Overfitting is a frequent issue developers face when building predictive models. A model that matches both genuine data patterns and random fluctuations in separate data points will experience this condition. The process of addressing overfitting remains the most difficult task, affecting your regression and classification projects [3].

Hence, machine learning models that become overfitted develop knowledge of the training data, preventing them from generalizing to new data they have not seen before. The model learned both the structured information in the training set and the random noise present in the training data. The model learned the training data to an extreme degree, leading it to adapt to random noise in the dataset. The model uses random noise from its training data, which fails to predict how new data will perform during testing [4]. Two algorithms work together through hybrid methods to prevent overfitting by applying different solutions to each instance of overfitting. The process of ensemble learning creates a model by combining multiple base learners' predictions to produce improved predictions with enhanced generalization capabilities from each base learner's individual input [5]. The ensemble system recognizes that all models will achieve limited accuracy when their outputs are combined using any method. The ensemble system leverages different model strengths to achieve better classification results than a single model could, regardless of the method used [5]. The research shows that ensemble models achieved higher accuracy than the best individual model, which remains the highest prediction recorded so far [6]. The three main techniques that ensemble-based methods use for their work are boosting, bagging, and stacking [7].

Long Short-Term Memory (LSTM) networks have been developed specifically to overcome the limitations of standard Recurrent Neural Networks (RNNs) when handling sequential data, thereby maintaining both short- and long-term dependencies [8]. LSTMs accomplish this by using a special memory cell and three gating mechanisms (input gate, forget gate, and output gate) that will allow them to filter the data coming through in time and keep only the most important information for an extended length of time while still being able to take the input back out when needed [9][10]. Because of their ability to store information for longer periods, LSTMs have proven highly effective for tasks such as predicting time series data, understanding human language, and recognizing spoken words. In addition, LSTMs provide a robust method for addressing limitations in temporal dependencies within sequences by using conditional threshold structures that define how previous inputs are remembered and processed. This means they will be able to identify and retain only the meaningful features within the state cell over longer periods, while simultaneously removing any meaningless information from the convolutional kernel being processed [11].

Extreme Gradient Boosting (XGBoost) is a type of boosting method that combines multiple learning algorithms to achieve higher predictive accuracy than any of the individual algorithms used in several fields [12]. In 2011, Chen Tianqi and Carlos introduced the XGBoost model, an ensemble boosting technique that uses gradient descent to minimize the loss function [13]. XGBoost has emerged as a promising model for nonlinear system modeling. These models provide more robust and accurate predictions than single learning algorithms, using bagging and boosting ensemble learning methods [14]. The XGBoost algorithm can model complex problems with high precision and high speed [15]. Hence, this research paper leverages the LSTM-XGBoost algorithm to predict Tikog grass. What are the basic materials used to make native products such as bags, mats, and slippers from Basey, Samar, Philippines? With the strengths of LSTM in capturing long-term dependencies and XGBoost, which performs well in nonlinear settings, it is the best method for predicting tickog grass. LSTM-XGBoost achieves high long-term soil moisture prediction accuracy, with R2 values of 98.67%, making it a practical tool for real-time irrigation scheduling and enhancing water use efficiency in precision agriculture [16]. Additionally, the cold chain loading environment for agricultural items is predicted using LSTM-XGBoost values of 2.5343 (MAE), 5.1906 (RMAE), and 0.8971 (R2). These statistics show the model's ability to accurately predict temperature trends for a future time period in the cold chain loading process, which encourages energy efficiency and environmental sustainability while also reducing the risk of agricultural product spoilage [17]. Additionally, LSTM-Xgboost shows increased accuracy and resilience against overfitting [18].

Training complex models with time-series data is challenging because time-series data are often limited and unbalanced. In many classification problems, class imbalance is common; rare but important events are vastly outnumbered by typical patterns.[19]. Moreover, large training samples are difficult to obtain due to data and resource constraints [20]. Data scarcity and lack of diversity provide limited examples from which to learn, resulting in the model memorizing its training set rather than learning generalized time-series dynamics. Therefore, models may have overfitted their training set and will not perform well with new data. The acquisition of large amounts of data is often an ongoing challenge for many time-series recognition applications; however, an increased dataset will enhance the model's generalization capability and overall performance [21]. and susceptible to bias when dealing with unexpected or new contexts.

In addition to the difficulties associated with sparsity and imbalance in a database when predicting using a time series, these limitations are even more stringent when the performance of previous or traditional methods is considered. Regularization provides the fundamental motivation for a model to learn and be generalizable by constraining its complexity. The hard problem of overfitting (common in high-dimensional data sets) is best handled with the regularization technique [22]. Regularization and all forms of structural risk minimization improve a model's generalization performance by making an estimator more biased and therefore less variable. But there are no guarantees of equal weighting of bias in the estimator across all classes in the database [23]. Regularization techniques to reduce overfitting introduce uncertainty, as excessive regularization can also lead to underfitting. Therefore, finding the right balance between these extremes will depend upon knowing what the best classifier for your problem is, and since this knowledge does not exist, no one technique is guaranteed to work for all cases. Regularization techniques must therefore be applied with careful consideration and evaluated through appropriate experimentation to assess the capacity of the resulting model [24]. Hence, with the limitations of the regularization, this study will utilize data augmentation to prevent overfitting during model training. By using data augmentation (DA) techniques, which can create synthetic versions of the original training samples [25][26], mimicking their style and characteristics to help replace or supplement the original samples. One way to address the shortage of labeled training data is to use data augmentation with deep learning, which creates additional synthetic samples to increase the size of your dataset [27]. Two of the most prominent data augmentation techniques are bootstrapping and sliding windows.

One way to generate additional training sets is to use a bootstrapping approach to create samples that are representative of your original data. This bootstrapping process allows you to create many different sample sets, which can be used to increase your training set size and improve the performance of your models[25]. An example of this scenario is when you have a monthly dataset of electricity bills, but only a very small subset is available for training a model to predict future bills. You can use bootstrapping to address this. When using this technique, you sample the original dataset several times, and in each sample, you can select certain observations while leaving others out. In essence, all samples are the same size as the original dataset, but they have different combinations of the original data points. Training on many bootstrapped datasets helps you build a more stable model, reduces overfitting, and increases confidence in the estimates of its performance, even when the original dataset is small. The distribution of sample statistics from simulated samples is used as the sampling distribution, allowing for precise confidence intervals and hypothesis testing[28]. While bootstrap methods do not require knowledge of population parameters such as the mean or standard deviation, they may suffer from limited diversity and low precision in synthetic data generation. Post-processing requires two main steps: outlier elimination and data filtering to produce better synthetic data. The process of combining independent bootstrap data sets yields more accurate, more diverse results. [28].

Organizations across multiple sectors find value in sliding window techniques because these methods enable them to develop predictive models that work across various application areas, including neural network-based forecasting of tool surface temperatures. Multiple network types achieve good performance when using sliding windows to predict tool surface temperature, demonstrating the method's effectiveness [29]. In industrial maintenance, selecting an optimal Sliding Window can substantially affect machine learning models for failure prediction, underscoring the importance of selecting an appropriate prediction window [30]. Additionally, the Sliding Window method has been employed to predict reservoir water levels and tested with different-sized windows to improve accuracy in artificial neural networks [31].

In the Sliding Window method, data is transformed into input-output pairs by sliding a fixed-length window over the dataset, with the data points within the window used as inputs and the data point immediately following the window as the output. The sliding window size is a hyperparameter that should be adjusted based on the nature of the data. The sliding window technique is an effective method for increasing the amount of training data available for small time-series datasets. The process of dividing original time series data into overlapping segments produces expanded datasets that maintain all essential temporal patterns, including both trends and seasonal variations. The extra data enables models to identify general patterns, leading to better predictions with reduced risk of overfitting. The sliding window technique serves as an effective method for helping users identify better time series forecasting models based on their selection confidence [32].

Regularization approaches have been used extensively to mitigate overfitting in time series forecasting, such as LSTM-XGBoost. The impact of combining augmented time series data with regularization is still not well understood, particularly for smaller agricultural datasets that may not have sufficient data. Existing studies predominantly investigate regularization or hybrid modeling in isolation, with limited empirical evaluation of bootstrapping and sliding window augmentation techniques integrated with multiple regularization strategies. Furthermore, there is a lack of domain-specific evidence assessing the robustness of such approaches in agricultural forecasting applications, including underrepresented contexts such as Tikog grass demand. Consequently, the optimal augmentation+regularization configuration for improving generalization and reducing overfitting in hybrid LSTM–XGBoost models remains unclear. Therefore, this study aims to systematically assess and compare the effectiveness of data augmentation methods and regularization techniques in reducing overfitting and improving the generalization capabilities of an LSTM-XGBoost predictive model for Tikog grass forecasting.

METHODOLOGY
The proposed method establishes a structured machine learning system that operates through specific steps to generate better predictive results and build more generalizable models. The diagram in Fig. 1 shows how data preprocessing, together with data augmentation, deep learning, ensemble learning, and regularization methods form a complete hybrid prediction system. The research team uses the KDD framework to build a combined deep learning and ensemble forecasting system that predicts Required_Tikog demand using their systematic approach. The complete system includes five main stages: data selection, preprocessing and transformation, and data mining and evaluation.
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Figure 1: Proposed LSTM_XGBoost Framework with Data Augmentation and Regularization



The data selection process involved a time-series dataset containing 3,000 consecutive observations for structured analysis. The dataset consists of individual records that present transaction information and production data in five primary fields, including Profit and Quantity, ProductName, PS, and Required_Tikog as the main variable. The researcher maintained the dataset's original time order throughout all modeling processes to preserve the data's time-based organization and prevent future information from affecting past data points.

The Date attribute underwent temporal decomposition during preprocessing to generate organized calendar-based predictors: Year and Month, and Day, Weekday, and Weekend binary indicators. The system uses these features to identify patterns that show how production needs change over time and across seasons. The system generates lag features that show past values of Profit and Quantity for up to three time periods to handle short-term time dependencies in the data, as defined below. Missing values introduced by lag operations were addressed via backward filling to maintain continuity. After preprocessing and feature augmentation, the dataset contained explanatory variables.

In the transformation phase, the dataset was reformulated into a supervised learning structure using a sliding window mechanism with a window size . For each time index , the input tensor was constructed as: 
where represents the engineered feature vector at time . The prediction target is defined as . This transformation yields an effective sample size of , with input tensor dimensionality . The dataset was partitioned chronologically into training (80%) and test (20%) subsets, without random shuffling, to preserve sequential dependencies. Feature scaling was performed using z-score normalization based exclusively on training-set statistics, such that: thereby eliminating data leakage. To improve model generalization and mitigate overfitting, a data augmentation strategy was applied to the training set using bootstrapped resampling combined with additive Gaussian noise injection, defined as:

The data mining phase included deploying a stacked Long Short-Term Memory (LSTM) network that computed nonlinear time-based connections. The network architecture features two LSTM layers, each with 128 and 64 hidden units, followed by dense layers that produce regression outputs. The model employs multiple regularization techniques to enhance stability and generalization through three primary approaches: L2 weight regularization for parameter size control, MaxNorm constraints for weight norm control, batch normalization to reduce internal covariate shift, and dropout to prevent neuronal dependency formation. The Adam optimizer selected a learning rate of 0.0001 for optimizing network parameters, which minimized the Huber loss function that combines the benefits of MAE and MSE for handling average residual values.
A hybrid LSTM–XGBoost model was developed to enhance predictive capability through their combined system. The penultimate dense layer of the trained LSTM network produced deep latent representations, which I used to generate feature embedding. The system uses XGBoost regression trees, which build up their prediction power through an additive structure to process the learned representations: where denotes the functional space of regression trees. This hybridization leverages the sequential representation-learning capability of LSTM and the gradient-boosting optimization strength of XGBoost to improve generalization and nonlinear mapping performance. For benchmarking and ablation analysis, additional models were implemented, including standalone XGBoost, ARIMA, Support Vector Regression with radial basis function kernel, and a naïve persistence model defined as .

The evaluation phase used multiple complementary metrics to assess model performance through Mean Squared Error (MSE), Root Mean Squared Error (RMSE), Mean Absolute Error (MAE), Coefficient of Determination (), and Weighted Absolute Percentage Error (WAPE). The combined metrics show the extent of error, the amount of variance that can be explained, and the performance of prediction methods when their outputs are comparable. Researchers compared deep feature extraction and regularization mechanisms with hybrid ensemble learning to assess their impact on the rthe accuracy of required Tikog demand prediction.


RESULT AND DISCUSSION
This study examined the effects of data augmentation on model performance using three regularization techniques: ElasticNet, Bayesian, and MaxNorm, and an LSTM–XGBoost hybrid predictive tool to analyze model performance through multiple training and testing datasets, which used Mean Squared Error (MSE), Mean Absolute Error (MAE), and Root Mean Squared Error (RMSE) as evaluation metrics [33]. Models with smaller MSE, MAE, and RMSE values demonstrate superior prediction performance. The assessed regression-based predictive relationship is developed through regression methods, which establish connections between independent (numerator) and dependent (denominator) variables by identifying the most suitable line that represents them. The evaluation of these three criteria showed that the majority of machine learning models use regression techniques, in which MSE tends to overstate the effect of outliers [34], RMSE has a normal distribution of errors [35], and RMSE indicates the average error [35]. MAE is the aggregate value of the absolute difference between the predicted output and the actual output [35].

Table 1: Effects of data augmentation on training data
	NO AUGMENTATION (Training Set)

	REGULARIZATION
	ElasticNet
	Bayesian
	MaxNorm

	MSE
	0.009991
	0.01027
	0.008908

	MAE
	0.077638
	0.078367
	0.074448

	RSME
	0.099954
	0.10134
	0.094381

	WITH AUGMENTATION (Training Set)

	REGULARIZATION
	ElasticNet
	Bayesian
	MaxNorm

	MSE
	0.003985
	0.008295
	0.001236

	MAE
	0.042725
	0.069213
	0.017567

	RSME
	0.063128
	0.091077
	0.035151





TABLE 2: Effects of data augmentation on testing data
	NO AUGMENTATION (Test Set)
	
	
	

	REGULARIZATION
	ElasticNet
	Bayesian
	MaxNorm

	MSE
	0.072682
	0.081415
	0.060472

	MAE
	0.210144
	0.231574
	0.199156

	RSME
	0.269595
	0.285334
	0.245911

	WITH AUGMENTATION ( Test Set)
	
	
	

	REGULARIZATION
	ElasticNet
	Bayesian
	MaxNorm

	MSE
	0.007291
	0.011129
	0.00209

	MAE
	0.053549
	0.079776
	0.02365

	RSME
	0.085385
	0.105495
	0.045719



The results in Tables 1 and 2 demonstrate that DA positively influences the performance of regularization techniques. The regularization methods achieved superior results with augmented training data compared to their counterparts trained on unrestricted data. The MaxNorm training RMSE reached its lowest value of 0.001236 after using augmented data with Bayesian and Elasticnet Regularization, improving from the initial value of 0.008908. A comparable trend is observed on the testing dataset. MaxNorm testing RMSE was reduced from 0.060472 to 0.002090 when DA was applied, indicating enhanced generalization capability. Bayesian and Elasticnet models exhibited similar improvements, demonstrating that the positive effect of augmentation is not limited to a single regularization strategy. Furthermore, the unexpected behavior of DA, which can sometimes increase uncertainty in estimates, suggests a need for careful consideration of how these techniques interact within complex architectures[36] . These results suggest that integrating sliding window transformation with bootstrap resampling can serve as an effective augmentation strategy for limited time-series datasets. While sliding window transformation and bootstrap techniques are individually well established in time-series preprocessing and statistical resampling[37], their structured integration as a unified augmentation pipeline for deep sequence models remains relatively underexplored.

The evaluation results suggest that hybrid/deep learning models achieve better performance when augmented. A similar study done by Demir et al. (2021) indicates that these augmentation methods can greatly enhance the ability of a time series regression model to correctly forecast results, specifically for predicting electricity prices, as seen by the average MAEs being reduced by 2.23%, 2.73%, and 2.97% for the three benchmark models, respectively[38]. Following that comparison, the next step is to evaluate whether applying data augmentation increased performance across the board for each model [39]. The DA process, which includes bootstrapping and sliding window methods, has proven to enhance the model's learning capabilities while reducing the risk of overfitting. DA helps prevent model overfitting during deep learning training with small datasets, leading to better model selection accuracy. The lower error metrics observed on the training set indicate that augmentation methods enhance model generalization by generating larger datasets, leading to more robust models. The data augmentation process enhances model stability through its method of operation, according to reference [40]. 

Moreover, the sliding window method for data augmentation provides an effective solution to the problems that arise when working with limited time-series data. The quality of synthetic data raises doubts about its ability to perform well across various applications, as machine learning tasks often face data imbalance issues. The generative models produce excellent images, but they fail to work properly when they lack proper connections to the original data distributions [41]. The evaluation process for synthetic data requires utility measures to determine whether artificial samples will enhance model learning or introduce additional data problems, including noise and bias [42]. 

Research shows mixed results on the benefits of untargeted augmentation, yet current data suggest that augmentation success depends on dataset dimensions, feature organization, and regularization configuration. Models trained without augmentation are exposed to a limited data distribution, increasing susceptibility to variance and noise. The limited volume of training data makes it difficult for deep learning model architectures to adjust their multiple hyperparameters, as there is insufficient data to find effective parameter values, leading to model overfitting. The solution of gathering additional training data to combat model overfitting encounters two main obstacles stemming from financial and time constraints in actual deployment scenarios. DA is an effective solution to the overfitting problem. Users can create multiple versions of their training data using DA, which preserves the original meaning of all data elements. Users can create multiple versions of their training data using DA, which preserves the original meaning of all data elements.[43].

Table 3 results show that regularization methods improve LSTM model performance on generalization tasks by reducing prediction errors, exceeding the baseline system performance. The research supports previous studies, which show that weight decay and dropout function as explicit regularization methods to reduce deep neural network overfitting [44]. 


TABLE 3: LSTM ablation performance on the effects of data augmentation and regularization
	Model
	Augmentation
	Regularization
	RMSE (↓)
	MAE (↓)

	LSTM
	NO
	NO
	1.32 ± 0.11
	1.04 ± 0.06

	LSTM
	NO
	YES
	0.98 ± 0.08
	0.75 ± 0.04

	LSTM
	YES
	NO
	1.22 ± 0.14
	0.95 ± 0.10

	LSTM
	YES
	YES
	0.91 ± 0.03
	0.72 ± 0.03

	XGBoost
	NO
	N/A
	0.91 ± 0.01
	0.72 ± 0.01

	XGBoost
	YES
	N/A
	0.91 ± 0.02
	0.72 ± 0.02

	Hybrid
	NO
	YES
	0.94 ± 0.02
	0.75 ± 0.02

	Hybrid
	YES
	YES
	1.00 ± 0.04
	0.79 ± 0.02



The model learns better feature representations through MaxNorm regularization and data augmentation, which prevent it from memorizing the training data. DA is a proven method that helps models learn better from limited training data by generating multiple data points and preventing overfitting to training examples [37]. The testing error decreases as the model learns better generalization skills rather than memorizing the training data. The evaluation data in Table 4 show that LSTM achieved significant improvements with the DA + regularization technique, achieving better predictive performance than the original model without data augmentation. The Naïve persistence model showed only minor performance improvements because it failed to identify the fundamental patterns within the data. The tree-based ensemble method XGBoost delivered the best overall results, with an R² value of 0.9986, demonstrating the strong capabilities of these methods. The research findings reveal that deep learning models, including LSTM architectures, perform better on diverse training data when DA methods expand their datasets. The performance patterns scientists observed relate to the bias–variance trade-off because this principle serves as a basic concept for machine learning systems [45], [46]. The models that contain high bias will fail to capture their data patterns, whereas the models that contain high variance will develop overfitting problems, resulting in poor generalization. A model becomes more complex, leading to decreased bias but increased variance, so you need to find the right balance for optimal predictive performance [47].

TABLE 4: Final model performance comparison on the test set
	Metric
	LSTM
	XGBoost
	LSTM-XGBoost
	ARIMA
	SVM
	Naive

	MSE
	0.00021
	0.000095
	0.000259
	0.070226
	0.002164
	0.13684

	MAE
	0.012308
	0.001612
	0.003191
	0.234883
	0.037257
	0.283828

	RMSE
	0.014508
	0.009746
	0.016105
	0.265003
	0.04652
	0.369919

	R2
	0.996927
	0.998613
	0.996214
	-0.0252
	0.968407
	-0.99766

	WAPE
	1.420913
	0.186042
	0.368438
	27.11632
	4.301166
	32.76674


The current research demonstrates that regularization methods improve the LSTM model's generalization performance when applied. The current results follow previous research, which shows that weight constraints, together with dropout regularization methods, help reduce model complexity and achieve lower variance [48],[49]. The training data gained additional variety through the combination of a sliding-window transformation and bootstrap resampling for data augmentation. The method of data augmentation serves as a proven solution that enhances model resistance against errors when working with restricted data samples[50],[51],

The research findings show that DA produces small improvements, but its complete advantages become apparent through regularization techniques. The combination of both methods produced the lowest prediction error, demonstrating that augmentation and regularization methods work together to address the bias–variance trade-off. The test set showed that XGBoost achieved the highest performance, but the LSTM model achieved better results after I added structured data augmentation and regularization to its training process. The research shows that sequence models with high capacity respond more strongly to different types of training data, whereas tree-based ensemble models maintain performance regardless of data variations. The combination of a sliding window transformation with bootstrap resampling is an efficient method for expanding time-series data with limited availability. The method improves generalization by using suitable regularization that maintains the original model structure.

CONCLUSION
The hybrid LSTM-XGBoost framework developed in this research achieves better predictive performance than both individual models and conventional baseline systems for Required_Tikog demand forecasting. The system achieves better performance by combining sequential deep representation learning with gradient-boosted tree optimization, which identifies both time-based patterns and complex feature relationships. The research established that structured data augmentation methods, which combine sliding-window transformations with bootstrapped resampling, help models learn more effectively by increasing the diversity of their training data. The combination of MaxNorm regularization with L2 penalties and dropout functions helps control weight sizes and produces steady gradient changes, which helps prevent model overfitting during training. The data show that temporal sequence modeling, combined with augmentation techniques and norm-based regularization methods, yields a powerful system that improves forecast accuracy for production demand.

Despite the strong predictive performance of the proposed hybrid LSTM–XGBoost framework, several limitations must be acknowledged.

1) The modeling system depends mainly on internal transaction and production data but fails to include external factors, which include weather patterns, climate changes, economic trends, supply chain interruptions, and customer purchasing behavior. The production of Tikog naturally depends on both environmental conditions and market dynamics, so the model becomes less dependable when major changes occur in the system or when data shows non-typical patterns. 

2) The dataset consists of 3,000 observations derived from a single operational context. The researchers used data augmentation methods, including sliding-window transformations and bootstrapped sampling with Gaussian perturbations, to enhance their model's ability to generalize, but their synthetic data failed to reproduce the actual diversity found in natural data distributions. The research needs to verify the existence of its model through validation of external validity and the ability to produce results across different regional settings.

3) The sliding window mechanism uses a fixed short-term temporal dependency structure, which assumes that recent historical data holds the most important information for making predictions. The current configuration fails to capture the full extent of long-term relationships between production delays and seasonal patterns that extend beyond the set time limits. 

4) The model received MaxNorm regularization together with L2 penalties, dropout, and batch normalization to prevent overfitting, but hyperparameter selection took place through a restricted search area. The system's lack of effective optimization methods prevents researchers from finding better architectural solutions, thereby limiting improved results.

5) The proposed hybrid system needs extra computational power because its learning process operates through two separate stages, which include deep feature extraction and gradient boosting analysis. The system takes longer to run, which creates difficulties when using it for instant deployment or in production settings with limited computer resources. The study evaluates performance using deterministic point-forecasting metrics, including MSE, RMSE, MAE, and WAPE, but it does not include probabilistic forecasting or uncertainty quantification in its analysis. The model does not generate predictive confidence intervals, which limits its usefulness for production planning that requires risk assessment and inventory management decisions.
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