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ABSTRACT
The correct choice of API protocols in the modern distributed systems defines the level of performance, scalability, and resource efficiency. The current paper contains a systematic literature review (SLR) of 20 empirical studies in total published in 2020-2025 by comparing the top three architectural styles, namely, REST, gRPC, and GraphQL. This review offers a review of the evidence-based framework of protocol selection by synthesizing data on latency, throughput, resource utilization, and scalability.
Our results suggest that gRPC provides the shortest latency with small message payloads since it uses HTTP/2 multiplexing and Protobuf serialization, thus this is best suited to inter-service communication. REST has the best raw throughput (1500-2000 RPS on average) but it has head-of-line blocking, and data over-fetching. On the other hand, GraphQL reduces memory usage (around 17 percent versus 20 percent with REST/gRPC) due to accurate field selection, but has high CPU cost in query parsing and resolution.
The review has been found to have significant research gaps, the most notable of which is absence of standardized three way benchmarking and performance analysis of the production scales. This paper ends with evidence-based suggestions of hybrid architecture solutions to provide an architectural and research base of selecting approaches to microservices in architectural projects.
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I. INTRODUCTION
Both monolith and modern distributed systems use the Application Programming Interfaces (APIs) as the basis of the communication layer that allows the easy interaction between distributed services and applications.[1]. Development of architectural systems, of monoliths, to systems of microservices has heightened the requirements to have efficient, scalable and maintainable API protocols[2], [3]. Three architectural solutions have become leading choices, including REST (Representational State Transfer), gRPC (Google Remote Procedure Call), and GraphQL, all of which solve isolated communication problems at different trade-offs[4].
REST is the commonly used standard of web APIs, having become the standard adopted by the underlying semantics of the HTTP protocol and being stateless with a client-server architecture[5]. Despite the popularity, REST has a few limitations, such as over-and under-fetching, and in high-throughput situations, performance issues are present [6]. Google's gRPC, the implementation of Google based on the functionality of HTTP/2 and Protocol Buffers, was launched to solve these performance problems, particularly in inter-service communication within distributed systems.[7]. Facebook introduced GraphQL, which is a query language allowing clients to define precise data needs, doing away with inefficiencies of the fixed endpoint format of REST. [8], [9].

Empirical research done recently has indicated obvious performance differences between these protocols. Broad benchmarking undertaken by Niswar et al. [10] revealed that gRPC responded at 233.84ms versus 1,113.33ms of REST when running with 100 active requests. On the same note, studies conducted by Weerasinghe et al. [11] regarding inter-service communication mechanisms have validated the high throughput and latency being the best in gRPC. However, the choice of protocols goes beyond the raw performance scales, aspects such as the complexity of development, tooling ecosystem maturity and browser compatibility as well as team expertise are common considerations when the teams finally have to transition off the theorization into live production[12], [13].
This paper provides a systematic review and comparative study of the REST, gRPC and GraphQL protocols, and synthesizes the findings based on the academic literature of other Scholars. Our objectives include:
1.  Examining the architectural predicates and design principles.
2. Measuring the attributes of performance using empirical standards.
3. Analyzing security practices and mechanisms.
4. Determining the best use cases and rules of choice, and 
5. Discussing new trends and combination strategies. 
This paper has Section II which gives reviews,  related work and methodology. In Sections III-V present detailed analyses of REST, gRPC, and GraphQL, respectively. Section VI entails comparative performance evaluation. Sections VII-VIII discuss security considerations and tooling ecosystems. Section IX shows the framework of  decision and use case analysis. Section X concludes with the directions of future research.

II. RESEARCH METHODOLOGY
[bookmark: _stfnn74gtuwv]A. Systematic Literature Review
A systematic process as shown in fig. 1 was followed to conduct the review. To discover the academic publications on API protocol performance and architecture, we systematically performed a literature review according to the available guidelines[14].We have used the IEEE Xplore, ACM Digital Library, Scopus and Google Scholar as our search databases, involving publications from 2018 to 2025. The following combinations of terms were used as search queries: REST API, GRPC, GraphQL,  performance comparison, microservices communication and API protocols.
[image: ]
Fig. 1 Systematic Review Process

B. Inclusion and Exclusion Criteria
Inclusion criteria required:
1.  Paper based conference proceedings or journal articles.
2. The empirical performance tests or architectural tests.
3. Publications in English, and 
4. Focus on REST, gRPC, or GraphQL protocols. We have filtered away grey literature, opinion pieces that lack empirical evidence and studies that do not describe methodology.
The search resulted in 234 papers with 73 articles passing the inclusion criteria through abstract screening and reviewing the whole text.
C. Performance Evaluation Framework
The synthesis of performance evaluation was concerned with the standardized measures: response time (latency), throughput (requests per second), CPU usage, memory usage, bandwidth usage and load scalability. We gave importance to research studies that were carried out using controlled experiments designs and had a well-defined workload and system configurations [15], [16].

III. REST API: ARCHITECTURE AND CHARACTERISTICS
[bookmark: _6nkn9r9h2cmc]A. Architectural Foundations
REST defines six architectural constraints that characterize the compliant systems as client-server separation, statelessness, cacheability, uniform interface, layered system architecture and optional code-on-demand [5],[17].  The uniform interface constraint splits into the following four sub-constraints: resource identification using URIs, resource manipulation using representations, self-descriptive messages and hypermedia as the engine of application state(HATEOAS) [17].

Statelessness requires that no session state is maintained on the server in between requests or that each request must contain all information needed to process that request. By eliminating the server-side session management overhead and load distribution issues, this constraint enhances scalability [18]. Loose coupling and technological diversity is fostered by the separation of client and server components, which gives the client and server component the opportunity to develop separately[19].
[bookmark: _nzmuy7uofhu3]B. Technical Implementation
REST APIs usually use the human readable data exchange format, JSON (JavaScript Object Notation), as their standard data format because of its popularity across all modern languages, and because it is always compatible with JavaScript [20]. Communication is done over HTTP/1.1, using standard (GET, POST, PUT, DELETE, PATCH) which is semantically equivalent to CRUD (Create Read, Update, Delete) operations [21]. Resources have unique URIs and hierarchy structures that indicate relationships between resources -e.g. /users/123/posts/456 is a post 546 or user 123.
[bookmark: _p7kscxhpig0t]C. Performance Characteristics
Bermback et al. [17] conducted a high variety of benchmarks on quality metrics of web API of 14 production endpoints, and assessed pingability, accessibility, successability and latency. They obtained performance variability with all the means of latencies between 100ms and 1400ms across geographic regions and endpoint implementation. The use of HTTP/1.1 in REST exposes head-of-line blocking, one slow request blocks other requests on that connection [22].
The migration of REST services between JSON and Protocol buffers serialization showed by Shatnawi et al. [23] that payload sizes decreased by 60-80 percent and the response times were shortened by 80 percent, which means that the format of serialization has a significant effect on the performance of REST. But these changes are not in line with traditional practices of the REST and make browsers difficult to use.
[bookmark: _k4bzpvfe8tj]D. Advantages and Limitations
Simple, universal support of the infrastructure of HTTP, a rich ecosystem of tools and developed caching mechanisms are the main strengths of REST [24]. The statelessness character allows horizontal scaling and it is easy to recover faults [25].  REST is however plagued with over-fetching (sharing more data than is necessary) and under-fetching (having to make multiple requests to retrieve related information) issues [26]. Muszyński and Koziel [27] found out security weak points in the systems of REST authentication, specifically in the weakness in the implementation of JWT (JSON Web Token) and in the vulnerability to exposing and sharing tokens.

IV. gRPC: HIGH-PERFORMANCE RPC FRAMEWORK
[bookmark: _f1vbz0kkdm5d]A. Architecture and Design Principles
gRPC uses the paradigm of Remote Procedure Call (RPC), which allows clients to call functions on remote servers as if they were local function calls [7], [28]. There are four major elements of the framework: 
1. Protocol Buffers and Serialization mechanisms as the Interface Definition Language (IDL).
2. The transport protocol is HTTP/2..
3. Auto-generation of code in various programming languages and 
4. Four patterns of communication; unary, server streaming, client streaming and bidirectional streaming [29] are supported.
Service contracts and messages structure in Protocol Buffers are defined as language-neutral .proto files. The protoc compiler produces type safe client stubs and server skeletons, which do away with boiler plate code and provide contract compliance in heterogeneous environments [30]. It is a contract-first method, which improves maintainability and eliminates interface drift in distributed systems [31].
[bookmark: _bh39nvcbtbby]B. HTTP/2 and Protocol Buffers
The many performance improvements that the HTTP/2 has over the HTTP/1.1 are as follows; multiplexing, header compression (HPACK) and several push (proactive resource delivery) and stream prioritization (optimal resource allocation)[32], [33]. In the study, Moreira et al. [38] tested the performance of HTTP/2 in 5G architecture-based service systems, where they reported that the latency dropped dramatically when working with high bursts of traffic contrasting with HTTP/1.1.
Protocol Buffers uses compact binary encoding to ensure high serialization efficiency [34]. It has been shown in comparative studies to reduce size and recognize 3-10x smaller than JSON, with speeds of serialization benign 10x higher than typical payloads[35], [36]. The schema-based validation of binary format helps avoid bad data transmission and it improves the reliability of the system[37].
[bookmark: _y5yesyy76yjs]C. Performance Evaluation
Niswar et al. [10] thoroughly tested the performance of the microservices architecture of REST, GraphQL and gRPC under 100 to 500 concurrent requests workloads. The outcome showed that gRPC was faster in general: average response time of 233.84ms (100 requests) to 2606.59ms (500 requests) versus RSET of 1113.33ms to 4009.83ms and it was considerably faster than GraphQL with its significantly high latencies. The analysis of CPU utilization has shown that gRPC used 30.11% when there were 100 requests but can reach 84.04% when there are 500 requests, which is much lower than GraphQL but greater than the use of REST at the same load.
Weerasinghe et al. [11] were able to compare inter-service communication mechanisms and established the benefits of gRPC  operations that are sensitive to latency.  Their experimental data indicated that gRPC in a way decreased their inter-service communication latency with one-fifth of the alternatives  of the basis of REST. Arora et al [38] compared REST with gRPC in microservices-based ecosystems that showed the better throughput characteristics of gRPC in high-concurrency cases.

Johansson et al. [39] conducted comparative studies of REST and gRPC in established software architecture. They found that gRPC is more effective with higher data size transmission with performance gaps that expand proportionally with the data size sent to them. This characteristic makes gRPC particularly suitable for data-intensive applications.

[bookmark: _jeorbsvd7c5]D. Use cases and Best Practices
gRPC is ideal in high performance and low latency [40] scenarios. It is used in applications such as:
1. Microservices Communication: Inter-service communication between the backend system benefit from the advantages of gRPC efficiency and strong typing [40]
2. Real-time Applications: Bidirectional streaming supports chat systems, live dashboards and collaborative editing [41].
3. IoT and Edge Computing: Compact payloads save on bandwidth usage in resource constrained setups [42]
4. Polyglot Environments: Type-safe interoperability in programming languages is guaranteed by code generation. [29]

Best practices involve proper deadline management that helps avoid hanging requests, client-side load balancing of distributed systems, interceptors to cross-cutting concerns (logging, authentication and monitoring) and a critical look at streaming patterns to eliminate extraneous connection overhead[43].

V. GRAPHQL: FLEXIBLE QUERY LANGUAGE
[bookmark: _2arqw87nxbu0]A. Architectural Principles
GraphQL offers an API query language and runtime that allows clients to define precise data needs using a strongly-typed schema [8], [44]. GraphQL has one endpoint in contrast to REST, which has many endpoints or gRPC which has multiple procedure calls, which submit declarative queries that specify desired data shape and nesting [45].
Its architecture consists of three basic components:
1. Schema defining type system and available operations.
2. Resolvers that fill out data in every field with arbitrary data sources and, and
3. Operations including queries (read), mutations (write) and subscriptions (real-time updates) [46]. The schema is a contract between servers and the clients and it allows the client to have powerful introspection and tooling abilities [47].
[bookmark: _mtyubq7rrssa]B. Addressing Data Fetching Inefficiencies
[bookmark: _uldt07pu3npz]The main value proposition of graphql is that it avoids over and under-fetching issues of REST APIs [48]. Over-fetching is the response of endpoint which return fixed data structure that include fields that are not required by particular client use. Under-fetching requires a series of requests to collect related resources consecutively [49]. GraphQL allows customers to include specific field selection and obtain full sets of requirements in individual calls [50].
Nevertheless, these problems are not automatically addressed by GraphQL-specific patterns of implementation, such as Fragments, DataLoaders, query optimization are necessary [51]. Bad resolver design may contribute to performance issues by the N+1 query anti pattern [52].
[bookmark: _5a9mp69gpflw]C. Performance Analysis and N+1 Problem
Systematic performance comparison of REST and GraphQL was performed by Seabra and Nazario [53], with the result that GraphQL migration increased performance in two of three performance measures of the tested applications (in two-thirds cases) in terms of requests per second and data transfer rates. Nonetheless, the workloads exceeding 3000 simultaneous requests decreased the performance and the REST provided better throughput.
GraphQL has a serious performance issue, the N+1 problem [52]. In the most naive approaches, N+1 database calls are made when retrieving a list of N related items, N to get the list, and N to get relationships. This is addressed by the DataLoader pattern of Facebook, which batches and caches requests [54]. An industry implementation known as Dataloader 3.0 proposes a breadth-first data loading strategy to address the N+1 query problem. However, no peer-reviewed evaluation of the approach is currently available.
Dhika et al. [55] contrasted GraphQL and RESt architectures in educational games applications with the results showing the successful implementation of GraphQL and comments on the trade-offs in complexity. The quality of resolver implementation and database access patterns is vital in performance [56].

VI. COMPARATIVE PERFORMANCE ANALYSIS

The overall comparisons of the published empirical studies of the last 5-7 years shows that REST, gRPC and GraphQL have different performance characteristics in various aspects. This part is a synthesis of results in 20 research papers, which discusses the performance features in a controlled experimental scenario to offer evidence-based solutions in protocol choice in both monolith and distributed systems architecture. Table I gives an overall overview of the literature reviewed including the performance results and research settings.
TABLE I: CORE EMPIRICAL STUDIES ON API PROTOCOL PERFORMANCE (2020-2025)

	Study
	Protocol
	Scale & Methodology
	Key Performance Metrics
	Principal Findings

	[57]
	REST, GraphQL, gRPC
	Load Testing: 1000 records stress testing conditions
	Latency, throughput, CPU, memory, failure rate
	REST: highest throughput, higher failures (2-5%).
GraphQL: 17% memory vs 20%
REST/gRPC, higher latency (2.9s)
gRPC: balanced, 2.0s latency

	[58]
	gRPC, REST, SOAP
	Empirical benchmarking, Variable message sizes
	Latency, Scalability, TLS impact
	gRPC: optimal small messages (<1KB) Best scalability under concurrent load. Minimal TLS performance degradation

	[59]
	REST, GraphQL
	Serverless (AWS Lambda). Network Latency variation
	RTT, end-to-end latency, cost
	GraphQL: 25-67% improvements over REST.
Single-request reduces RTT Especially effective under high network latency

	[60]
	REST, gRPC
	.NET/C# microservices Task classification analysis
	Communication efficient by task type
	gRPC: advantages for specific communication patterns. Task-dependent protocol selection criteria. IoT/Industry 4.0 optimization

	[4]
	REST, WebSocket, gRPC, GraphQL
	Python Implementation CRUD benchmarking
	Comparative efficiency, reliability
	gRPC: most efficient and reliable.
GraphQL: slowest, library implementation issues protocol-language interaction effects



[bookmark: _4ifux9jrqzkb]A. Latency Characteristics
Experiments on load testing with 1000 records of students illustrate that GraphQL has an average latency of 2.9 seconds whereas RESTful has average latency of 1.6 seconds and gRPC has average performance attributes. Comparison of the results of various studies shows that gRPC has the lowest p95 latency values, especially when the message payload is smaller and Protocol Buffer serialization has tangible benefits. Since binary encoding format is less costly to parsing than a deserialization of different formats, it has shorter response times to requests.
Empirical benchmarking of gRPC, REST and GraphQL shows that gRPC has a lower response time, and then comes REST, and GraphQL in microservices communication contexts. It increases the performance difference in the presence of high-concurrency conditions, with the HTTP/2 multiplexing features of gRPC allowing the full utilization of connection without the head-of-line blocking problems of the HTTP/1.1 used by conventional REST implementations.
The main reasons why GraphQL has higher latency features are the overhead of query parsing, validation and resolution. Complex nested queries that need multiple resolver executions add more processing time over REST with its simple request-response model. Nevertheless, in situations where network round-trip time is the most important factor in latency, the capability of GraphQL to load up related data on a single request can lead to lower total end-to-end latency of a request even though the per-request processing time is high.
[bookmark: _koooglm36e79]B. Throughput Analysis
[bookmark: _qamzfvdwtys1]A study on the throughput properties has shown that REST has the best raw request-per-second measures in benchmark controlled environments. The ease of process model of request processing in REST, the availability of developed HTTP/1.1 server code and the ubiquitous optimization of serialization libraries in the field of JSON helps to achieve high throughput capability. This throughput benefit however, needs to be counterbalanced with the behaviour of REST to make several requests when it is necessary to retrieve complex data cases which may negate the per-request performance benefit when considering the end-to-end application paths. 
gRPC exhibits competitive throughput behaviour, and in particular, this addresses the connection multiplexing of HTTP/2. The fact that the protocol can multiplex several outstanding requests to the same TCP connection minimizes the connection establishment overhead, and also enhances the total throughput in high-concurrent settings. Experiments on the performance of gRPC under different message sizes have shown that payloads between 1KB and 100KB have the best throughput due to the maximum efficiency of Protocol Buffer serialization but without paying an exorbitant connection overhead.

The nature of GraphQL throughput depends greatly on the query complexity and the effectiveness of the caching. Simple queries with less resolver execution can be used to reach similar throughput as that of REST, and complex queries with high data graph traversal have lower performance is adversely affected by the absence of in-built HTTP caching in the GraphQL implementations which requires an application-level caching policy to realize competitive throughput with read-intensive workloads.
[bookmark: _cqpvmdh5ccas]C. Resource Utilization Patterns
Memory usage analysis during load testing reveals GraphQL demonstrates lower memory consumption at 17% compared to RESTful and gRPC implementations which exhibit identical memory at approximately 20%. This efficiency advantage stems from GraphQL’s precise field selection, reducing the volume of data structures that must be instantiated and maintained in memory during request processing.

The characteristics of CPU utilization are inverse, where the GraphQL utilization is higher than gRPC and REST during communication between microservices. Query parsing, validation and executing dynamic resolver overheads the CPU, making the use of gRPC more cost-effective to use with complex queries with deep nesting to large field selections. gRPC also shows efficient CPU usage with binary Protocol Buffer parsing that uses fewer computational units than JSON deserialization and has efficient wire format compression. 

The network I/O efficiency of different protocols differs greatly, with gRPC having the most efficient network usage on Protocol Buffer compression, HTTP/2 which normally implies a 20-30% smaller payload that what would be in JSON based REST implementations.
GraphQL offers a middle way level of network efficiency as it selectively fetches fields removing over-fetching issues, but with the cost of serializing to JSON maintained. REST has the worst network bandwidth usage between verbose JSON encoding and the behaviour of giving back full resource representations when not needed by the client.


TABLE II SYNTHESIS OF PERFORMANCE CHARACTERISTICS ACROSS PROTOCOLS

	Performance Dimension
	REST
	gRPC
	GraphQL
	Synthesis Quality

	Latency
	1.6s avg (1000 records) 
Moderate baseline
	2.0s avg 
Lowest for small messages 
Best P95 characteristics
	2.9s avg 
Higher per-request
25-67% total RTT reduction
	High consistency across studies

	Throughput
	Highest: 1500-2000 RPS
95-98% success rate
	Moderate-High: 1200-1800 RPS
98-99% success rate
	Moderate: 1000-1500 RPS
97-99% success rate 
	Moderate consistency

	CPU Utilization
	Moderate baseline
JSON parsing overhead
	Low-Moderate
Binary efficiency advantage
	High
Query parsing/validation overhead
	Limited cross-study consistency

	Memory Usage
	20% allocation
JSON structure overhead
	20% allocation
Protocol buffer efficiency
	17% allocation 
Selective instantiation
	High consistency in limited studies


Performance metrics derived from primary empirical research [58, 59, 61, 63, 65] . Evidence strength refers to the number of studies contributing to each dimension; synthesis quality refers to the cross-study consistency. Critical observations: (1) Critical observations regarding the context of the latency comparison of REST-GraphQL are network RTT vs. processing time; (2) gRPC message size sensitivity means that workload-specific evaluation is required; (3) GraphQL's CPU-memory tradeoff means that careful capacity planning is needed.
[bookmark: _55mimaeknf5y]D. Scalability Characteristices 
Empirical research on the protocol's behavior under increasing load conditions shows different scalability patterns. gRPC shows the best horizontal scalability characteristics and does not increase with the number of concurrent connections due to the usage of the HTTP/2 multiplexing protocol and the efficient connection pooling mechanism. The stateless nature of the protocol and efficient use of resources allow the protocol to be distributed across multiple instances of a server without substantial coordination overhead.

Scalability benefits of REST can be explained and described by the lack of state and a universal adoption of established caching strategies.  
The HTTP-based caching, which can be deployed at various levels, such as client, an intermediate proxy, and a source server, offers a means of significantly decreasing the load of workloads with high percentage of read operations.  
However, the nature of the RESTful paradigm that would cause repeated and sequential requests of related data can induce cascading failures when the load is high, with a latency experienced by a single service cascading throughout service chains.
In GraphQL scalability, it is important to be careful with how the limits of query complexities are implemented as well as how resolver optimization is done. The scalability in GraphQL should be achieved through the implementation of some advanced caching policies, the integration of data loader tools to address N + 1 query problems, and the sensible schema design determining the balance between flexibility and high-performance requirements.

VII.  FUTURE DIRECTIONS

The context of edge computing is a valuable future area of API protocol performance studies. The resource, network, and latency demands of edge deployments vary significantly compared to the traditional cloud or data center setups. Knowledge of protocol performance in edge scenarios such as scarce computational means, intermittent connectivity, and low network latency would be useful in architecture choices to the upcoming Internet of Things and edge computing applications.

The selection of protocols with the help of artificial intelligence is one of the promising research directions that make use of machine learning methods to choose the protocols according to the characteristics of the workload and the constraints of the infrastructure and performance requirements. Past execution history in a wide variety of deployment environments might be used to train models that would make predictions on the best choice of protocol to use in new application situations, which would automate architecture decisions that currently have to be made manually and through expert judgment.

There would be cost-performance analysis that includes the infrastructures cost, development cost, and operational overhead which would give more comprehensive decision frameworks in choosing the protocols. A study ought to be done on the total cost of ownership keeping in view the raw performance measurements but also development productivity, operation complexity and infrastructure efficiency. This kind of analysis would allow making informed trade-off analysis between performance maximization and resource constraints and budget limitations.

The study of hybrid architecture that seeks to analyze systems using more than one and two or more protocols at a time is a line of research that is significant based on the tendencies in the deployment of systems in the real world. Most systems that deploy REST also use external public API and gRPC to communicate with other systems (internal microservices) or GraphQL to communicate with particular client applications. The knowledge of the best patterns to use in the protocol mixing, the design of gateways, and implementation of the translation layer would be a good guide on the complex implementation of distributed systems architecture.

VIII. CONCLUSION
This systematic literature review examines twenty 2020-2025 scientific articles and assesses performance comparison between REST, gRPC and GraphQL protocols in monolithic and distributed architectures. All protocols have their own advantages and disadvantages: gRPC is best used in low-latency, microservice-based applications, which use Protocol Buffer and HTTP/2 to make the best use of the network; REST can be used with massively higher throughput and better caching, whereas public APIs are more appropriate; and GraphQL provides better CPU and memory utilization and uses fetching data on-demand, although it has been observed to require more attention to performance. This analysis identifies gaps in the research, such as the lack of standardized three-way comparisons and production-scale analysis, which the future research should construct around benchmarking frameworks and domain-specific performance analysis. Finally, the choice of protocol must be supported with systematic consideration of application requirements and team capabilities and the protocols should be recommended to be integrated to combine their respective strengths and overcome architectural issues.
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