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Abstract—This paper presents ECHOVIBE, a web-based music intelligence platform that unifies two core capabilities typically offered by separate applications: (i) real-time song recognition from short audio clips and (ii) personalized music recommenda- tion similar to modern streaming services. Motivated by the com- mon “Shazam + Spotify” user workflow, ECHOVIBE integrates recognition and recommendation within a single responsive web interface to reduce interaction friction and improve session-level discovery. The key technical idea is to use a single spectrogram- based convolutional neural network (CNN) to learn compact audio embeddings that serve both as neural acoustic fingerprints for identification and as content representations for recommendation. For recognition, embeddings extracted from a query clip are matched against an embedding database using efficient similarity search and temporal aggregation. For recommendation, the same embeddings enable content-based retrieval of acoustically similar tracks and support mood-aware and preference-aware ranking when combined with user interaction logs. The sys- tem is implemented using React.js (frontend), Node.js (backend APIs), MongoDB and SQL (hybrid storage), TensorFlow (model inference), and Docker (containerized deployment). The proposed approach leverages CNN representation learning to improve robustness over handcrafted fingerprinting and simultaneously strengthens recommendation quality, especially for cold-start or metadata-poor tracks.
Index Terms—Music Recognition, Music Recommendation, Acoustic Fingerprinting, CNN Embeddings, Spectrogram, Content-Based Retrieval, Hybrid Recommenders, Web Applica- tions

I. INTRODUCTION
Music platforms have evolved into two dominant categories: streaming services that personalize listening experiences and recognition services that identify unknown songs from short environmental recordings. Streaming platforms excel at long- term personalization through playlists and recommender sys- tems, while recognition tools answer the immediate question:

“What song is this?” However, real users frequently combine both workflows: identify a song with a recognition app and then move to a streaming app to play, save, and discover related music. This cross-application flow introduces friction, delays feedback, and prevents systems from exploiting the strong short-term context created by recognition events.
ECHOVIBE addresses this gap by integrating recognition and recommendation into a unified web-based system. Unlike systems that treat these modules independently, ECHOVIBE is designed around a shared audio representation learned by a CNN from spectrogram inputs. This design enables a single learned embedding space to support both (i) high-specificity track identification (neural fingerprinting) and (ii) similarity- based content recommendation, forming a compact, scalable foundation for modern music discovery.
A. Contributions
This work contributes:
· A unified client–server architecture for recognition and recommendation in a single web workflow.
· A shared spectrogram-based CNN embedding used as both (a) neural acoustic fingerprint for recognition and
(b) audio representation for recommendation.
· A hybrid recommendation strategy that combines CNN audio similarity with user interaction signals and optional mood-aware ranking.
· A deployable implementation using React.js, Node.js, MongoDB+SQL, TensorFlow, and Docker.
II. MOTIVATION
User listening behavior increasingly emphasizes speed and relevance. Many sessions begin with an identification mo- ment (background music, social media clips, public places).

Immediately after recognition, users typically want one of two outcomes: (i) jump directly to the most engaging part of the track or (ii) discover similar songs quickly. Traditional pipelines cannot fully exploit this intent because recognition and recommendation live in separate apps or separate services.
ECHOVIBE is motivated by three practical goals:
1) Reduce switching overhead: recognition should lead directly to playback and discovery.
2) Exploit short-term intent: the recognized song pro- vides a strong session-level query signal for recommen- dation.
3) Improve robustness and personalization: learned CNN representations can be more robust than hand- crafted rules and can also enhance cold-start recommen- dations by using audio content directly.
III. RELATED WORK
A. Handcrafted acoustic fingerprinting
Classical music recognition commonly uses acoustic finger- prints built from engineered time–frequency landmarks. Wang introduced an industrial-strength landmark hashing approach that remains influential for large-scale identification due to its speed and robustness to common distortions [1]. Haitsma and Kalker proposed robust audio fingerprinting for identification under degradations, emphasizing invariance and compactness [2]. These approaches are efficient but depend on carefully designed peak selection and hashing rules.
B. Neural audio fingerprinting and embeddings
Deep learning enables representation learning from spec- trograms, reducing reliance on handcrafted features. Google’s “Now Playing” work introduced a neural network fingerprinter that produces compact, discriminative fingerprints for con- tinuous music recognition [3]. Chang et al. proposed neural audio fingerprints trained with contrastive learning for high- specific audio retrieval, showing that learned low-dimensional embeddings can support scalable matching [4]. CNN audio representation studies further validate spectrogram CNNs for extracting robust embeddings [5].
C. Recommendation systems
Music recommendation traditionally uses collaborative fil- tering, content-based filtering, or hybrid combinations. Matrix factorization and implicit-feedback modeling are widely used for large-scale recommenders [6], [7]. Surveys summarize challenges including scalability, context, and cold-start issues [8]. Recent work also explores emotion/mood-driven recom- mendation models, which align well with audio representations and session signals [12].
D. Fusion of recognition and streaming workflows
Prior academic work discusses combining Spotify-like per- sonalization with Shazam-like recognition, highlighting the value of unified discovery and highlight-based interaction [14]. ECHOVIBE builds on this motivation but introduces a shared

CNN embedding backbone so that recognition and recommen- dation are technically coupled through a single learned audio representation.
IV. SYSTEM OVERVIEW
ECHOVIBE provides two tightly integrated intelligence functions:
· Recognition: identify a track from a short user-recorded audio clip using CNN-based neural fingerprints.
· Recommendation: generate personalized and context- aware suggestions using CNN audio embeddings plus interaction signals.
The core design principle is shared embeddings: one CNN generates an embedding that can be used for identification (exact/high-specific match) and for recommendation (nearest- neighbor retrieval and ranking).
V. ARCHITECTURE AND TECHNOLOGY STACK
ECHOVIBE follows a client–server architecture optimized for web deployment.
A. Frontend (React.js)
The React.js frontend provides:
· browser-based audio capture (short clips)
· recognition result visualization (track, confidence, meta- data)
· recommendation feed and playback actions
· interaction logging (likes, saves, skips) to improve per- sonalization
B. Backend APIs (Node.js)
Node.js services handle:
· authentication and session handling
· audio upload, validation, preprocessing requests
· orchestration of ML inference services (fingerprinting + rec ranking)
· caching, throttling, and structured response formatting
C. Hybrid Storage (MongoDB + SQL)
ECHOVIBE uses:
· MongoDB for flexible user/session data: profiles, inter- action logs, recent sessions, mood context.
· SQL for structured catalog and indexing: track metadata, embedding references, segment/highlight tables, evalua- tion logs.
D. ML Inference and Deployment (TensorFlow + Docker)
TensorFlow runs the CNN embedding model as a service. Docker containerization ensures reproducible builds, consis- tent runtime environments, and horizontal scaling for peak usage.
VI. SHARED CNN EMBEDDING MODEL (BACKBONE FOR
RECOGNITION AND RECOMMENDATION)
ECHOVIBE uses a spectrogram-based CNN as a shared backbone to map short audio windows into a fixed-length embedding vector.

A. Spectrogram feature extraction
Given an audio signal x[n], a time–frequency representation is computed using STFT:
X(t, f ) = Σ x[n] w[n − t] e−j2πfn	(1)
n
The magnitude is log-scaled and optionally converted into Mel bands to better align with perceptual frequency resolution. The resulting spectrogram patch S is treated as an image-like tensor input to a CNN.
B. CNN embedding function
The embedding is produced by:
z = fθ(S),	z ∈ Rd	(2)
where fθ is the CNN and d is a compact dimension (e.g., 64– 256). This vector is the shared representation used by both modules:
· Recognition uses z for high-specific matching.
· Recommendation uses z for content similarity and rank- ing.
C. Why a shared embedding is practical
A shared embedding reduces engineering complexity: one model, one feature pipeline, one indexing strategy. It also improves cold-start behavior for recommendation, since audio content is always available even when user interactions or metadata are sparse.
VII. CNN-BASED MUSIC RECOGNITION (NEURAL
FINGERPRINTING)
A. Enrollment: building the fingerprint database
Each catalog track is segmented into overlapping windows (e.g., 1 s windows with a hop). The CNN converts each segment into an embedding. These embeddings are stored along with track IDs and segment timestamps.
B. Query: clip matching and temporal aggregation
A user query clip produces an embedding sequence {zq}. Matching compares query embeddings to database embed- dings using cosine similarity:
VIII. 
CNN-BASED MUSIC RECOMMENDATION
(SPOTIFY-LIKE PERSONALIZATION)
ECHOVIBE treats recommendation as a ranking problem that combines audio content similarity from CNN embed- dings with user preference signals from interaction logs. This mirrors modern hybrid recommendation thinking: audio understanding provides content relevance, while interaction data provides personalization [6]–[8].

A. Content-based retrieval using CNN embeddings
Each track has an embedding zi. Similarity between two tracks is computed as:
sim(i, j) = cos(zi, zj)	(4)
Given a seed (recognized song, recently played song, or user profile centroid), ECHOVIBE retrieves the nearest neighbors in embedding space to produce acoustically similar candidates. This supports:
· post-recognition discovery: recommend tracks similar to the identified track immediately.
· cold-start recommendation: recommend for new tracks without relying on historical interactions.

B. Personalization from interaction logs
User interactions (plays, repeats, likes, skips) produce im- plicit feedback. ECHOVIBE models preference strength using confidence-weighted implicit feedback principles [6]. A user embedding (or profile vector) is derived from:
· weighted average of embeddings for positively engaged tracks
· penalties for skipped/short-play tracks
This yields a user preference vector u used to score a candidate track i via cos(u, zi).

C. Hybrid ranking objective
Candidates from content-based retrieval are re-ranked using a hybrid score:

sim(z , z ) =  zq · zd 

(3)

Score(i) = α cos(u, zi) + β cos(zseed, zi) + γ g(i)	(5)
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Candidate matches vote for a track and an alignment offset (timestamp). The final decision selects the track with the strongest aggregated support across query windows.
C. Efficiency and robustness vs. handcrafted fingerprints
Landmark hashing (Shazam-style) is highly efficient [1] but depends on stable peak detection and engineered pairing rules. Neural fingerprinting can be more robust because the CNN learns invariances to noise, compression, and microphone response [3], [4]. In practice, ECHOVIBE uses compact em- beddings and approximate nearest-neighbor indexing to keep recognition latency suitable for interactive web use.

where g(i) can include popularity priors, recency, or mood alignment features. This structure keeps CNN embeddings central while enabling Spotify-like personalization behavior.

D. Mood-aware recommendation (optional extension)
If the platform receives a mood label from an external detection service, ECHOVIBE can re-rank candidates so that the embedding neighborhood is filtered by mood-aligned audio characteristics. Emotion-aware recommendation studies mo- tivate this direction [12], and ECHOVIBE’s CNN features naturally support mood-related cues learned from spectrogram patterns.

IX. IMPLEMENTATION DETAILS
A. Service flow
A typical session:
1) user records a clip in the React UI
2) Node.js uploads the clip to the ML service
3) TensorFlow service extracts query embeddings and re- turns top matches
4) backend fetches metadata from SQL and user context from MongoDB
5) recommender returns a ranked list using the same em- bedding space
B. Scalability with Docker
Docker containers isolate the API layer and ML inference layer. The ML service can be scaled independently based on request volume. Caching of recent query embeddings and popular results reduces repeated computation.
X. RESULTS AND DISCUSSION
ECHOVIBE’s shared-embedding approach supports an in- tegrated experience: recognition outputs become immediate recommendation seeds, and user interactions continuously re- fine ranking. Compared with a pipeline that treats recognition and recommendation separately, shared embeddings reduce duplication (two feature pipelines become one) and improve responsiveness in post-recognition discovery sessions.
Neural fingerprints are motivated by prior evidence that learned embeddings can produce compact, discriminative sig- natures robust to real-world distortions [3], [4]. Addition- ally, CNN-based audio representations are well supported in broader audio learning work [5]. On the recommenda- tion side, combining content similarity with implicit-feedback personalization is consistent with established recommender methodology [6]–[8].
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XI. CONCLUSION
This paper presented ECHOVIBE, a unified web-based platform that integrates music recognition and music recom- mendation using a shared spectrogram-based CNN embedding model. The CNN produces compact audio embeddings that function both as neural acoustic fingerprints for identification and as content representations for recommendation. Imple- mented using React.js, Node.js, MongoDB+SQL, TensorFlow, and Docker, the system provides a practical architecture for modern music discovery workflows that demand fast identifi- cation and Spotify-like personalized recommendations within a single interface.
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