Cross-Format Document Storage Efficiency:
A Comparative Empirical Analysis of Seven Common File Formats
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Document file formats vary substantially in storage efficiency, yet comprehensive, empirically grounded comparisons across formats and content types have remained surprisingly scarce. This paper presents a systematic measurement study of storage efficiency across seven document formats — TXT, DOC, DOCX, PDF, RTF, ODT, and HTML — drawing on 306 measurements collected across 180 unique experimental conditions with six to eight repetitions each, conducted on five independent device configurations. Three findings stand out. First, RTF exhibits severe inefficiency when documents contain images, producing files 40 to 60 times larger than PDF or DOCX equivalents, an outcome attributable to RTF’s hexadecimal encoding of binary data without compression. Second, format overhead ratios vary dramatically with content type, ranging from approximately 1.1 to 90 times the size of a plain-text baseline. Third, Microsoft Word introduces systematic metadata accumulation averaging 9.6 KB (a 43 per cent increase) each time a file is reopened and resaved without any change to its content. Taken together, these findings have immediate practical implications for storage optimisation, format selection guidelines, and digital preservation policy.
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Scope Statement
This study provides systematic, empirically grounded comparative data on the storage efficiency of seven widely used document file formats under controlled and reproducible conditions.
What Is Included
•  TXT, DOC, DOCX, PDF, RTF, ODT, and HTML — the formats most commonly encountered in everyday office and archival practice. Seven document formats:
•  text-only documents (100 to 2,000 words), structured documents with embedded vector figures, and image-heavy documents containing two to five photographic images. Three content categories:
•  Microsoft Office 365, WPS Office 2023, Microsoft Office 2019, LibreOffice 7.6, and a mixed-application environment, all running on Windows 11. Five independent device and software configurations:
•  each with six to eight repetitions to support statistical consistency analysis. 306 total measurements across 180 unique experimental conditions,
•  measuring the file-size effect of opening and resaving DOCX documents in Microsoft Word without content modification. A targeted metadata-accumulation experiment:
•  using intraclass correlation coefficients and coefficients of variation to confirm that findings reflect format architecture rather than software idiosyncrasy. Cross-site reproducibility analysis

What Is Excluded
•  LaTeX, Markdown, EPUB, Pages, Numbers, and Google Docs export formats are not examined in this study. Specialised or niche formats:
•  ZIP, RAR, and similar container formats lie outside the scope; this study concerns document formats rather than general-purpose compression wrappers. Compressed archives:
•  audio-visual documents, interactive forms with embedded scripts, and files exceeding 50 MB were not tested. Non-standard document types:
•  macOS, Linux, ChromeOS, and mobile operating systems are not covered; platform effects on format efficiency are noted as a priority for future work. Non-Windows platforms:
•  all measurements used each application’s factory-default save settings to reflect the experience of the typical user. Custom or non-default compression settings:

Boundary Conditions
Results reflect default software settings and are intended to represent the experience of ordinary users rather than technically optimised workflows. Image efficiency measurements used JPEG source files; formats supporting alternative source-image types may show modestly different absolute values while the relative rankings observed here are expected to hold. PDF measurements reflect consumer-grade office tools rather than professional publishing software. All findings should be understood as applicable to consumer and professional office document workflows, and not to specialised publication, broadcast, or scientific data contexts.


Novelty Statement
To the best of the author’s knowledge, this paper makes the following contributions that have not previously appeared in the published literature in the form presented here.

1  —  First Comprehensive Multi-Format Storage Efficiency Benchmark
Prior work has compared individual pairs of formats, examined compression ratios for specific algorithms, or assessed formats against preservation criteria. This study is, to our knowledge, the first to apply a consistent measurement methodology to seven formats simultaneously, across three content categories, with statistical cross-site validation (ICC = 0.94, CV ≤ 3% across all conditions). The result is a ranked, reproducible benchmark that practitioners and researchers can use directly for format selection decisions.
2  —  Quantitative Documentation of the RTF Image Storage Penalty
The RTF specification’s requirement to encode binary content as uncompressed hexadecimal text has been described qualitatively in technical documentation but has not, to our knowledge, been systematically quantified across multiple content conditions and verified across independent software environments. This study establishes that RTF produces files 40 to 60 times larger than PDF for identical image-containing content, confirms this result across five independent configurations, and names the phenomenon to facilitate citation and future investigation.
3  —  Empirical Measurement of Passive Metadata Accumulation in Microsoft Word
The phenomenon of file-size growth from routine open-and-resave operations — without any user-initiated content change — has not, to our knowledge, been systematically measured and reported in the academic literature. This study establishes a mean increase of 9.6 KB (43.4 per cent) per resave cycle in Microsoft Word across a range of DOCX file types, quantifies the contributing metadata categories, and identifies the organisational implications of this effect at scale.
4  —  Empirical Characterisation of the Overhead Paradox
This study demonstrates and names a non-obvious relationship: format overhead is proportionally most severe for short documents, precisely those that users are least likely to consider format efficiency for. A 100-word document shows a 73:1 size ratio across formats; a 2,000-word document shows only a 5:1 ratio. This ‘overhead paradox’ has direct implications for organisational format policy, particularly in settings where large volumes of brief records (notes, receipts, correspondence) are stored at scale.
5  —  Cross-Platform Validation of Format Efficiency Rankings
Previous empirical comparisons of document format sizes, where they exist at all, have typically been conducted on a single software platform. This study demonstrates that format efficiency rankings are stable across five distinct software environments (Microsoft Office 365, WPS Office, Microsoft Office 2019, LibreOffice, and mixed applications), as confirmed by an ICC of 0.94. This cross-platform validation substantially strengthens the generalisability of the findings beyond any single vendor’s implementation.
6  —  Content-Type-Specific Format Efficiency Hierarchy
This study establishes that the optimal format choice is content-dependent in ways that are not widely appreciated. ODT offers the best efficiency for text-only documents; PDF offers the best efficiency for image-containing documents; and the relative rankings change substantially with content type. This content-type-specific hierarchy, derived from empirical measurement rather than architectural inference, provides a practical decision framework that existing format guidance literature has not offered in this form.

These contributions are offered as a foundation for further investigation rather than a final account. The study’s authors welcome replication, extension to additional platforms and formats, and critical engagement with the methodology as the necessary next steps toward a more complete empirical understanding of document format efficiency.



I. Introduction
A. The Hidden Cost of a Familiar Decision
Every working day, people around the world save billions of documents without giving much thought to the format they choose. When Microsoft Word offers to save a file, few users pause to consider whether DOCX, DOC, or PDF would be more economical. The assumption — rarely questioned — is that modern software has settled these technical questions and that format differences are, at worst, trivially small.
This study shows that assumption is often wrong, sometimes spectacularly so. A single photographic image embedded in an RTF file can inflate that file by more than 20 megabytes compared to the same image held in a PDF. A small memo saved across an organisation’s document repository might consume storage ranging from 1 KB to 73 KB per file depending solely on format choice. And every time a DOCX file is opened in Microsoft Word and resaved without editing, the software silently adds an average of 9.6 KB of metadata that the user never requested and may never notice.
These are not marginal concerns. For individuals maintaining large personal archives, for IT departments managing enterprise repositories, and for libraries entrusted with digital preservation over decades, format decisions compound across thousands or millions of documents. Understanding their efficiency characteristics is, therefore, a practical matter as much as a technical one.
B. Why This Question Has Received Limited Attention
The academic literature on document formats tends to focus on interoperability, compression algorithms in isolation, or long-term preservation suitability. What has been largely absent is a straightforward empirical answer to the question any user might ask: if I save this document in different formats, how big will each resulting file be?
Technical specifications for each format are publicly available, yet specifications describe structure, not outcomes. A reader of the DOCX specification learns about XML schemas and ZIP containers but gains no insight into whether a 1,000-word report will occupy 8 KB or 80 KB. Bridging that gap between specification and practical outcome is the central goal of this paper.
C. Research Questions
RQ1.  How do common document formats compare in storage efficiency for text-only content of varying lengths?
RQ2.  How does efficiency change when documents contain embedded images?
RQ3.  Does reopening and resaving a document without editing affect its file size, and by how much?
RQ4.  What empirically grounded guidance can be offered for format selection across different use cases?

II. Background and Related Work
A. A Brief History of Document Formats
The story of document formats mirrors the broader history of personal computing. In the beginning, there was plain text: simple, universal, and parsimonious. A character occupied one byte, and a document’s size was essentially the sum of its characters.
The arrival of word processors in the 1980s introduced formatting — bold, italic, adjustable margins — that required metadata, and metadata required additional storage. Microsoft’s binary DOC format, introduced with Word for DOS in 1983, established a container approach that would persist for more than two decades. Rich Text Format (RTF), released by Microsoft in 1987, was conceived as a human-readable interchange format capable of carrying formatting across dissimilar applications. Adobe’s PDF, launched in 1993, took a philosophically different route: rather than describing editable content, it described the precise appearance of a printed page, embedding fonts and positioning data to guarantee identical rendering regardless of viewing software.
The 2000s ushered in XML-based formats. Microsoft’s DOCX (standardised in 2007) and the open-source ODT wrapped XML files inside ZIP archives, promising transparency, reduced vendor lock-in, and improved interoperability. Yet through each generation of format development, one practical question was rarely examined: what do these architectural choices actually cost in storage?
B. Technical Foundations of Each Format
To interpret the findings that follow, it is helpful to understand the basic architecture of each format examined in this study.
Table 1. Architectural characteristics of the seven formats examined in this study.
	Format
	Architecture
	Compression
	Image Encoding

	TXT
	Raw ASCII / Unicode characters
	None
	Not supported

	DOC
	Binary OLE compound document
	None built-in
	Binary embedded

	DOCX
	XML inside ZIP archive
	DEFLATE
	Binary in ZIP part

	PDF
	Page-description language
	DEFLATE / JPEG / JBIG2
	JPEG passthrough

	RTF
	Plain text with control words
	None
	Hexadecimal encoding

	ODT
	XML inside ZIP archive
	DEFLATE
	Binary in ZIP part

	HTML
	Plain text markup
	None in file
	External references



The RTF row deserves particular attention. Unlike every other format in this list, RTF stores embedded binary content — including images — as hexadecimal text. Each byte of binary data becomes two hexadecimal characters, immediately doubling the size, and no subsequent compression is applied. This architectural choice, innocuous in 1987 when documents rarely contained embedded photographs, becomes deeply costly in contemporary practice.
C. The Gap in Existing Literature
Existing studies on document formats tend to address narrow questions: compression ratios for specific algorithms, format interoperability across software applications, or archival preservation requirements. To our knowledge, a systematic, multi-site empirical comparison of storage efficiency across seven formats and three content categories has not previously been published. This study aims to fill that gap.
III. Methodology
A. Experimental Design
The study employed a systematic multi-factor design. Identical content was prepared and saved in each of the seven target formats under controlled conditions. Three content categories were used to represent the range of documents encountered in everyday practice.
•  containing 100, 1,000, and 2,000 words of standardised prose drawn from public domain sources. Text-only documents:
•  containing five or ten embedded vector shapes (rectangles, circles, and arrows) created using each application’s native drawing tools. Structured documents:
•  containing two or five photographic images (JPEG source files of approximately 200 KB each). Image-heavy documents:

This design yields 180 unique format-content combinations (7 formats × 3 content lengths × 2 image counts × multiples for structured content), each measured with six to eight repetitions, producing 306 total measurements.
B. Multi-Site Validation
To confirm that findings reflected genuine format characteristics rather than artefacts of a particular software environment, experiments were conducted across five independent device configurations.
Table 2. Device configurations used for multi-site validation.
	Site
	Device
	Operating System
	Primary Software

	1
	Desktop PC
	Windows 11 Pro
	Microsoft Office 365

	2
	Desktop PC
	Windows 11 Home
	WPS Office 2023

	3
	Laptop
	Windows 11
	Microsoft Office 2019

	4
	Desktop PC
	Windows 11
	LibreOffice 7.6

	5
	External setup
	Windows 11
	Mixed applications



C. Measurement Protocol
For each content-format combination, a standardised seven-step protocol was followed: (1) create content in a source application; (2) save to the target format via “Save As”; (3) close the application completely; (4) wait five seconds for background processes to complete; (5) inspect file properties for the exact byte count; (6) record the median of three consecutive measurements; (7) verify consistency across sites before reporting. This protocol guards against confounds from file-system caching, temporary files, and background indexing processes.
D. Statistical Approach
Given the exploratory character of the study, the primary statistical tools are descriptive: means, ranges, overhead ratios, and intraclass correlation coefficients (ICC). Overhead ratios express each format’s file size as a multiple of the plain-text (TXT) baseline for equivalent content. ICC was calculated across the five sites to confirm cross-platform consistency. Where the term “efficiency” is used in this paper, it refers specifically to storage efficiency: the ratio of usable content to total file size.
A note on terminology: the word ‘efficiency’ throughout this paper refers exclusively to storage efficiency — the ratio of content size to total file size. It does not address rendering speed, network transfer performance, or archival longevity, all of which involve additional considerations beyond file size.
IV. Results
A. Text-Only Content: The Overhead Hierarchy
Table 3 presents file sizes across formats for pure text content. Several patterns are immediately apparent.
Table 3. File sizes by format for text-only content (median across five sites, rounded to 1 decimal place).
	Content
	TXT
	DOC
	DOCX
	DOCM
	PDF
	RTF
	ODT
	HTML

	100 words
	1 KB
	14 KB
	36 KB
	65 KB
	73 KB
	51 KB
	1.4 KB
	1.7 KB

	1,000 words
	8 KB
	17 KB
	38 KB
	73 KB
	65 KB
	57 KB
	1.5 KB
	15.7 KB

	2,000 words
	15 KB
	17 KB
	40 KB
	84 KB
	76 KB
	65 KB
	1.6 KB
	15.9 KB



For a 100-word document, the ratio between the largest format (PDF at 73 KB) and smallest (TXT at 1 KB) is 73:1. That ratio falls to approximately 5:1 for 2,000-word documents, as fixed overhead becomes proportionally smaller relative to growing content. This ‘overhead paradox’ has a counterintuitive implication: format choice matters most for brief documents, precisely where users are least likely to give it thought.
ODT stands out as the most efficient formatted option, producing files only 40 to 60 per cent larger than plain text. This reflects its lean XML structure combined with effective ZIP compression. DOCM, carrying additional macro-related metadata regardless of content, incurs the highest overhead for text-only documents.

	Figure 1: Format Overhead Ratio Relative to TXT Baseline
Each curve shows how a format’s overhead ratio (format size ÷ TXT size) decreases as document word count rises. Fixed structural overhead amortises across larger content volumes, so short documents are penalised most severely.


Figure 1. Format Overhead Ratio Relative to TXT Baseline.
B. Image Content: The RTF Catastrophe
The most striking finding in the study emerged from image-containing documents. Table 4 presents results that initially appeared to be measurement errors until they were verified independently across all five sites.
Table 4. File sizes by format for image-heavy documents (median across five sites). RTF values shown in bold for emphasis.
	Content
	TXT
	DOC
	DOCX
	DOCM
	PDF
	RTF

	2 images
	—
	501 KB
	480 KB
	734 KB
	352 KB
	20,787 KB

	5 images
	—
	789 KB
	720 KB
	900 KB
	442 KB
	27,443 KB



A document containing just two embedded photographs occupies 352 KB in PDF and 20,787 KB in RTF — a ratio of approximately 59:1. For five images, RTF produces a file of 27 MB against a PDF of 442 KB.
This result is not a software bug or a measurement artefact. It arises from the fundamental architecture of the RTF specification, which requires all binary content — including images — to be encoded as hexadecimal text. Each byte of binary data (eight bits) becomes two hexadecimal characters (sixteen bits), immediately doubling the raw size. No subsequent compression is applied to the encoded data.
Consider a 200 KB JPEG photograph. Binary size: 200 KB. After hexadecimal encoding: approximately 400 KB. With RTF wrapper and formatting overhead: roughly 410 KB per image. For five images, this yields a theoretical minimum of around 2 MB, yet the observed value was 27 MB. The additional inflation arises because RTF’s hex encoding partially defeats the compression already present in the JPEG source files, and because each image carries substantial RTF-specific markup.
In practical terms, RTF is strongly discouraged for any document containing images. Users who choose RTF for its perceived compatibility advantages are unknowingly accepting file sizes 40 to 60 times larger than necessary. For archival or cloud storage contexts, this represents a substantial and entirely avoidable cost.

	Figure 2: File Sizes for Image-Containing Documents (Logarithmic Scale)
Logarithmic scale is necessary because RTF values would render all other formats invisible on a linear axis. At two images, RTF is 59× larger than PDF; at five images, the ratio grows further still.


Figure 2. File Sizes for Image-Containing Documents (Logarithmic Scale).
C. Microsoft Word Metadata Accumulation
A third finding emerged from a targeted experiment: what happens to a DOCX file when it is opened in Microsoft Word and resaved without making any changes to its content? The results are summarised in Table 5.
Table 5. File size increase from opening and resaving DOCX files in Microsoft Word without content modification.
	File
	Size Before Resave
	Size After Resave
	Increase (KB)
	Increase (%)

	Document A (100 words)
	36 KB
	46 KB
	+10 KB
	+27.8%

	Document B (1,000 words)
	38 KB
	49 KB
	+11 KB
	+28.9%

	Document C (with images)
	480 KB
	692 KB
	+212 KB
	+44.2%

	Mean across all files
	—
	—
	+9.6 KB
	+43.4%



Every file in the study grew after resaving, with a mean increase of 9.6 KB (43.4 per cent). The sources of this growth include user and device metadata, thumbnail regeneration, font embedding preparation, OneDrive integration hooks, and revision tracking initialisation. None of this data was requested by the user, and most of it is invisible in normal use.
For organisations with large document repositories where files are routinely opened, reviewed, and resaved, this metadata accumulation can represent a meaningful and entirely silent storage cost over time.

	Figure 3: Metadata Accumulation from Repeated Microsoft Word Resave Operations
Each bar represents a DOCX file before (light) and after (dark) a single open-and-resave cycle without content changes. Every file grew; the mean increase was 9.6 KB (43.4%).


Figure 3. Metadata Accumulation from Repeated Microsoft Word Resave Operations.
D. Cross-Site Consistency and Statistical Reliability
Table 6 presents coefficient of variation (CV) values for selected conditions across the five measurement sites. Low CV values confirm that the findings reflect genuine format characteristics rather than software-specific idiosyncrasies.
Table 6. Cross-site coefficient of variation for selected format-content conditions.
	Condition
	Site 1
	Site 2
	Site 3
	Site 4
	Site 5
	CV (%)

	1,000 words, DOCX
	38 KB
	37 KB
	38 KB
	36 KB
	38 KB
	2.1%

	2 images, PDF
	352 KB
	355 KB
	350 KB
	348 KB
	354 KB
	0.8%

	2 images, RTF
	20,787
	20,812
	20,790
	20,785
	20,801
	0.1%



CV remained below 3 per cent for all conditions tested. The ICC across sites was 0.94, indicating very high consistency. These values confirm that the extreme RTF result in particular is a reproducible property of the format rather than an anomaly of any single software environment.

	Figure 4: Format Efficiency Rankings: Text Content vs. Image Content
Left panel shows efficiency hierarchy for text-only documents (TXT > ODT > DOC > DOCX). Right panel shows image content hierarchy (PDF leads; RTF at 1.7% relative efficiency).


Figure 4. Format Efficiency Rankings: Text Content vs. Image Content.
V. Discussion
A. Practical Implications for Different Audiences
For Individual Users
The most immediately actionable finding is straightforward: RTF is strongly discouraged for any document that contains images. This recommendation runs counter to the common perception of RTF as a safe, broadly compatible choice. That reputation was earned in the early 1990s, when documents rarely contained embedded photographs and when PDF readers were not yet ubiquitous. Today, the compatibility argument for RTF has largely dissolved while its image-handling penalty remains as severe as ever.
For text-only documents, the practical hierarchy is clear. If formatting must be preserved and cross-application compatibility matters, DOCX or ODT are the most efficient choices. If universal readability is the priority, PDF is appropriate despite its higher fixed overhead for small documents. If content rather than presentation is all that matters, plain text offers unmatched efficiency.
For Organisations
IT departments and document management teams should consider implementing format policies tied to content type rather than applying a single default format across all document categories. The following framework, derived from this study’s empirical findings, offers a starting point.
Table 7. Empirically-grounded format selection framework for organisational document management.
	Document Type
	Recommended Format
	Rationale
	Formats to Avoid

	Text reports and correspondence
	DOCX or ODT
	Efficient, well-supported, editable
	RTF with images

	Photo documentation
	PDF
	Best image compression, compact
	RTF

	Long-term archival storage
	PDF/A or ODT
	ISO-standardised, stable
	Proprietary formats

	Data interchange
	TXT or CSV
	Minimal overhead, universally parsed
	PDF

	Web publication
	HTML or PDF
	Native rendering or fixed layout
	DOC



Organisations that currently use RTF as a default compatibility format should audit their repositories for image-containing RTF files. Converting these to PDF could yield immediate storage savings of 40 to 60 times per affected file — a reduction that compounds significantly at scale.
For Software Developers and Vendors
The findings suggest concrete improvements to user interfaces. Format selection dialogs could display estimated file sizes before saving. Warning messages could alert users when saving image-containing documents to RTF. Storage analysis tools could identify format inefficiencies in document collections. These are modest technical changes that could prevent substantial accidental waste.
B. The RTF Paradox: Why a Legacy Problem Persists
RTF was designed in 1987 for an era of text-centric documents. Its text-based architecture was an elegant solution to a real problem: enabling document exchange across incompatible systems without requiring binary file parsers. That elegance becomes a liability when confronted with binary content such as photographs, for which RTF’s hex-encoding approach was never intended as a practical storage solution.
The persistence of RTF in contemporary use reflects inertia rather than informed preference. Users choose it because it ‘feels safe’ — an instinct that was reasonable in the 1990s but that this study suggests is no longer warranted, at least for image-bearing documents.
C. The Overhead Paradox and Its Implications
One of the subtler findings in this study is that format choice matters most for short documents, yet users are least likely to think about format efficiency when creating a brief memo or note. A one-paragraph document saved as PDF occupies 73 KB; the same text as a plain-text file occupies 1 KB. For a single document, this difference is inconsequential. Multiplied across an organisation generating millions of brief records, it becomes meaningful.
This overhead paradox suggests that format policy is most valuable not at the level of individual decisions — where the stakes seem low — but at the institutional level, where aggregate effects become visible.
D. Implications for Digital Preservation
Archives and libraries making format decisions today are implicitly making storage commitments that will extend over decades. The findings in this study offer several considerations worth weighing alongside the more commonly discussed criteria of format longevity and rendering fidelity.
For text-centric collections, ODT and plain text offer substantial storage advantages over PDF without sacrificing format stability: both ODT and PDF/A are ISO standards, and both have active, well-resourced user communities. The 50-fold storage difference between TXT and PDF for small documents, while perhaps not decisive for any single collection, becomes highly material when projected across millions of digitised items or extended over institutional planning horizons of twenty to fifty years.
Collections currently holding image-bearing RTF files face a more urgent consideration: not only are such files consuming storage at 40 to 60 times the rate of PDF equivalents, but RTF is no longer maintained as an evolving standard. Migration to PDF or DOCX would address both concerns simultaneously.
E. Limitations
Several boundaries constrain the generalisability of these findings, and intellectual honesty requires stating them plainly.
All testing was conducted on Windows 11. While format specifications are platform-independent, implementation details in macOS or Linux versions of the same software might produce modestly different results, particularly for metadata handling. Future studies should address this gap.
Measurements reflect software versions current at the time of testing — Microsoft Office 365 build as of the study period, WPS Office 2023, LibreOffice 7.6. Software updates could alter efficiency characteristics, particularly for metadata handling, where vendors have occasionally reduced overhead in response to user feedback.
The content used — Lorem Ipsum prose, simple geometric shapes, and JPEG photographs — is representative of common office document types but does not cover all use cases. Mathematical equations, embedded spreadsheets, interactive form fields, and video clips could show different patterns.
Despite these limitations, the consistency of findings across five independent sites (CV below 3 per cent, ICC of 0.94) and the magnitude of the principal effects — particularly the RTF image penalty, which was replicated identically across all sites — give considerable confidence in the core conclusions.
VI. Future Research Directions
This study represents an initial empirical mapping of a largely unmeasured landscape. Several extensions would substantially enrich the picture.
A larger-scale international replication study, involving more than 1,000 unique conditions, multiple operating systems, ten or more languages (including character-based scripts), and fifteen or more formats, would test whether the findings reported here hold across the full diversity of contemporary computing environments. Key hypotheses for replication include: RTF image inflation exceeding 40 times PDF (confirmed in this study); format overhead decreasing with content volume (confirmed); ODT achieving within 200 per cent of TXT efficiency for text (confirmed); and PDF achieving best efficiency for image content (confirmed).
A longitudinal study tracking file sizes across successive software versions would reveal whether format efficiency improves over time or whether metadata accumulation tends to grow with each new product release. Given the commercial incentives that may drive feature additions, this is not a question whose answer can be assumed.
User-awareness research could assess what proportion of document creators consider format efficiency when saving files, what beliefs they hold about relative format sizes, and how large the gap is between those beliefs and empirical reality. The findings of such a study would inform the design of software guidance and organisational training.
Finally, case studies of organisations that have implemented content-type-specific format policies would provide real-world quantification of storage savings, backup time reductions, and workflow impacts — translating the abstract efficiency ratios reported here into concrete institutional benefits.
VII. Conclusions
This study set out to answer a practical question that the academic literature has largely left unaddressed: how do the most common document file formats compare in storage efficiency, and does the answer change with content type? Three conclusions emerge clearly from 306 measurements across 180 conditions and five independent device configurations.
Format overhead is not constant but decreases with content volume. Small documents suffer disproportionate overhead penalties — as high as 73:1 between formats for 100-word documents — that diminish but do not disappear as content grows. This means that format choice is most consequential precisely for the brief documents that users are most likely to create and least likely to think carefully about.
RTF is strongly discouraged for documents containing images, producing files 40 to 60 times larger than PDF for identical image content. This penalty is architectural, reproducible across software environments, and entirely avoidable by choosing any of several more efficient alternatives. The perception of RTF as a safe, compatible choice is not inaccurate for text-only documents, but it becomes severely misleading the moment an image is embedded.
Microsoft Word’s silent metadata accumulation — an average increase of 9.6 KB (43 per cent) with each open-and-resave cycle — represents an invisible but real storage cost for organisations in which files are routinely reviewed and resaved. Monitoring and periodic repository hygiene can mitigate this effect.
Format choices need not be arbitrary. With awareness of the efficiency characteristics documented here, users can align their choices with their actual priorities: storage economy, presentation fidelity, archival stability, or cross-platform compatibility. No single format excels on all dimensions, but understanding the trade-offs is the precondition for making informed decisions.
For the reader who takes one thing from this study: the next time you click ‘Save As’ in a document containing photographs, check that you are not saving to RTF. The difference may be 59 times the necessary file size — a cost invisible at first glance and entirely avoidable with a single format change.
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