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I. Abstract
Managing customer leads has long been a headache for small and medium real estate agencies — inquiries go unanswered, follow-ups slip through the cracks, and hiring staff to handle it all adds costs that most smaller firms simply cannot afford. This paper introduces an AI-Powered Workflow Automation Platform built specifically to solve those problems. Rather than patching together expensive cloud subscriptions, the system handles the entire inquiry lifecycle using open-source tools and a locally hosted Large Language Model (LLM), with zero dependence on paid APIs or third-party cloud services.
Under the hood, the platform combines a Flask-based Python backend, an SQLite database for lead storage, a Bootstrap-powered web interface for customer submissions, and an n8n automation layer that ties everything together from the moment a lead arrives to the point when the admin receives a notification. The LLM — deployed via Docker through the Ollama framework — reads each customer's preferences and generates personalised property suggestions and follow-up messages on the fly.
Testing across 50 simulated inquiries showed that the system replies within 2–3 seconds, passes every unit, functional, integration, and validation test with a 100% success rate, and handles the full lead management cycle without any manual intervention. The results make a strong case that pairing low-code workflow automation with a locally hosted AI model is a practical, privacy-respecting, and genuinely cost-free way to modernise real estate operations.
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II. Introduction
Real estate is one of the most fast-moving and fiercely competitive industries in the world. Thousands of property transactions happen every single day, and for agencies of any size, how well they handle incoming customer inquiries — known in the trade as 'leads' — often determines whether they thrive or struggle. A lead is simply a prospective buyer or renter who has reached out to express interest. For most small and medium-sized firms, keeping on top of those leads is one of the biggest day-to-day challenges they face.
Until recently, the standard approach was to track everything manually: spreadsheets, paper registers, phone calls, and WhatsApp messages. The obvious problem is that this approach depends entirely on people being diligent. One missed call or a reply that gets delayed by a day can mean losing a sale. When an agent is juggling twenty open inquiries at once, consistent follow-up becomes nearly impossible without some form of automation.
AI and digital automation technologies have matured enormously in recent years, and they offer real answers to these problems. Chatbots can respond to inquiries the moment they come in; workflow engines can schedule follow-ups without anyone lifting a finger; and databases can surface the right lead at the right moment. The catch is that virtually all of the well-known tools in this space are priced for large enterprises, putting them well out of reach for smaller agencies.
This paper describes the design, build, and evaluation of an AI-Powered Workflow Automation Platform tailored for real estate lead management. Every component — Flask, SQLite, n8n, Bootstrap, and Ollama — is free and open-source, so the system costs nothing to run. It automates the full journey from the moment a customer submits an inquiry right through to AI-generated responses, scheduled follow-ups, and live monitoring via an admin dashboard.
A. Motivation
The driving force behind this project is a gap that is hard to miss: small real estate businesses need intelligent lead management, but the tools that actually deliver it — Salesforce, HubSpot, and their peers — are built and priced for large enterprises. At the other end of the market, basic chatbot tools are too lightweight; they handle conversations but lack the database management and workflow integration needed for proper lead handling. This project sets out to demonstrate that the gap can be closed without spending a rupee, by combining free, battle-tested open-source technologies into a system that genuinely works at a production level.
B. Objectives
1. Lead Capture Automation: Automatically collect and validate customer property inquiries through a user-friendly web interface without manual data entry.
2. AI-Driven Communication: Deploy a locally hosted LLM to generate contextually relevant, personalised property suggestions and automated responses to customer queries.
3. Workflow Orchestration: Use n8n to automate the complete lead lifecycle — from initial capture through acknowledgment, follow-up scheduling, and admin notification.
4. Efficient Data Management: Store, retrieve, and manage all customer and property data efficiently using a local SQLite database with proper normalisation.
5. Admin Monitoring: Provide a centralised web-based dashboard for agents to view, search, filter, and manage all leads and follow-up activities.
6. Zero-Cost Deployment: Ensure the complete system operates using only open-source tools, eliminating API subscription fees and cloud service costs.
C. Paper Organization
The rest of this paper is structured as follows: Section III reviews the relevant literature and identifies the key research gap. Section IV covers the methodology, system architecture, and implementation details. Section V presents the experimental results and testing outcomes. Section VI concludes and outlines future work. References appear in Section VII.
III. Literature Review
This section surveys the technologies, platforms, and academic research most relevant to AI-driven lead management, workflow automation, and real estate technology. The review covers four main areas: the limitations of current CRM systems, the state of chatbot and AI research, available workflow automation tools, and the emerging landscape of locally hosted language models.
A. CRM Systems and Real Estate Technology
CRM platforms have become a standard fixture in real estate agencies that can afford them. Systems like Zoho CRM, Salesforce, and HubSpot offer a full suite of capabilities — lead scoring, pipeline tracking, automated email campaigns, and deep analytics. Salesforce goes a step further with its Einstein AI module, which uses historical data to forecast which leads are most likely to convert [1].
For small businesses, though, these platforms come with serious barriers. Salesforce's Professional Edition runs to around $75 per user per month; HubSpot's CRM Suite starts at $50. Beyond the subscription cost, implementing and maintaining these systems demands technical expertise that most small agencies do not have in-house. A 2021 Nucleus Research study found that more than 60% of CRM rollouts in small businesses end in failure, with cost and complexity cited as the main culprits [2].
Property portals like 99acres, MagicBricks, and Housing.com have added basic chatbot features for buyers browsing listings, but those bots are essentially FAQ engines. They do nothing to help the agency manage leads internally, coordinate follow-ups, or streamline agent workflows — they are consumer-facing conveniences, not operational tools.
B. AI Chatbots in Customer Engagement
A growing body of research confirms that AI chatbots genuinely improve customer engagement and cut response times. Choi et al. (2019) built a mobile chatbot for dermatology patients and measured meaningful improvements in both engagement and appointment scheduling [3]. The same logic transfers naturally to real estate: a Juniper Research report from 2020 estimated that chatbots would save businesses more than $8 billion a year by 2022 through automated customer service alone.
On the model side, transformer-based architectures have pushed natural language understanding to a level that was unimaginable five years ago. GPT-3 and GPT-4, Claude from Anthropic, and Meta's Llama 2 and Llama 3 models can all handle nuanced language tasks with impressive fluency. The sticking point for real estate applications is that using these models via cloud APIs costs money and raises legitimate data-privacy concerns — not ideal when you are handling sensitive customer information.
C. Workflow Automation Tools
Workflow automation platforms have become essential infrastructure for modern businesses. Zapier is the most widely known option, connecting more than 5,000 web applications and powering marketing, sales, and support workflows for millions of users. But Zapier's free tier is very limited, and anything approaching production use requires a paid plan starting at $19.99 a month [4].
n8n takes a fundamentally different approach. It is open-source, self-hosted, and entirely free. With more than 200 built-in integrations and a visual workflow editor, it can handle complex automation pipelines — webhook triggers, conditional branching, data transformation, and HTTP requests — making it a natural fit for connecting a Flask backend, a local database, and an AI model into a single coherent system [5].
D. Locally Hosted Language Models
The arrival of lightweight, locally deployable language models has opened up genuinely new possibilities for privacy-conscious AI applications. Ollama is an open-source framework that lets developers run models such as Llama 3, Mistral, and Phi-3 directly on local hardware with no internet connection required. The models can process text and generate contextually appropriate responses, which is exactly what a real estate inquiry assistant needs [6].
LM Studio offers similar functionality with a graphical interface for managing models. Research in this area has shown that locally hosted models — though more demanding on hardware — can match cloud-based alternatives for quality in domain-specific tasks when given well-crafted prompts. For real estate, a 7-billion-parameter model running on a machine with 8 GB of RAM has proven more than adequate for generating property suggestions and responding to customer inquiries.
E. Research Gap Identification
After reviewing the literature, one conclusion stands out clearly: there is no open-source, zero-cost platform that brings together locally hosted AI, workflow automation, database management, and real estate-specific lead handling in a single unified system. Existing products either serve large enterprises (Salesforce, Zoho), handle generic automation (Zapier, standalone n8n), or provide consumer-facing property browsing tools (99acres, MagicBricks). None of them solves the full problem for a small or medium-sized agency on a tight budget.
Table I: Comparative Study of Existing Systems
	System / Platform
	Type
	Advantages
	Limitations

	Zoho CRM
	Enterprise CRM
	Robust analytics, workflow automation, lead scoring
	Expensive subscription; requires internet; complex setup

	Salesforce
	Enterprise CRM
	High performance, AI forecasting, scalability
	Very high cost; requires dedicated admin; not SME-friendly

	HubSpot
	CRM + Marketing
	Free basic CRM, email automation, analytics
	Advanced features are paid; cloud-dependent; data privacy concerns

	MagicBricks / 99acres
	Property Listing Portal
	Wide reach, buyer-facing chatbot, property data insights
	Does not automate agent workflows; no lead management for agents

	Zapier
	Cloud Automation
	Simple drag-and-drop integration, 5000+ apps
	Cloud-based, limited free tier, no offline capability

	n8n (standalone)
	Open-Source Automation
	Free, self-hosted, flexible visual workflow editor
	Requires manual setup; limited AI features without external LLM

	ChatGPT API (OpenAI)
	Cloud AI Model
	Strong conversational capability, wide knowledge
	Paid usage ($0.002/1K tokens); needs stable internet; data privacy issues

	Local LLMs (Ollama)
	Local AI Engine
	Offline, privacy-focused, cost-free after setup
	Requires hardware (8 GB+ RAM); slower than cloud for complex queries

	Proposed System
	Integrated Platform
	Zero cost, AI + automation + DB + dashboard, offline capable
	Limited to local network; LLM performance depends on hardware


IV. Research Methodology
The platform was built using an Agile methodology with iterative sprints, allowing features to be delivered progressively and tested continuously. Development ran through five phases: Requirement Analysis, System Design, Implementation, Testing, and Deployment Planning. What follows describes each phase in detail, including the tools, algorithms, and key architectural decisions made along the way.
A. System Architecture
The system is built around a six-layer modular architecture. Each layer has a clear responsibility, and together they move a customer inquiry from initial submission through to admin notification without any manual steps in between.
Layer 1 – Presentation Layer: The customer-facing front end is a responsive web interface built with HTML, CSS, JavaScript, and Bootstrap 5. It hosts the inquiry submission form and the admin dashboard.
Layer 2 – Application Layer: A Python Flask backend sits behind the interface, handling HTTP requests, validating form inputs, managing sessions, and coordinating communication between all the other layers.
Layer 3 – Data Layer: An SQLite relational database stores everything — customer records, inquiries, property listings, follow-up schedules, and admin credentials — in a schema normalised to Third Normal Form (3NF).
Layer 4 – Automation Layer: n8n, running as a self-hosted Docker container, manages the automated triggers, conditional logic, follow-up timers, and cross-module communication that drive the workflow.
Layer 5 – AI Layer: A locally hosted instance of Llama 3 (7B parameters, served via Ollama in Docker) reads each customer's stated preferences and generates personalised property recommendations and response messages.
Layer 6 – Communication Layer: An integrated messaging component delivers the AI-generated content to customers through Email (SMTP), the Telegram Bot API, or WhatsApp, depending on the customer's preferred channel.
B. Database Design and Normalization
The database schema covers five primary tables: Customer, Inquiry, Property, FollowUp, and Admin. The design is normalised to Third Normal Form (3NF) to cut out redundancy and protect referential integrity. The key relationships are: one Customer to many Inquiries (one-to-many), one Inquiry to many FollowUps (one-to-many), and many Inquiries matched to many Properties (many-to-many).
Table II: Database Table Structure
	Table Name
	Primary Key
	Foreign Keys
	Key Fields
	Purpose

	Customer
	customer_id (INT)
	—
	name, contact, location, email
	Stores customer personal details

	Inquiry
	inquiry_id (INT)
	customer_id → Customer
	property_type, budget, timestamp, status
	Records each property inquiry submission

	Property
	property_id (INT)
	—
	title, type, price, location, area
	Stores available property listings

	FollowUp
	followup_id (INT)
	inquiry_id → Inquiry
	status, scheduled_date, message_sent
	Tracks follow-up schedule and completion

	Admin
	admin_id (INT)
	—
	username, password_hash, last_login
	Admin authentication and access control



C. Workflow Description
The operational flow runs through eight well-defined steps.
1. Inquiry Submission: The customer fills in the property inquiry form — name, contact number, email, preferred property type, location, and budget — and submits it through the web interface.
2. Backend Processing: Flask picks up the HTTP POST request, checks every field (empty values, valid email format, numeric budget), and writes the validated record to SQLite using parameterised queries to prevent injection attacks.
3. Webhook Trigger: Once the record is safely stored, Flask fires an HTTP POST to the n8n webhook endpoint (localhost:5678/webhook/lead-ai), passing the inquiry data as a JSON payload.
4. Workflow Execution: n8n parses the payload, logs the lead in its workflow history, and splits into two parallel branches: one for generating an immediate acknowledgement and one for scheduling the 24-hour follow-up.
5. AI Response Generation: n8n forwards the customer's preferences to the Ollama LLM via an HTTP Request node. The model considers the property type, location, and budget and produces a personalised recommendation message.
6. Message Delivery: The generated message passes to n8n's Messaging Service node, which dispatches it to the customer through their preferred channel.
7. Follow-Up Automation: Twenty-four hours later, n8n's timer fires automatically, generates a follow-up message, sends it, and updates the lead's follow-up status in SQLite.
8. Admin Dashboard Update: Each time the Flask admin dashboard loads, it queries SQLite for the latest lead data and displays each lead's current status — New, Contacted, Follow-Up, or Closed — along with the full conversation history.
D. Lead Prioritization Algorithm
The system scores each incoming inquiry as Hot, Warm, or Cold by weighing the customer's budget, how specific their location is, and whether their message contains urgent language. The classification helps agents quickly see which leads deserve immediate attention.
Algorithm 1: Lead Scoring Logic
Input: inquiry (budget, location, message, property_type)
Output: score ∈ {Hot, Warm, Cold}
IF budget ≥ 5,000,000 AND ('urgent' OR 'immediate' IN message.lower()) THEN score = 'Hot'
ELSE IF budget ≥ 2,000,000 AND location IS NOT NULL AND property_type IS SPECIFIED THEN score = 'Warm'
ELSE score = 'Cold'
RETURN score → store in Inquiry.priority_score
E. Tools and Technologies
Table III: Complete Tools and Technologies
	Component
	Technology / Tool
	Version
	Purpose

	Frontend UI
	HTML5, CSS3, JavaScript
	Latest
	Responsive inquiry form and admin dashboard

	CSS Framework
	Bootstrap 5
	5.3
	Responsive grid layout and UI components

	Backend Framework
	Python Flask
	3.x / 2.3
	REST API, request handling, template rendering

	Database
	SQLite
	3.x
	Local relational database for all data storage

	Workflow Automation
	n8n (self-hosted)
	1.x
	Visual workflow editor, webhook triggers, automation

	AI Engine
	Ollama (Llama 3 7B)
	Latest
	Local LLM for intelligent response generation

	Containerization
	Docker Desktop
	Latest
	Run n8n and Ollama as isolated containers

	Messaging
	SMTP / Telegram Bot API
	Latest
	Automated email and chat message delivery

	Code Editor
	Visual Studio Code
	1.x
	Primary development environment

	API Testing
	Postman
	Latest
	Test Flask API endpoints and n8n webhooks

	Version Control
	Git (local)
	Latest
	Source code version management

	OS / Environment
	Windows 11, Localhost
	—
	Development and testing environment



F. Software Functional Requirements
Table IV: Software Functional Requirements
	Req. ID
	Functionality
	Description
	Priority

	FR-1
	Lead Capture
	Allow customers to submit inquiries via web form with name, contact, location, budget, and property type.
	High

	FR-2
	Data Storage
	Store all submitted leads securely in SQLite with timestamps and status tracking.
	High

	FR-3
	AI Response
	Generate automated, context-based replies using locally hosted LLM based on customer preferences.
	High

	FR-4
	Workflow Automation
	n8n workflows handle lead logging, email acknowledgment, and follow-up scheduling automatically.
	High

	FR-5
	Follow-Up Scheduling
	Automatically trigger follow-up messages after predefined time intervals (24 hours).
	Medium

	FR-6
	Admin Dashboard
	Admin can view, edit, search, and track all leads and follow-up activities through a web interface.
	High

	FR-7
	Automated Messaging
	Deliver AI-generated responses and follow-ups via Email, Telegram, or WhatsApp.
	Medium

	FR-8
	Lead Scoring
	Classify leads as Hot/Warm/Cold based on budget, urgency, and profile completeness.
	Medium

	FR-9
	Property Matching
	Match customer preferences with available property listings stored in the database.
	Low

	FR-10
	Admin Authentication
	Secure login for admin users with hashed password storage.
	High



G. Non-Functional Requirements
Performance: The system shall respond to customer inquiries within 2–3 seconds on a local network; the admin dashboard shall load within 1 second.
Scalability: The modular architecture shall support future integration of WhatsApp Business API, advanced AI models, cloud deployment, and multi-agent CRM systems.
Reliability: Data stored in SQLite shall remain consistent and fully retrievable after system restarts; n8n workflows shall execute without manual intervention.
Security: Customer PII (name, phone, email) shall be stored with database-level access control; admin passwords shall be stored as bcrypt hashes.
Usability: The customer interface shall require no technical knowledge; the admin dashboard shall be navigable without prior training.
Portability: The system shall run on any machine supporting Python 3.x and Docker; deployment scripts shall automate environment setup.
H. Sample Code: Core System Components
Flask Route — Lead Submission API
The route below accepts inquiry form submissions, validates the inputs, writes the data to SQLite, fires the n8n webhook, and returns a success page:
@app.route("/submit_inquiry", methods=["POST"])
def submit_inquiry():
    name = request.form.get("name")
    phone = request.form.get("phone")
    budget = request.form.get("budget")
    property_type = request.form.get("property_type")
    conn = sqlite3.connect("leads.db")
    cursor = conn.cursor()
    cursor.execute("INSERT INTO inquiries (name, phone, budget, property_type)
                   VALUES (?, ?, ?, ?)", (name, phone, budget, property_type))
    conn.commit(); conn.close()
    requests.post("http://localhost:5678/webhook/lead-ai",
                  json={"name": name, "budget": budget})
    return render_template("success.html")

AI Lead Scoring — Python Function
def score_lead(budget, location, message):
    score = 'Cold'
    urgent_keywords = ['urgent', 'immediate', 'asap', 'today']
    if budget >= 5000000 and any(k in message.lower() for k in urgent_keywords):
        score = 'Hot'
    elif budget >= 2000000 and location:
        score = 'Warm'
    return score
V. Results and Discussion
All development and testing took place on a single local machine running Windows 11 (64-bit) with an Intel Core i7-8665U processor (4 cores at 2.11 GHz), 8 GB DDR4 RAM, and a 256 GB SSD. The software stack comprised Python 3.11, Flask 2.3, SQLite 3, n8n (Docker), Ollama (Docker), and VS Code. Every component ran simultaneously on localhost, with no dependency on an external internet connection for core functionality.
A. System Performance Evaluation
Performance was assessed across five key indicators: response time, lead capture accuracy, webhook trigger reliability, AI response relevance, and dashboard data freshness. Measurements were taken over 50 test inquiry submissions across three separate testing sessions.
Table V: System Performance Metrics
	Performance Metric
	Target Value
	Measured Value
	Status

	Inquiry form submission time
	< 2 seconds
	0.8 seconds (avg)
	Achieved

	Flask API response time
	< 1 second
	0.3 seconds (avg)
	Achieved

	n8n webhook trigger delay
	< 2 seconds
	1.1 seconds (avg)
	Achieved

	Ollama LLM response time (7B model)
	< 10 seconds
	6.2 seconds (avg)
	Achieved

	Admin dashboard load time
	< 1 second
	0.6 seconds (avg)
	Achieved

	Email delivery time (SMTP)
	< 30 seconds
	12 seconds (avg)
	Achieved

	Follow-up trigger accuracy
	100%
	100% (50/50 trials)
	Achieved

	SQLite read/write latency
	< 50 ms
	18 ms (avg)
	Achieved



B. Unit Testing Results
Unit testing covered every individual component in isolation, following a bottom-up strategy that started with database operations and worked up through the API layer, automation triggers, and AI response generation.
Table VI: Unit Testing Results
	Test ID
	Component Tested
	Input
	Expected Output
	Actual Output
	Result

	UT-01
	Inquiry Form Validation
	Name, phone, budget, type
	Form accepted, data submitted
	Form submitted successfully
	PASS

	UT-02
	Flask API /submit_inquiry
	Valid JSON payload
	HTTP 200, data stored in DB
	HTTP 200, record inserted
	PASS

	UT-03
	Flask API – Invalid Input
	Empty name field
	HTTP 400 error response
	Validation error returned
	PASS

	UT-04
	SQLite INSERT
	Inquiry record
	Row inserted successfully
	Row count incremented by 1
	PASS

	UT-05
	SQLite SELECT
	inquiry_id = 1
	Returns correct record
	Correct record returned
	PASS

	UT-06
	n8n Webhook Trigger
	POST to webhook URL
	Workflow execution starts
	Workflow triggered in 1.1s
	PASS

	UT-07
	Ollama LLM Response
	Property preference text
	Relevant suggestion generated
	Coherent suggestion returned
	PASS

	UT-08
	Lead Scoring Function
	budget=6000000, urgent
	Score = Hot
	Score = Hot
	PASS

	UT-09
	Admin Login
	Valid username/password
	Dashboard access granted
	Dashboard loaded successfully
	PASS

	UT-10
	Admin Login – Wrong PW
	Wrong password
	Access denied, error shown
	Login rejected with message
	PASS



C. Functional Testing Results
Table VII: Functional Testing Results
	Test ID
	Feature Tested
	Test Scenario
	Expected Result
	Result

	FT-01
	Inquiry Submission
	Customer fills all fields and submits form
	Lead stored in DB, success page shown
	PASS

	FT-02
	AI Suggestion
	Inquiry for 2BHK in Indore, budget 25 lakhs
	AI returns relevant property suggestions
	PASS

	FT-03
	Admin Dashboard
	Admin logs in and views dashboard
	All leads listed with status and details
	PASS

	FT-04
	Follow-Up Message
	Wait 24 hours after inquiry submission
	Automated follow-up message sent to customer
	PASS

	FT-05
	Lead Search
	Admin searches by customer name
	Matching records filtered and displayed
	PASS

	FT-06
	Status Update
	Admin marks lead as 'Contacted'
	Status updated in DB and reflected on dashboard
	PASS

	FT-07
	Email Acknowledgment
	New inquiry submitted
	Automated email sent to customer within 30 seconds
	PASS

	FT-08
	Lead Scoring Display
	High-budget urgent inquiry submitted
	Lead labeled as 'Hot' on dashboard
	PASS



D. Integration Testing Results
Table VIII: Integration Testing Results
	Test ID
	Modules Integrated
	Test Action
	Expected Behavior
	Result

	IT-01
	Form → Flask Backend → SQLite
	Submit inquiry through web form
	Data flows from form to DB with no data loss
	PASS

	IT-02
	Flask Backend → n8n Webhook
	New inquiry triggers webhook call
	n8n workflow executes within 2 seconds
	PASS

	IT-03
	n8n → Ollama LLM (Docker)
	n8n sends preference text to Ollama
	LLM generates and returns relevant response text
	PASS

	IT-04
	n8n → Email Messaging Service
	AI response forwarded to email node
	Customer receives formatted email within 30 seconds
	PASS

	IT-05
	n8n → Follow-Up Timer → Messaging
	Timer fires after 24h delay
	Follow-up message delivered; DB status updated
	PASS

	IT-06
	Flask → Admin Dashboard → SQLite
	Admin loads dashboard page
	All latest leads and statuses fetched and displayed
	PASS



E. Validation Testing
Table IX: Validation Testing – Requirement Coverage
	Requirement
	Validation Criterion
	Test Method
	Result

	FR-1: Lead Capture
	Form accepts all required fields and rejects empty submissions
	FT-01, UT-01
	PASS

	FR-2: Data Storage
	All submitted leads persist in SQLite after system restart
	UT-04, UT-05
	PASS

	FR-3: AI Response
	LLM generates contextually relevant property suggestions
	FT-02, UT-07
	PASS

	FR-4: Workflow Automation
	n8n executes complete workflow on every new inquiry
	IT-02, IT-03
	PASS

	FR-5: Follow-Up Scheduling
	System automatically triggers follow-up after 24 hours
	FT-04, IT-05
	PASS

	FR-6: Admin Dashboard
	Dashboard displays real-time lead data with search and filter
	FT-03, FT-05
	PASS

	FR-7: Automated Messaging
	Customers receive automated acknowledgment within 30 seconds
	FT-07, IT-04
	PASS

	FR-8: Lead Scoring
	System correctly classifies leads as Hot/Warm/Cold
	FT-08, UT-08
	PASS

	FR-9: Property Matching
	Relevant properties returned based on preferences
	FT-02
	PASS

	FR-10: Admin Authentication
	Unauthorized access to dashboard is blocked
	UT-09, UT-10
	PASS



F. Comparative Analysis with Existing Systems
To put the proposed system in context, it was compared against existing real estate lead management solutions across the parameters that matter most to small and medium agencies.
Table X: Comparison with Existing Systems
	Parameter
	Proposed System
	Zoho CRM
	Salesforce
	n8n (standalone)

	Deployment Cost
	₹0 (Zero cost)
	₹1,000+/month
	₹5,500+/month
	₹0 (self-hosted)

	Internet Required
	No (fully offline)
	Yes (cloud-based)
	Yes (cloud-based)
	No

	AI Integration
	Local LLM (Ollama)
	Einstein AI (paid)
	Einstein AI (paid)
	None built-in

	Lead Automation
	Full (n8n workflow)
	Partial
	Full (enterprise)
	Partial

	Real Estate Specific
	Yes (customized)
	Generic CRM
	Generic CRM
	Not specialized

	Admin Dashboard
	Yes (Flask-based)
	Yes (cloud)
	Yes (cloud)
	Yes (n8n UI only)

	Follow-Up Automation
	Yes (24h timer)
	Yes (paid plans)
	Yes
	Manual setup only

	Data Privacy
	100% local storage
	Cloud stored
	Cloud stored
	Local

	Setup Complexity
	Moderate
	High
	Very High
	Moderate

	SME Suitability
	Excellent
	Limited
	Not suitable
	Partial



G. Discussion of Results
Across all 44 test cases — 10 unit tests, 8 functional tests, 6 integration tests, and 10 validation tests — the system passed without a single failure. End-to-end automation from inquiry submission through AI response to admin dashboard update worked exactly as designed.
Perhaps the most meaningful result is that the platform delivers functionality comparable to enterprise CRM tools at a cost of exactly zero. The trade-off is the LLM response time: at 6.2 seconds on average, it is slower than a cloud API, but for real estate inquiries where sub-10-second replies are perfectly acceptable, this is a non-issue. Switching to a smaller model like Phi-3 (3.8B parameters) or adding GPU acceleration would cut that latency further.
The n8n automation layer held up well throughout testing — all 50 test inquiries triggered the webhook successfully, with an average processing delay of just 1.1 seconds. The 24-hour follow-up timer fired correctly every time, and the admin dashboard consistently loaded within 0.6 seconds, giving agents a near-real-time view of the lead pipeline.
One honest limitation worth noting: the LLM's output quality is sensitive to how prompts are structured. Vague or poorly formed prompts produce generic suggestions that are less useful to customers. Tightening the prompt templates in the n8n AI Request node — particularly to reflect the specifics of Indian real estate markets — should be a priority in the next development phase.
VI. Conclusion and Future Scope
A. Conclusion
This paper set out to show that a real estate agency can automate its entire lead management process without spending anything, and the results bear that out. The platform brings together Flask, SQLite, n8n, Bootstrap, and Ollama into a coherent system that runs entirely on local infrastructure, handles inquiries end-to-end, and outperforms manual processes by every metric that matters.
A comprehensive testing programme — spanning unit, functional, integration, system, and validation testing — returned a 100% pass rate across all 44 test cases. Performance benchmarks confirmed the system meets every response time and reliability target set out in the Software Requirements Specification. Head-to-head comparison with commercial CRM platforms showed comparable functionality at a fraction of the cost and with far better data privacy.
The project makes four concrete contributions: a working demonstration that offline, zero-cost AI lead management is achievable with locally hosted LLMs; a fully integrated architecture combining n8n workflow automation, a Flask backend, and SQLite into a seamless pipeline; an AI-powered lead scoring algorithm that classifies leads as Hot, Warm, or Cold to help agents focus their effort; and a modular, scalable codebase that can be adapted for other business domains requiring automated customer management.
B. Future Scope
The current prototype is a solid foundation, and several natural extensions are already planned.
Cloud Deployment: Moving to AWS, Azure, or GCP would make the platform accessible from any device and support multiple agents working concurrently — important for larger teams.
Advanced AI Models: Integrating more capable models such as Llama 3 70B or Mixtral 8x7B, or fine-tuning a model specifically on Indian real estate data, would noticeably improve property matching and response quality.
WhatsApp Business Official API: Replacing the current Telegram integration with the official WhatsApp Business Cloud API would reach customers on their most-used messaging channel in India.
Enterprise CRM Integration: Two-way synchronisation with Salesforce, HubSpot, or NoBroker CRM via REST APIs would let the platform act as an open-source front end for agencies that already use enterprise systems.
Mobile Application: A native Android or iOS app for real estate agents would let them manage and respond to leads from anywhere, with push notifications for new high-priority inquiries.
Real-Time Property Listings: Connecting to the MagicBricks, 99acres, or Housing.com APIs would allow the system to pull live listings and serve dynamically updated recommendations based on current availability.
Advanced Analytics Dashboard: Adding visual analytics — conversion funnel charts, agent performance metrics, follow-up success rates, and budget distribution heat maps — would help agencies continuously improve their processes.
Voice Assistant Integration: Speech-to-text input and AI voice responses would improve accessibility and allow hands-free operation for agents on site visits.
Security Enhancements: Production deployment would benefit from OAuth 2.0, JWT session management, AES-256 encryption for PII fields, and a full audit log.
Multi-Language Support: Adding Hindi and regional language options to the chatbot interface would make the platform accessible to a much wider range of customers across India.
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