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ABSTRACT
Understanding human emotional states via the integration of auditory and visual information taken from video datasets is made possible by multimodal emotion detection. The purpose of this research is to create an efficient model. In audio feature extraction, the raw auditory data is compressed into useful representations using an Autoencoder, which improves the model's capacity to identify subtle emotional subtleties from speech signals. Concurrently, ResNet is used to extract image features by transfer learning, using pre-trained weights to identify intricate visual patterns from summary pictures that are taken from movies. The Improved Zebra Algorithm (IZA) is used in feature selection to maximize discriminative feature subsets. Our suggested Bi-Directional LSTM with self- attention mechanism is evaluated by comparison with two baseline models, namely Bi- Directional LSTM and Convolutional Neural Network (CNN). Better performance metrics are obtained with our proposed model: recall (Bi-LSTM-SA: 89.8%, Bi-LSTM: 85.152%, CNN: 86.867%), accuracy (Bi-LSTM-SA: 89.834%, Bi-LSTM: 85.15%, CNN:
86.8%), precision (Bi-LSTM-SA: 89.83%, Bi-LSTM: 85.16%, CNN: 86.8%), and F1-
score (Bi-LSTM-SA: 89.80%, Bi-LSTM: 85.152%, CNN: 86.867%). The study's
conclusion provides information on the effectiveness of the suggested method for multimodal emotion recognition, highlighting its capacity to decipher emotional cues from a variety of datasets reliably.
Keywords: Multi-modal emotion recognition, Bi-Directional LSTM with self-attention mechanism, Bi- directional LSTM, CNN, Autoencoder, ResNet, Improved Zebra Algorithm.

1 Introduction

Emotion recognition, a significant field of study, equips computers with the ability to understand human emotions and respond intelligently to meet human needs. In educational settings, where emotions can significantly influence student performance and well-being, emotion recognition technology can monitor students' emotional states, enabling educators to better understand their academic progress and overall well-being. In the healthcare sector, emotion recognition holds great promise, allowing doctors to gain valuable insights into the emotional well-being of their patients, thereby empowering them to deliver personalised and customised medical care. In the realm of intelligent customer service systems, emotion recognition can significantly enhance the user

experience by accurately identifying their emotional needs and providing tailored services to meet those needs. Emotion recognition technologies, a significant research area in artificial intelligence, have the potential to transform human-computer interaction [1].

In the early stages of emotion recognition research, researchers focused on recognising different types of emotions through various modalities. These included speech emotion recognition[2][3][4][5], text emotion recognition [6], [7], and facial expression recognition [8][9]. Nevertheless, researchers have increasingly turned to using multiple modalities to enhance the accuracy of emotional evaluations. This is due to the limitations of single-modal judgments, which can be affected by incomplete data and noise. In response, multimodal emotion recognition (MER) was developed. In addition, MER can utilise the highest level of mutual information to measure the relationship between various features of different modalities. This allows for extracting the most valuable and distinguishing features from each modality. This technique significantly improves the model's ability to differentiate between emotions accurately. As a result, MER has garnered the interest of numerous researchers who seek to integrate information from different modalities. This integration can strengthen and enhance one another, resulting in more thorough and precise emotional judgments. This approach can significantly improve the performance of emotional judgments [10][11][12][13].

With the rapid advancements in deep learning techniques, MER based on deep learning has emerged as a highly significant area of research in emotion recognition [14]. At its core is the development of precise network architectures and their corresponding loss functions. Several contemporary designs of loss functions are influenced by principles related to entropy, with cross-entropy loss functions being a prominent example. In deep learning, various architectures utilise entropy-associated loss functions to optimise their models. These functions are either maximised or minimised to achieve optimal results [15][16]. The flexibility of deep learning techniques allows for effective customisation to capture the interactions between different modalities, enabling the extraction of emotion- rich features for precise emotion identification. This promising potential of deep learning methodologies for MER is attracting more and more researchers, leading to impressive outcomes and a bright future for the field.

The study on recognizing facial expressions from audio and video has made significant contributions to affective computing and human-computer interaction. It uses advanced deep learning techniques and optimization to enhance emotion recognition systems. The research incorporates multi-modal emotion recognition, enhancing the accuracy of

emotion recognition systems. The transfer learning with ResNet-50 model improves image extraction efficiency and accuracy. An improved zebra algorithm optimizes feature selection, reducing dimensionality and enhancing model performance. The classification model, based on Bidirectional LSTM with a self-attention mechanism, captures temporal dependencies and focuses on critical input sequences, improving the accuracy and interpretability of emotion recognition.
2 Literature review
Regarding emotion prediction, some research has used multimodal audio-video analysis [14][15][16]. Emotion recognition in audio and video is made more accessible with a new approach proposed by Nguyen et al. [16] that combines 3D-CNN with deep belief networks. The technique integrates audio and visual feature vectors using a feature-level fusion strategy grounded in bilinear pooling theory. A convolutional neural network (CNN) enhanced with a recurrent neural network (RNN) is fed two separate sets of visual and auditory information [15]. At last, the decision level employs an average fusion procedure. Kahou et al. [14] use various aggregation techniques that combine deep neural networks for multiple data modalities to forecast emotions. These networks include a convolutional neural network (CNN) for facial expression analysis, an audio-capturing deep belief network, a human action recognition deep autoencoder, and a mouth detection shallow network. A summary of the exciting studies is presented in the table below.
Table 1: Summary of the existing studies in the field of facial recognition

	Author & Year
	Features
	Method
	Accuracy

	Lei et al. (2021) [17]
	Facial landmarks, Facial Action Units (AUs)
	Deep	Learning (Graph Convolutional
Network)
	83.03%

	Zhao.	et	al. (2022)[18]
	Facial	landmarks, Optical Flow
	Deep	Learning (Residual	 Network
with Attention)
	84.21%

	Sirui Zhao et al. (2021)[19]
	3D	facial
information
	Deep learning (3D
Convolutional Neural Network)
	80.05%

	Suraiya yasmin et al. (2020) [20]
	Local	Binary Patterns (LBP)
	Machine	Learning
(Support	Vector Machine)
	74.10%



	Yuan Zong et al. (2018)[21]
	Spatiotemporal features
	Machine	Learning (Sparse
Representation)
	66.46%



Although there have been tremendous breakthroughs in multimodal emotion recognition (MER), there is a noticeable lack of study in facial recognition that combines audio and video analysis. Although numerous studies have examined the use of multimodal techniques, which incorporate both audio and visual inputs, for predicting emotions in the field of MER, there has been limited exploration of its application, specifically to facial recognition. Therefore, although there has been significant advancement in MER, it is necessary to conduct further research on the unique combination of facial recognition and multimodal audio-visual analysis. The study focuses on facial expressions to fill a gap in the area. This study progresses the field by combining and improving facial recognition and emotion prediction methods.

3 Background
3.1 Bidirectional LSTM

The spatial relationship between different facial regions is crucial in recognising facial expressions, as they are composed of various movements of brows and lips. Nevertheless, convolutional filters struggle to capture this relationship as they only apply to specific image regions. Thus, it is crucial to investigate the spatial dependencies within facial expression images to enhance facial expression recognition performance. As a result, we have chosen to utilise the LSTM method. This approach treats each row or column in the feature maps as a directed sequence. Next, the generated sequence is organised separately, either from left to right or from top to bottom. Each element in the sequence represents the receptive field of conv5 3, a significant region in the original image sample.

The LSTM responses of the two spatial sequences, from left to right (o→ t ) and from top to bottom (o↓ t ), are concatenated and added up together. The procedure is summarised as the following equations:
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Figure 1: Bidirectional LSTM architecture
3.2 Self-attention mechanism

The self-attention mechanism employs multi-head scaled dot-product attention to convert the low-level input sequence into higher-level and more abstract representations. The self- attention layer takes a feature sequence X = {x1, x2, ..., xT } ∈ RT ×d as input, where xi ∈ Rd represents the frame-level feature at step t, and T is the maximum time step. To execute multi-head scaled dot-product attention on the input sequence X, it is necessary to construct corresponding queries Q, keys K, and values V. To achieve this objective, we apply X to h many times using distinct linear projection layers, which are calculated in the following manner:


Q  XW Q

(4)
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where Qi ∈ Rd×(d/h) , Ki ∈ Rd×(d/h) , Vi ∈ Rd×(d/h) , i = 1, 2, ...,h and h is the number of heads.

We use the following equation to execute the scaled dot-product attention for each head's query Qi, key Ki, and value Vi:
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Where the scale factor is denoted by dk = d/h and head ∈ RT ×(d/h). The outcomes of each head are then combined and projected linearly to produce


R  Concat(Head1 ,	, Headh )WO

(8)


The projection matrix, denoted as WO ∈ R^(d×d), is being referred to. Based on reference [22], we incorporate a residual connection and layer normalisation to obtain the ultimate encoded sequence S.


S  layerNorm( X  R)

(9)


3.3 Autoencoder


The goal of a regular autoencoder (AE) is to minimize error when reconstructing the input data into the output. An encoder component compresses the network's input into lower- dimensional variables, also known as codes or latent variables. A decoder component then reconstructs the latent variables into their representation (such as an image, text, or speech) at the network's output. This is how a regular AE network is put together. In Figure 1a, this network is displayed.

The network cannot learn any meaningful representations if the regular AE is built to be flawlessly able to duplicate its input. Alternatively, the standard AE network has a restriction. The constraint is situated at the latent variable's dimension, which is smaller than the input dimension. As a result, the encoder picks up some crucial aspects from the input, and the decoder attempts to figure out how to use those features to reconstruct the output. As seen in Equation 1, where L is the MSE loss function, Xˆ is the reconstructed picture, X is the input image, and N is the total quantity of training data, they are often trained collectively using mean-squared error (MSE) loss between the reconstruction and the input. If there is a difference between the input and the output, the network is penalized by the loss. Because of the pixel-wise MSE loss, the reconstructed image is therefore more blurry than the original. Undercomplete autoencoder is an illustration of this type of regular AE network [19].
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Figure 2: Architecture for Autoencoder
Algorithm 1 Autoencoder for Extracting Deep Features from Audio Files
1: Input: Audio data samples {x(i)}N , encoder parameters θenc, decoder
i=1
parameters θdec
2: Output: Extracted deep features {z(i)}Ni=1

3: Initialize parameters θenc, θdec
4: Define encoder function fθenc (x) → z
5: Define decoder function gθdec (z) → xˆ
6:  Define reconstruction loss function Lrecon(x, xˆ)
7: Define regularization loss (e.g., sparsity, weight decay) Lreg(θenc, θdec)
8: Define overall loss function L = Lrecon + λ Lreg	(where λ is regularization strength)
9: while not converged do
10:	for each mini-batch {x(i)}M  doi=1

11:	Compute encoder output: z(i) = fθ	(x(i))enc


12:	Compute decoder output: xˆ(i) = gθ	(z(i))dec


(i)
Compute reconstruction loss: L	= Lrecon (x(i), xˆ(i))
13:	recon
(i)

14:	Compute regularization loss: Lreg = Lreg(θenc, θdec)

15:	Compute total loss: L(i) = L(i)recon


(i)
+ λL
regL


—
16:	Update parameters: θenc ← θenc
—	ηL

∂η(i)

∂θenc

17:	θdec ← θ	∂ (i)dec
i=1

∂θdec


18:	end for
19: end while
20: Extract deep features: {z(i)}Ni=1




= {fθ






enc



(x(i))}N

21: return {z(i)}N


i=1




3.4 Transfer learning with ResNet-50


One of ResNet's convolutional neural network variations [5] is ResNet-50, which has 50 layers. It has one MaxPool, one Average Pool, and forty-eight Convolution layers. The architecture of ResNet-50 is detailed in Fig. 2. ResNet [5] is based on the deep residual learning framework. It resolves the vanishing gradient issue even in cases where neural networks are quite deep. Resnet- 50 has more than 23 million trainable parameters despite only 50 layers, significantly fewer than existing architectures.

Though there is still room for debate, the simplest explanation of its performance is to review residual blocks and how they function.

Let's look at a neural network block with x input. Where the true distribution H(x) is what one has to know. The difference (or residual) between these can be represented as follows:


R  x  Output  Input  H  x  x

(11)


Rearranging it we get,


H  x  R  x  x

(12)


The residual block attempts to discover H(x), the true output.

Examining the figure in more detail reveals that the layers are learning the residual, or R(x), because we have an identity connection resulting from x. Whereas the layers in a residual network are learning the residual (R(x)), the layers in a traditional network are learning the true output (H(x)). Furthermore, learning the residual of the input and output together is found to be simpler than learning the input alone. Because the identity residual model skips these activation functions and doesn't complicate the design, it makes it possible to reuse them from earlier levels.
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Figure 3: ResNet-50 architecture
3.5 Improved Zebra Algorithm


Eva Trojovsk~ et al. recently developed a novel bio-inspired meta-heuristic algorithm, named ZOA. ZOA, like other bio-inspired metaheuristic algorithms, draws inspiration from the behavior of African and southern African horse species. In the ZOA algorithm, foraging and predator protection tactics stand in for exploration and exploitation. The best zebra is referred to as the pioneer zebra in the exploration method, and it is this individual who will guide other zebras to feed. There are two categories for the exploitation process that are based on defense mechanisms against the actions of predators. When zebras are assaulted by lions in the initial phase, they choose to flee by turning randomly to the side and zigzagging. When a smaller predator attacks a zebra in the second phase, the entire herd moves towards the attacked zebra in an attempt to confuse and intimidate the predator by erecting a defense structure. Too much focus was placed on the

exploitation process in the original ZOA algorithm. As a result, ZOA's newly discovered variables frequently fall into local values, making the method appropriate for handling simple, small-scale problems. In order to address this, this study proposes IZOA, an enhancement of ZOA. The goal of the IZOA is to enhance the process of exploration and exploitation for using RES to solve TEP difficulties. To extend the exploration method in the first phase, the Lévy flight distribution function is proposed. Furthermore, in the second phase, a revised exploitation approach is also suggested.

The exploration process using the Lévy flight distribution function can be described as:


xP1  PZ

 Levy  .PZ

 x 

(13)


The following formula can be used to calculate the Lévy flight distribution function, where 𝐥𝑖𝑗(𝜆) is the Lévy flight distribution function, 𝑅𝑒𝑣𝑦 is the position of the pioneer zebra, and r is randomly generated in the interval [0,1], I=round(rand+1) is the random value [1, 2], and 𝑥𝑖𝑗 is the position of the i th zebra.ij	j	j	ij
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k 
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In Eq. (14), s is a fixed constant set to 0.01, 𝑤 and 𝑘 are random integers in the interval [0, 1], and λ is the random number created in the range [0, 2], which is set to λ=1.5 in this study. To calculate σ, apply Equation (15).
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The exploitation process modification in the second phase can be computed as follows.
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Where r is the random number in the range [0,1], I=round(rand+1) is the random value, 𝑃𝑍𝑗 and
𝐴𝑍𝑗 are the positions of the pioneer and attacked zebras, and 𝑥𝑖𝑗 is the position of the i th zebra in the second phase.
4 Methodology

This section describes the full methods for emotion recognition based on audio and image features derived from video dataset. The procedure consists of many processes, including data preparation, feature extraction, feature selection, and classification.
4.1 Data collection and Pre-processing
This study used a number of datasets, including the Toronto Emotional Speech Set (Tess), Ryerson Audio-Visual Database of Emotional Speech and Song (Ravdess), Surrey Audio-Visual Expressed Emotion (Savee), and Crowd-sourced Emotional Multimodal Actors Dataset (Crema-D), to improve emotion detection through multimodal learning. The identification of complicated emotions is made possible by these datasets, which provide a broad variety of emotional data across textual, visual, and aural modalities. To improve the visual component of emotion detection even further, there is the Facial Emotion image dataset. These datasets, when combined, provide a strong basis for creating AI systems that can recognize and react to human emotions with accuracy. Below are the links
1.  ! kaggle datasets download -d uwrfkaggler/ravdess-emotional-speech-audio
2. ! kaggle datasets download -d ejlok1/surrey-audiovisual-expressed-emotion-savee
3. ! kaggle datasets download -d ejlok1/cremad
4. ! kaggle datasets download -d ejlok1/toronto-emotional-speech-set-tess
5. !kaggle datasets download -d 'himanshuydv11/facial-emotion-dataset'

4.1.1 Audio Extraction from the video
Extraction of audio tracks from video files constitutes the first step of the proposed framework. The FFmpeg framework, which is well known for its effectiveness in managing multimedia data, is used to carry out this duty. WAV is the format in which the recovered audio is saved since it has excellent fidelity and works well with later analytical processes. The audio is the primary input used in the subsequent feature extraction procedures.

Subsequent to audio extraction, a deep feature extraction process is performed on the audio files using an Autoencoder (Algorithm 1). The audio signals undergo pre-processing steps such as normalization and noise reduction to enhance data quality. The pre-processed audio is then inputted into the Autoencoder, where it is encoded into a lower-dimensional representation before being reconstructed. The deep features, derived from the bottleneck layer of the Autoencoder, encapsulate essential auditory characteristics that are pertinent for emotion recognition tasks.
Parallel to audio processing, key visual information is extracted from videos in the form of summary images. This is achieved through key frame extraction algorithms or techniques like frame averaging, which generate composite images that effectively summarize the video content (Algorithm 2). These summary images are intended to capture the core visual elements of the videos, making them suitable for further feature extraction.
The audio and visual features extracted in the previous steps are subsequently concatenated into a unified feature vector. This fusion of auditory and visual information enables the model to exploit the complementary nature of the data modalities, thereby enhancing the robustness and accuracy of emotion recognition.

Algorithm 1 Extract audio from video and Deep Features from Audio Using Autoencoder

1: Extract Audio from Video: ffmpeg -i input video.mp4 -q:a 0 -map a output audio.wav 2: function PREPROCESS AUDIO(file path)
3:	y, sr ← librosa. Load (file path, sr = None) 4:	y ← librosa.util.normalize(y)
5:	return y, sr 6: end function
7: function EXTRACT FEATURES(audio, sr)

8:	mfccs ← librosa.feature.mfcc(y = audio, sr = sr, n mfcc = 13) 9:	return mfccs
10: end function

11: function BUILD AUTOENCODER(input shape) 12:	input layer ← Input(shape = (input shape, ))

13:	encoded ← Dense(64, activation =′ relu′)(input layer) 14:	encoded ← Dense(32, activation =′ relu′)(encoded) 15:	decoded ← Dense(64, activation =′ relu′)(encoded)
16:	decoded ← Dense(input shape, activation =′ sigmoid′)(decoded) 17:	autoencoder ← Model(input layer, decoded)
18:	autoencoder.compile(optimizer =′ adam′, loss =′ mean squared error′) 19:	encoder ← Model(inputs = input layer, outputs = encoded)
20:	return autoencoder, encoder 21: end function
22: function PREPARE DATA(features) 23:	X ← features.T
24:	X train, X val ← train test split(X, test size = 0.2, random state = 42) 25:	return X train, X val
26: end function
27: function TRAIN AUTOENCODER(autoencoder, X train, X val)

28:	history ← autoencoder.fit(X train, X train, epochs = 100, batch size = 256, shuffle = True, validation data = (X val, X val))
29:	return history

30: end function

31: function EXTRACT DEEP FEATURES(encoder, X train) 32:	deep features ← encoder.predict(X train)
33:	return deep features 34: end function
35: function SAVE FEATURES(features, file path) 36:	df ← pd.DataFrame(features)
37:	df.to csv(file path, index = False) 38: end function
39: preprocessed audio, sr ← preprocess audio(′output audio.wav′)

40: features ← extract features(preprocessed audio, sr)

41: autoencoder, encoder ← build autoencoder(features.shape[0]) 42: X train, X val ← prepare data(features)
43: history ← train autoencoder(autoencoder, X train,	val) 6: deep features ← extract deep features(encoder, X train) 7: save features(deep features, ’deep features.csv’)

Algorithm 2 Extract Summary Images Require: video path, interval, target size, n clusters
Ensure: summary images EXTRACTSUMMARYIMAGESvideo path, inter-val,
target size, n clusters 1: // Extract Frames

2: frames
3: video

←[]
←OPENVIDEO(video path)

4: frame count	←0
5: while video has frames do
6:	frame	←READFRAME(video)
7:	if frame count % interval == 0 then
8:	frames.append(frame)
9:	end if
10:	frame count += 1
11: end while
12: CLOSEVIDEO(video)
13: // Define Autoencoder
14: encoder	←DEFINEENCODER(target	size) 15:
decoder	←DEFINEDECODER(target	size) 16:
autoencoder	COM←BINE(encoder, decoder)
17: COMPILE(autoencoder, ’adam’, ’binary crossentropy’)
18: // Train Autoencoder
19: processed frames	←[]
20: for each frame in frames do
21:	resized frame	←RESIZE(frame, target size)
22:	normalized frame	←NORMALIZE(resized	frame)
23:	processed frames.append(normalized frame) 24: end for
25: TRAIN(autoencoder, processed frames, processed frames, 50, 32, True) 26: // Extract Summary Images
27: encoder	←GETENCODER(autoencoder)
28: latent representations	←PREDICT(encoder, processed frames)

29: kmeans
30: clusters

←KMEANS(n clusters)
←FITPREDICT(kmeans, latent representations)

31: summary images	←[]
32: for each cluster in clusters do

33:	cluster center
34:	closest frame

←GETCLUSTERCENTER(cluster)
←FINDCLOSESTFRAME(cluster, cluster center)

35:	summary images.append(closest frame) 36: end for
37: // Save Images
38: for each image in summary images do
39:	DENORMALIZE(image)
40:	SAVEIMAGE(image, ’output directory’) 41: end for

42: return summary images



Algorithm 3 Extract Features from Summary Images

1: function EXTRACTFEATURES(summary images dir, resnet model path) 2:	Load Summary Images:
3:	summary images ← LoadImages(summary images dir) 4:	Load  Pre-trained ResNet Model:
5:	resnet ← LoadPretrainedResNet(resnet model path) 6:	feature extractor ← RemoveTopLayers(resnet)
7:	Preprocess Summary Images:
8:	preprocessed images ← []
9:	for image in summary images do
10:	resized image ← Resize(image, (224, 224)) 11:	normalized image ← Normalize(resized image) 12:		preprocessed
images.append(normalized image) 13:	end for
14:	Extract Features:
15:	features ← []
16:	for image in preprocessed images do
17:	feature vector ← Predict(feature extractor, image) 18:	features.append(feature vector)
19:	end for
20:	Store or Use Extracted Features:
21:	SaveFeatures(features, ’features output dir’) 22:	return features
23: end function
24: function LOADIMAGES(directory) 25:	images ← []
26:	for each file in directory do
27:	image ← LoadImageFile(file) 28:	images.append(image)
29:	end for
30:	return images
31: end function
32:  function LOADPRETRAINEDRESNET(model path) 33:	resnet ← LoadModel(model path)
34:	return resnet
35: end function
36: function REMOVETOPLAYERS(resnet)
37:	feature extractor ← CreateModel(inputs=resnet.input, outputs=resnet.layers[-2].output) 38:	return feature extractor
39: end function
40:  function RESIZE(image, size)
41:	resized image ← ResizeImage(image, size) 42:	return resized image
43: end function
44: function NORMALIZE(image)
45:	normalized image ← NormalizeImage(image) 46:	return normalized image
47: end function
48:  function PREDICT(model, image)

49:	feature vector ← model.Predict(image) 50:	return feature vector
51: end function
52: function SAVEFEATURES(features, output dir) 53:	for each feature in features do
54:		SaveFeatureFile(feature, output dir) 55:	end for
56: end function

4.2 Feature Selection Using Improved Zebra Algorithm (IZA)
By using Improved Zebra algorithm feature selection was performed. To begin, the IZA initializes a population of possible feature subsets. A fitness function that gauges how well each subgroup can identify emotions is used to assess it. By using exploration and exploitation methods, iterative refinement updates the population while striking a balance between finding new solutions and improving those that already exist. The dimensionality of the data is decreased and the model's efficiency is increased by continuing this procedure until an ideal subset of characteristics is found.

Algorithm 4 Concatenating the audio& image features and Select Features using IZA

1: function	CONCATENATEANDSELECTFEATURES (audio features dir, imagefeatures dir,n selected features)
2:	Load Audio and Image Features:
3:	audio features ← Load Features (audio features dir) 4:	image features ← Load Features (image features dir) 5: Concatenate Features:
6:	concatenated features ← Concatenate (audio features, image features) 7:	Apply Improved Zebra Algorithm for Feature Selection:
8:	selected features ← ImprovedZebraAlgorithm (concatenated features, n selected features) 9:	Save or Use Selected Features:
10:	SaveSelectedFeatures (selected features, ’selected features output dir’) 11:	return selected features
12: end function
13: function LOAD FEATURES(directory) 14:	features ← []
15:	for each file in directory do
16:	feature ← Load Feature File(file) 17:	features. Append (feature)
18:	end for
19:	return  features
20: end function
21: function CONCATENATE (features1, features2) 22:	concatenated ← []
23:	for i in 1 to len(features1) do
24:		concatenated. append (Concatenate Feature(features1[i], features2[i])) 25:	end for
26:	return concatenated
27: end function
28:	function IMPROVED ZEBRA ALGORITHM (features, n selected features)

29:	Initialize Population() 30:	for each generation do
31:	Evaluate Fitness(features)
32:	SelectBestIndividuals ()
33:	Update Positions ()
34:	ApplyMutationAndCrossover ()
35:	UpdateBestSolution ()
36:	end for
37:	return best selected features 38: end function
39: function SAVESELECTEDFEATURES (selected features, output dir) 40:	for each feature in selected features
do 41:	SaveFeatureFile	(feature, output dir) 42: end for
43: end function


4.3 Train-Test Split
Following feature selection, the dataset was divided into testing and training sets. Training data contains about 80% of the data which is utilized to train the model, the remaining 20% is used as testing set, this test data is used to evaluates how well the model predicts on new data. It ensures its real-world effectiveness and generalization capability
4.4 Model Building and classification
The final stage of the methodology involves the construction of the emotion recognition model. This model is based on a Bi-Directional Long Short-Term Memory (Bi-LSTM) network integrated with a Self-Attention Mechanism. The Bi-LSTM is adept at capturing temporal dependencies within the selected features, while the Self-Attention Mechanism allows the model to focus on the most informative parts of the input sequence. The fusion of these two techniques facilitates the model's ability to accurately classify emotions from the processed audio-visual data. The model is trained using the concatenated and selected features, and its performance is evaluated against the testing set to validate its efficacy in emotion recognition tasks.


Algorithm 5 Emotion recognition using Bi-LSTM with self-attention mechanism

1: function EMOTIONCLASSIFICATION(selected features,	labels,lstm hidden size, attention units, num classes)

2:	lstm model attention	units,

←INITIALIZEBILSTMWITHSELFATTENTION(lstm	hidden	size,

3:	TRAINLSTMMODEL(lstm  model,  selected  features,  labels)
4:	accuracy	←EVALUATELSTMMODEL(lstm model, selected features, labels)

5:	return accuracy
6: end function
7: function	INITIALIZEBILSTMWITHSELFATTEN-
TION(lstm hidden size, attention units, num classes)
8:	lstm	←INITIALIZEBILSTM(lstm hidden size)
9:	self attention	←INITIALIZESELFATTENTION(attention	units)

10:	classifier
11:	lstm model classifier)

←INITIALIZEDENSELAYER(num classes)
←COMBINELAYERSSEQUENTIALLY(lstm, self  attention,

12:	return lstm model 13: end function
14:	function  INITIALIZEBILSTM(lstm  hidden  size)
15:	lstm	←BiLSTM(units=lstm hidden size)
16:	return lstm
17: end function
18:	function  INITIALIZESELFATTENTION(attention	units)
19:	attention	←SelfAttention(units=attention units)
20:	return attention
21: end function
22:	function INITIALIZEDENSELAYER(num classes)
23:	dense layer	←Dense(units=num classes, activation=’softmax’)
24:	return dense layer 25: end function
26: function COMBINELAYERSSEQUENTIALLY(lstm,
self attention,classifier)
27:	sequential model	←Sequential()
28:	sequential model.add(lstm)
29:	sequential model.add(self attention) 30:	sequential model.add(classifier)
31:	return sequential model 32: end function
33:	function  TRAINLSTMMODEL(model,  selected  features,  labels) 34:		model.compile(optimizer=’adam’, loss=’sparse categorical crossentropy’, metrics=[’accuracy’])
35:		model.fit(selected features, labels, epochs=10, batch size=32, validation split = 0.2)
36: end function
37:	function  EVALUATELSTMMODEL(model,  selected  features,  labels)
38:	accuracy	←model.evaluate(selected features, labels)[1]
39:	return accuracy
40: end function
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Figure 4 Flowchart



4.5 Model Evaluation
To evaluate generalizability, "model evaluation" applies a model to new data. Performance metrics for classification include precision, precision, accuracy, recall, F1 score, particularity, and sensitivity. By repeatedly comparing estimations, cross validation assures accuracy. This means that confusion matrices give a lot of information. Development and implementation need assessment.
4.6 Performance Metrics
Accuracy: How frequently the classifier generates accurate predictions is easiest to assess using accuracy. Another interpretation is the fraction of accurate predictions to all estimates.

Accuracy  TP TN
S

(1)

Precision: Compared to this ratio, which is derived by subtracting one for it, i.e., (1 – precise), which represents the fraction of false negatives, recall is obtained by dividing precision by one.



Pr ecision 

TP TP  FP

2

Recall: On other hand there are called false negatives in relation with True Negatives.


Re call 

TP TP  FN

(3)

F1-Score: It is calculated by taking the accuracy and recall scores and squaring them. For this.


F1 2Pr ecisionRe call
Pr ecision  Re call


(4)


5 Results and discussion
5.1 Results
This section presents the findings of multimodal emotion recognition. The method combines audio and image features retrieved from video, using various techniques for feature extraction and classification. We assess the usefulness of the proposed technique using extensive experiments and performance indicators, proving its capacity to detect and categorize emotions across a wide range of datasets. against evaluate the performance of our model, we compare the proposed Bi- Directional LSTM with self-attention mechanism against baseline models such as a regular Bi- Directional LSTM and a Convolutional Neural Network (CNN).
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Figure 5 Bi-Directional-LSTM with self-attention-mechanism Confusion matrix
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Figure 6 Bi-Directional-LSTM Confusion matrix
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Figure 7 CNN Confusion-Matrix
The above confusion matrices divide into three categories: sad, joyful, and surprised. The Bi- Directional-LSTM with Self-Attention Mechanism exhibits the greatest performance with less

misclassifications than the other models, it correctly categorized 1284 cases of Happy, 1284 instances of Sad, and 463 instances of Surprise. It specifically misclassified 131 Happy cases as Sad, 34 as Surprise, 136 Sad cases as Happy, 13 as Surprise, 24 Surprise cases as Happy and 5 as Sad. While performing well, the CNN model also had greater misclassification rates; the Bi- Directional-LSTM correctly identified less cases and had more misclassifications. Therefore, the suggested Bi-Directional-LSTM with Self-Attention Mechanism shows better accuracy and less mistakes in identifying and categorizing emotional states than the other models.
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[image: ]Figure 8Bi-Directional-LSTM with self-attention- mechanism Roc_Curve

Figure 9 Bi-Directional-LSTM Roc_Curve
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Figure 10Convolutional Neural Network (CNN) Roc_Curve

From the above roc curve it is observable that the Bi-Directional LSTM with self-attention mechanism was the best performer, with an AUC of 0.98. This approach efficiently used self- attention to capture complex temporal connections in sequential data, resulting in very accurate categorization. Importantly, it displayed improved capacity to discriminate between true and false positives, suggesting its robustness in properly detecting instances of each emotion class while reducing misclassifications. The baseline Bi-Directional LSTM also performed well, with an AUC of 0.93, demonstrating high ability in learning sequential patterns. The CNN model has an AUC of 0.928, indicating competitive performance in collecting spatial data but falling slightly behind LSTM-based models in this study. Overall, the findings show that the Bi-Directional LSTM with self-attention mechanism is very good at integrating and interpreting multimodal emotional signals from various datasets, with a strong focus on correct classification of actual positive cases.


Table 2 Comparison of Performance metrics of proposed model with existing models

	Models
	Accuracy
	Precision
	Recall
	F1-
score

	Bi-Directional-LSTM with self-attention-mechanism
	0.89834
	0.89833
	0.898
	0.898

	Bi-Directional-LSTM
	0.85151
	0.85165
	0.85151
	0.85152

	CNN
	0.8687
	0.86877
	0.8687
	0.86867



0.91
0.9
0.89834
0.898334
0.898
0.898
0.89
0.88
0.87
0.8687
0.868769
0.868701
0.868671
0.86
0.851511559
0.85165
0.8515115
0.85152
0.85
0.84
0.83
0.82
Accuracy
Precision
Recall
F1-score
Bi-Directional-LSTM with self-attention-mechanism	Bi-Directional-LSTM	CNN



Figure 11 Evaluation Metrics comparison of proposed model with existing models
In comparison to other models, our suggested Bi-Directional-LSTM with a self-attention mechanism performs better in multimodal emotion detection. Out of all the models analyzed, it obtains the greatest accuracy (0.89834), precision (0.89833), recall (0.898), and F1-score (0.898). This performs better than both the CNN model, which achieved an accuracy of 0.8687, precision of 0.86877, recall of 0.8687, and F1-score of 0.86867, and the conventional Bi-Directional-LSTM, which recorded lower metrics of 0.85151 in accuracy, 0.85165 in precision, 0.85151 in recall, and 0.85152 in F1-score. The self-attention mechanism in our proposed model is responsible for the notable boost in performance. This mechanism helps the model to better collect and use complicated relationships in the data. With the help of this mechanism, the Bi-Directional-LSTM is better able to comprehend and integrate data from many modalities, which improves the accuracy and dependability of emotion recognition. As a result, the Bi-Directional-LSTM with self-attention not only establishes a new standard but also offers a more sophisticated solution to the difficult multimodal emotion detection problem.
5.2 Discussion
The findings of our investigation on multimodal emotion recognition show’s that the proposed Bi- Directional LSTM with self-attention mechanism outperforms the baseline models, which

comprise a conventional Bi-Directional LSTM and a Convolutional Neural Network. The self- attention mechanism improves the model's capacity to concentrate on relevant characteristics, resulting in higher classification accuracy and resilience when recognizing emotional states. This is visible in the confusion matrices and ROC curves, where the suggested model has fewer misclassifications and greater distinction between true and false positives. In comparison, although the Bi-Directional LSTM is good at capturing temporal relationships, it lacks the improved concentration afforded by self-attention, resulting in somewhat worse performance. Although the CNN is good at collecting spatial information, it falls short of LSTM-based models when it comes to dealing with sequential input. These results illustrate the benefit of including self-attention processes in Bi-Directional LSTM models for complicated emotion detection tasks, emphasizing the proposed model's enhanced capacity to integrate and comprehend multimodal emotional data.
6 Conclusion
In conclusion, our research has built a complete framework for multimodal emotion identification by combining superior audio and visual feature extraction approaches with cutting-edge deep learning models. The technique included rigorous data preprocessing, feature extraction using MFCC for audio and CNN for visual data, and deliberate feature selection to improve model performance.
Our technique was centered on the use of a Bi-Directional LSTM network enhanced with a self- attention mechanism. This model was selected specifically for its ability to capture intricate temporal correlations and highlight critical aspects within sequences, considerably enhancing the accuracy and robustness of emotion categorization. The inclusion of self-attention proved critical, allowing the model to concentrate preferentially on significant information while reducing the impact of noise or less valuable data.
Evaluation against baseline models (standard Bi-Directional LSTM and CNN) demonstrated the superiority of our proposed Bi-Directional LSTM with self-attention mechanism. It consistently achieved greater accuracy, precision, recall, and F1-score across a variety of datasets, as proven by extensive performance metrics and visual evaluations such as confusion matrices and ROC curves. These findings support the model's ability to reliably identify emotional states from complicated multimodal inputs.
The outcomes of this work emphasize the importance of sophisticated model architectures and thorough feature engineering in improving multimodal emotion identification skills. Our system

improves on previous techniques by using deep learning and self-attention processes, while also providing practical applications in human-computer interaction, emotional computing, and automated content analysis.
Future research might build on this framework by including new modalities like physiological signals or textual data, increasing the model's sensitivity to various displays of emotion. Additional research into the model's scalability and generalizability across bigger and more culturally varied datasets would be desirable. Furthermore, real-time applications built on this framework have the potential to transform interactive systems by allowing adaptive reactions depending on users' emotional signals.
In conclusion, our work advances the area of multimodal emotion identification by proving the efficacy of combining deep learning with self-attention processes. The suggested Bi-Directional LSTM with self-attention offers a substantial advancement in effectively reading and reacting to human emotions, opening the door for more nuanced and compassionate human-machine interactions across several domains.
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