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Abstract—Due to the growing global concern over the impact
of	human	activity	on	the	global	climate,	accurate	monitoring
of an individual’s and/or an organization’s carbon footprint is critically important. Traditional methods of measuring carbon emissions are based on traditional patterns of emissions and do not incorporate the variability from the current traffic patterns, weather  conditions,  or  demands  for  electricity  on  the  grid.
The paper presents CarbonSense, which is an effort to quantify carbon emissions in real time through the integration of real- time environmental data sources and infrastructure data streams utilizing machine learning. CarbonSense is designed to support both the transportation and energy consumption sectors and uses a hybrid forecasting / machine learning approach, which utilizes Bayesian  uncertainty  quantification  for  generating  dynamic  and explainable  predictions.  The  experimental  results  obtained  from the study demonstrate that CarbonSense has the potential to reduce carbon emissions by as much as 80%, as a result of using a temporal optimization process to discover the optimal timeframe in which to engage in activities that minimize emissions over a 24-hour period. Results show R2=0.665 for transportation and R2=0.570 for energy while using anonymized behavioral characteristics. These results also indicate that CarbonSense sig- nificantly  outperformed  traditional  methods  used  for  measuring transportation and energy consumption using the same dataset (R2 between .48 and .52). By providing non-expert users with access to SHAP-based explanations of the prediction, they are able  to  translate  technical  data  into  valuable  climate  insights.
Index Terms—Carbon Footprint Estimation; Context Aware Systems; Carbon Emission Tracking; Machine Learning; Uncer- tainty  Quantification;  Explainable  AI;
I.	INTRODUCTION
Mitigation efforts surrounding climate change increasingly hinge on having accurate and granular carbon tracking systems [14]–[16]. Given the many differences among humans’ activi- ties including but not limited to energy usage, travel patterns, weather conditions [7], as well as the level of service delivered by infrastructure, there have been calls for dynamic estimation models capable of real-time adjustments to adapt to current cir- cumstances [13], [18]. The current carbon calculators use fixed emission factors that are based on averages over many years. They are therefore temporally and contextually inaccurate [1], [16]. For example, the decarbonization rate of electricity from the grid may differ day-to-day by hundreds of percent in certain locations [2], [11], [15]; similarly, in cold climates, weather can lead fuel consumption of vehicles to fluctuate 15% to 25% over time [7]; also, during periods of severe congestion
on urban roadways, transportation emissions can be increased

by 40% to 100% [3], [4], [12], [17].Past experiences with these calculation methods consistently demonstrate that they do not adequately model the resultant cumulative effects when implemented in the field [15], [16], [21]. Recent improvements in inferring transportation mode choices from raw GPS data and mobile sensing illustrate that fine-grained activity-based carbon modeling can be done, however these advances are seldom incorporated into carbon accounting systems deployed to date [22]–[24].
Our Solution: CarbonSense bridges this gap by employing:
• Real-time Contextual Integration: Data feeds from sources such as Grid Intensity APIs i.e. UK Carbon Inten- sity  [9],  [11],  WattTime,  Electricity  Maps  [15];  Weather Services i.e. OpenWeatherMap; Routing Engines [19] i.e. TomTom, [4] Google Maps.
• Uncertainty  Quantification: Bayesian Ridge regression models allow for rational decision-making under uncer- tainty by giving 95% confidence intervals for all forecasts [21].
• Temporal Optimization: Using a hybrid forecasting engine, emission-reducing activity windows are identified within short-term time horizons (such as day-ahead) with confidence-weighted recommendations, based on carbon- aware scheduling and demand response research [13], [18].
• Explainability: By breaking down predictions into human-interpretable feature contributions, SHAP values [8] improve user engagement and trust, as in recent advances in explainable AI for sustainable energy systems [20].
• Dual-Domain Architecture:  An  integrated  platform  for transport (nine vehicle categories) and energy use over three geographical areas, compliant with the carbon con- tent grid accounting standards [11], [15].
II.	EXISTING SYSTEM
Recent literature explores carbon tracking from a variety of perspectives.
Static Calculators: Static carbon calculators such as UK DEFRA, EPA, and carbon.footprint.com use aggregate emis- sion factors that do not account for temporal or spatial varia- tions, which has been highlighted as a limitation in several carbon accounting applications [?], [1], [16]. Research has




shown that these techniques have a 30-50% error rate with real-world applications [21].
Context-Aware Systems: Most research focusing on context-aware computing is based on the formalism introduced by Dey [6], which was the first to describe the principles of context-aware computing and support for context-based adap- tation. Context-aware adaptation has been shown to greatly increase the accuracy of predictions in studies of smart build- ings and the smart grid [10], [18]. However, most of the carbon estimation systems have not adopted context-aware adaptation systems in any large-scale consumer-facing carbon accounting applications [13].
Real-Time Grid Data: Real-time grid carbon intensity data is available from several sources, including ElectricityMaps, WattTime and many of the national grid operators (e.g., UK ESO [11] , CAISO [2] , Energinet [19]). The UK Carbon Intensity API [9] is publicly available. There is a significant amount of grid carbon intensity data available that varies significantly with time [15]; however, there are very few tools that will dynamically adjust the emission estimates based on real-time grid carbon intensity data.
Temporal Optimisation: There is an abundance of lit- erature covering both route optimisation (also known as congestion-aware routing) and traffic forecasting [3], [4], [12], [17].  In  addition,  research  on  the  optimisation  of  time-of-use pricing and the integration of renewables show how demand shifting is achievable within the energy sector [5], [15]. The CarbonSense system combines these learnings to produce a substantial reduction in carbon emissions by providing an approach that optimises both transportation and energy sectors, using a  unified framework [13].
Explainable Artificial Intelligence for Sustainability: The goal of the explanatory methods such as SHAP [8], is to provide transparency in complex ML models. There has been some research demonstrating their application to sustainable energy and environmental systems [20]. In the future, we hope to see increased use of these methods for improving the explanations of transport-related emission models [22] and enabling more people to use the carbon emissions reduction tools [24]. Unlike other studies that examined GPS-enabled transport modes through a travel behaviour model based on sensing technologies, we believe that the use of SHAP for understanding mobile sensing will allow us to better quantify the environmental impact of mobile sensing technologies [23].
III.	PROPOSED SYSTEM
A.	System Architecture
The CarbonSense platform was developed with a clien- t/server architecture comprised of a FastAPI backend (which serves APIs for data access) and an interactive front-end web application developed with React that allows users to visually explore data and receive decision-making assistance.
1) Data Layer: The data layer of, CarbonSense contains geocoded, real-world datasets containing transportation data (e.g., geolocation data points collected via GPS) and household energy consumption data (from utility providers). The raw




















































Fig. 1.	System architecture
data is combined, integrated, and aggregated in order to provide high-resolution spatiotemporal information that can be used to calculate carbon emissions while ensuring that user data privacy is preserved when conducting carbon emissions calculations.
a) GeoLife GPS Trajectories (Transportation Data): The GeoLife GPS trajectory transportation dataset consists of over 24.8 million GPS waypoints collected from 182 users in the Beijing area between 2007 and 2012. The waypoints were captured using a GPS device that measured an average of 5 -10m of accuracy when determined. The waypoints were collected at intervals of 1-5 seconds in time. All waypoints were pre-processed to develop 18.67 K semantically related trips using temporal validation, trajectory segmentation, and feature engineering techniques.
Transport mode inference: To infer transportation modes, the transportation modes associated with each trip were not manually  labeled;  generic  thresholds  were  developed  to  infer the mode of travel based on time between waypoints and speed based on the time taken to travel between waypoints. A



transportation trip’s mode was classified according to the speed
of	the	transportation	trip	as	inferred	from	the	speed	patterns
of the trip [22]: walking (< 6  km/h), biking (between 6 and 20 km/h), bus/car (between 20 and 80 km/h), and rail/subway


standards. The following formulas are used for emissions calculation per hour:
Emission calculation: Hourly emissions computed as:
kWh×grid	intensity(h, m)

(> 80 km/h). Transportation mode distribution resulting from
the data analysis is as follows; 44.4% of all trips were made

emission	kg =
1000

×(1 + N(0, 0.03))

via bicycle, 30.1% were made via walking, and 21.8% were via automobile. There were also smaller percentages of other modes of transport (i.e., bus, rail, subway, and taxi).
Feature engineering: All trips were provided with addi- tional behavioral features that protect privacy while allowing for the estimation of emissions. This includes the following aspects of each trip:
• Time-Based: Hour of Day, Day of Week, Month, Week- end/Rush Hour Indicator
• Speed-based: Average Speed, Mode of Transport (high- way/urban), Efficiency /  Cost Ratio
• Type of Trip Based on Duration: short (< 30 min), medium (30 to 120 minutes), long (> 2 hr)
• Type of Trip Based on Distance: short (< 5 km), medium (5 to 50 km), long (> 50 km)
• Examples of Engineered Features Include: Speed x Hour of Day, Speed x Type of Trip, Cyclical Encoding (i.e., sin/cos)
Emission calculation: Based on DEFRA 2024 [1] Mode- Specific Factors, Emission Calculations were Based on the Following Variables: Cars = 0.171 kg CO2/km, Buses = 0.103 kg CO2/km, Rail = 0.035 kg CO2/km, Subways = 0.030 kg CO2/km, Taxis = 0.211 kg CO2/km, Walking/Biking = 0.000 kg  CO2km  (5%  Gaussian  noise  added  to  simulate  variability in sensor readings).
b) Smart Meter Energy Data (Energy Domain): The London Smart Meter dataset consists of over 7.3 million hourly electric usage observations for 500 homes from 2011 to  2014.  The  half-hourly  data  is  aggregated  into  hourly  kWh reports and includes additional behavioral characteristics:
• Temporal characteristics: hour of day, day of week, month, season, weekend indicator
• Time of day characteristics: morning peak (7–9 AM), evening peak (5–8 PM), night, middle of day.
• Environmental characteristics: emperature (variation by season), occupancy (variation on weekends vs. week- days), day length.
• Usage groups:  usage  levels  (very  low  to  very  high)  are quantified without revealing actual kWh amounts.
• Engineered (derived) characteristics : temperature×hour, temperature×occupancy, cyclical encodings
Grid carbon emission calculation per the UK National Grid ESO  (Electricity  System  Operator)  patterns.  Hourly  grid  car- bon conformance is based on peak hours (1.10-1.15x the base hourly CO2 emissions) and nighttime (0.70-0.85x the base hourly CO2 emissions) and seasonality adjustments (base:
winters =  15%; summers -5%); Seasonal Base: 400 grams of CO2 per kWh; therefore, actual conversion will fall between 252 and 529 grams of CO2 per kWh based on previous

Average	emissions	from	the	final	dataset	=	0.177	kg	(Std
dev = 0.264 kg). Total records = 7.3M, total features = 21.
c)	Preventing	Data	Leakage	and	Protecting	Privacy:
One of the primary principles of good design is to remove features that would enable formula memory:
• Transport: We excluded an exact distance travelled (km) in the interest of privacy. In this case, we did include distance and determined R2=0.995 (creating formulaic emissions = distance×factor). Using a categorical bin- ning system for trip duration (short/medium/long) con- tributed  to  8.6%  of  decisions  as  opposed  to  42.7%  with raw duration, resulting in R2=0.614.
• Energy: We excluded an exact energy consumption of kWh (would yield R2=0.996, correlate=0.98). Energy usage quantiles have predictive value and contributed 12.2% to emissions while respecting privacy.
• Duration handling: The use of raw duration (seconds) could have reconstructed any distance travelled (duration×speed; correlate=1.0; R2=0.983). Categorical binning creates a  lower risk of losing both utility and privacy.
d) Dataset Summary: The summary table I contains a concise version of the key characteristics of the data collec- tion. The data is separated by stratification (70% train/10% valid/20% test), ensuring that the integrity of the time series is preserved and that splitting does not allow inter-split leakage.
TABLE I
PROCESSED DATASET SUMMARY STATISTICS
Characteristic	Transport	Energy
Total records 18,618 7,317,698 Train/Val/Test 13,032 / 1,860 / 3,726 5.1M / 0.7M / 1.5M Features 39 21
Target mean (kg CO2) 2.14 0.177 Target std (kg CO2) 11.30 0.264 Zero-emission % 74.5 0.0 Temporal span 2007–2012 2011–2014
2) Processing Pipeline: The components of the data pro- cessing pipeline are as follows:
a)	Feature Extraction:
b) Temporal Synchronization of data from different sources to a single time line:
c) Computation of emissions estimates (using domain- specific mathematical models) from baseline transportation and electricity-energy emissions to form model-ready input data for the machine learning ensemble.:
3) System Services: The backend of the described sys- tem offers a RESTful API for emission estimates and time-
optimizing the described trips through the back-end data storage. Live data feeds from external services such as the UK Carbon Intensity API (UK grid), WattTime/ElectricityMaps




(US  grid),  OpenWeatherMap  (weather  conditions),  and  Tom- Tom Routing API (traffic congestion) can be integrated into the optimization process. If no live data is available, the system will  use  empirically  validated  temporal  patterns  as  a  fallback (for example, hourly traffic counts and baseline grid intensity). In  addition,  the  output  of  the  optimization  service  includes  a summary  with  respect  to  the  overall  emissions  over  a  rolling 24-hour period using confidence weights (high confidence for the first 0-6 hours and decreasing until the 6-24 hour horizons).
4) Machine Learning Models: CarbonSense employs su- pervised learning models across transportation and energy domains, balancing inference speed, accuracy, interpretability, and uncertainty estimation.



TABLE II
VEHICLE-SPECIFIC EMISSION FACTORS
Vehicle Type	Factor (kg CO2/km)
Petrol Car 0.170 Diesel Car 0.165 Hybrid 0.110 Electric 0.053 Motorcycle 0.113 Bus 0.089 Train 0.041 Bicycle/Walking 0.000
Traffic Multiplier (Mtraffic):

The model ensemble includes Linear Regression and Ridge
Regression  as  fast  baselines,  Random  Forest  and  Extra  Trees for nonlinear pattern capture, XGBoost and LightGBM for gradient boosting with feature importance analysis, Stacking Ensemble combining base learners with a Ridge regression meta-learner,  and  Bayesian  Ridge  regression  for  probabilistic predictions  with  uncertainty  estimates  (mean,  standard  devia- tion, and 95% confidence intervals).
Transport models are trained on 18,618 trips using be- havioral features including speed patterns, trip duration cate- gories, and temporal indicators. Energy models use 7.3 million hourly records with temporal patterns, usage level categories, and environmental proxies. All trained models enable sub- millisecond inference latency during runtime.
5) User Interface: The system offers an interactive map- based interface with real-time distance calculation and drag- gable  route  markers.  Users  can  choose  regions  (UK,  Califor- nia, India) and domains (transport, energy) for prediction.
Prediction results are displayed through a multi-panel dash- board combining traffic information, weather context, grid
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Weather Multiplier (Mweather):
Mweather = 1.0 +∆cold +∆hot +∆precip where:
• ∆cold	= 0.25 if T < 0C; 0.15 if 0≤T < 10C
• ∆hot	= 0.20 if T > 32C
• ∆precip	= 0.10 if rain/snow present
Research basis: Meteorological impacts on fuel consump- tion [7].
b)	Energy Domain:	Base grid emissions:
Egrid = kW h×Istatic Dynamic alteration of current grid emissions:

carbon  intensity,  emission  estimates,  and  SHAP-based  model explanations.

Ilive Eenergy = kW h×Istatic×
Istatic


×Mweather


B.	Methodology
1)	Context-Aware Emission Calculation:
a) Transport Domain: Vehicle emissions from different types of vehicles are impacted by two things: 1) The distance the vehicle travels (referred to as distance D (km)) 2) The emissions specific to the vehicle you are using to measure the distance Fv  (referred to as vehicle-specific emission factors kg CO2/km).
Ebase	= D×Fv
The vehicle parameters are detailed in UK DEFFRA and EPA standard information:
Context-aware modifications introduce real-time multipli- ers:
Etransport	= Ebase×Mtraffic×Mweather×Mtime

Current (live) grid emissions are expressed as: Ilive (grid emissions gCO2/kWh).
The grid emissions can vary from (50 - 400 gCO2/kWh) in the UK and from 700 gCO2/kWh in India.
Weather Multiplier (Energy):
Mweather = 1.0 +∆heating +∆cooling +∆solar where:
• ∆heating	= 0.15 if T < 10C
• ∆cooling	= 0.20 if T > 28C
• ∆solar	=−0.05 if clear skies (cloud coverage < 30%)
• ∆wind	=−0.08 if wind speed > 5 m/s
2)	Quantifying	Uncertainty	based	on	Bayesian	Ridge:
Bayesian Ridge regression models produce posterior distribu- tions as shown below.:
p(y|X,D) = N (µ(X),σ2(X))
where D training data used to develop models. Predictions also include:



• Point Estimate:µ(X)
• Uncertainty:σ(X)
• 95% Confidence Interval: [µ−1.96σ,µ+ 1.96σ]
3) SHAP-Based Explainability: For Random Forest and XGBoost predictions:


2) API Integrations: CarbonSense uses multiple external APIs to provide additional contextual information in real time to the prediction results. The cost, coverage, and latency of the APIs used are summarized in Table III.
TABLE III

n
INTEGRATED EXTERNAL API SERVICES
f(X) = E[f(X)] +	ϕi(X)
i=1	API	Cost	Coverage	Latency

whereϕi are SHAP values representing marginal feature contributions [8].
4) Temporal Optimization: For a given prediction input, compute emissions across 24 hours:
E(t) = fmodel(Xt)×Mtraffic(t)×Mgrid(t)×Mweather(t) where t∈[0, 23] hours ahead.
Steps:
1) Retrieve current baseline conditions (grid, weather, traf- fic) via APIs.
2) Use empirically determined 24-hour cycles of data 3) Calculate E(t) for each hour.
4)	Rank E(t) from the highest to lowest value..
5) CCalculate savings as represented here:∆E = Ecurrent−Eoptimal.
Confidence decay indicates forecast accuracy:
• 0–6h: High (±5%)
• 6–12h: Medium (±15%)
• 12–24h: Low (±30%)
C.	Implementation Details
1) Data Flow: Figure 2 shows the end-to-end prediction pipeline used by CarbonSense, highlighting the interaction between the frontend, backend services, and machine learning

Carbon Intensity (UK) Free UK only Real-time OpenWeatherMap Free Global Real-time TomTom Routing $0.01/req Global 100–200 ms WattTime Paid US/CA Real-time Nominatim (Geocoding) Free Global 200–500 ms
IV.	EVALUATION AND RESULTS
A.	Model Performance
1) Transportation Domain: Table IV presents the perfor- mance of all evaluated models on the transportation emission prediction task. The stacking ensemble achieved the best per- formance with R2=0.665, representing a 30% improvement
over the behavioral-only baseline (R2=0.512).
TABLE IV
TRANSPORTATION DOMAIN MODEL PERFORMANCE
Model	R2	RMSE (kg)	MAPE (%)
Linear Regression 0.230 9.833 2082.5 Ridge Regression 0.230 9.832 2106.4 Random Forest 0.642 6.369 77.7 Extra Trees 0.636 6.416 79.9 Gradient Boosting 0.452 7.877 1074.1 XGBoost 0.614 6.611 1155.6 LightGBM 0.614 6.609 —
Stacking Ensemble	0.665	6.158	—

modules.
User Input (Frontend)
↓
Extract Coordinates
↓
Call API endpoint
↓
Fetch Real-Time Context (Grid, Weather, Traffic)
↓
Load Trained ML Models
↓
Prepare Feature DataFrame
↓
Run Model Ensemble
↓
Apply Context Multipliers
↓
Compute Context Score (0–100)
↓
Return JSON Response
↓
Frontend Renders Multi-Panel Dashboard Fig. 2. End-to-end prediction pipeline

Key Observations:
• Tree-based models significantly outperform linear mod- els, confirming non-linear relationships between behav- ioral features and emissions
• Random Forest and stacking ensemble achieve the highest R2 scores
• The high MAPE for linear models is driven by zero- emission trips (walking/cycling); tree models better han- dle this bimodal distribution
• Stacking ensemble combines strengths of multiple base learners, achieving the most stable performance
2) Energy Domain: Table V shows model performance on household energy emission prediction. LightGBM achieved the best individual model performance (R2=0.570), with stack- ing ensemble expected to perform similarly or better.
Key Observations:
• Linear and tree-based models perform comparably, sug- gesting temporal patterns exhibit both linear and non- linear characteristics
• LightGBM achieves best individual performance through efficient gradient boosting




TABLE V
ENERGY DOMAIN MODEL PERFORMANCE
Model	R2	RMSE (kg)	MAPE (%)
Linear Regression 0.543 0.177 57.7 Ridge Regression 0.543 0.177 57.7 Random Forest 0.541 0.175 33.4 Extra Trees 0.498 0.183 33.3 XGBoost 0.547 0.174 —LightGBM 0.570 0.170 —
• Lower MAPE than transport domain due to continuous emission distribution (no zero-emission cases)
• Grid intensity modeling contributes to reduced correlation (0.982 vs. perfect 1.0)
B.	Data Leakage Analysis
To validate our privacy-preserving approach, we conducted ablation studies comparing models with and without poten- tially leaking features (Table VI).
TABLE VI
IMPACT OF FEATURE SELECTION ON MODEL PERFORMANCE AND DATA LEAKAGE
Feature Set	R2	Leakage	Verdict
Transportation Domain:
Behavioral only	0.512	None	Baseline
+ Duration bins 0.614 8.6% ✓Acceptable + Raw duration 0.983 42.7% ×Severe
+ Distance (km)	0.995	83.1%	×Critical
Energy Domain:
Behavioral only	0.551	None	Baseline
+ Usage categories 0.570 12.2% ✓Acceptable + Raw kWh 0.996 96.7% ×Critical
Analysis:
• Duration bins (transport): Contributing only 8.6% to model decisions, categorical duration features provide useful signal without severe leakage. Users can self-report“short/medium/long trip” without GPS tracking.
• Raw duration: Creates indirect distance reconstruction (implied distance = duration×speed, correlation with true  distance  =  1.0),  yielding  R2=0.983  but  representing formula memorization rather than pattern learning.
• Distance inclusion: Using distance becomes an nearly perfect predictor for emissions (R2=0.995) because of how  direct  its  representation  was  (i.e.  the  distance  x  the factor will result in an emission). In this model, distance accounted for 83.1% of the decision-making process as determined by feature importance evaluation.
– Energy domain: In terms of energy domains, we see a similar observation: that raw kWh demonstrated nearly perfect correlation (0.982) to emissions; and similarly, our categorical usage levels provided pri- vacy but with minor impact on performance.
Our  final models  will employ  a  combination  of duration bins  and  usage  categories,  achieving  80%  of  the  perfor- mance improvement (0.614 vs. 0.983 for transport) whilst


allowing for a significant reduction in overall information leakage (8.6% vs. 42.7%).
C.	Feature Importance Analysis
The following figure 3 provides information regarding which features were the most significant in producing the models with the highest level of performance across all domains.
Transportation Domain (Random Forest):
1) Average speed: Indicates the type of trip and how fuel efficient driving will be. (33.7
2) Efficiency score: Measures the speed via normal- ized methods and shows how well the vehicle is performing. (27.3
3) Trip type—long: Distinguishes the travel between highways and urban areas. (16.3
4) Time of day: Indicator of peak versus non-peak travel hours. (13.5
5) Time-Medium duration: Indicator of categorical trip duration. (5.1
Energy Domain (LightGBM):
1) Very High usage type: Represents a way of looking at energy usage without disclosing specific kWh usage. (58.9
2) Temperature proxy: Used to indicate the heating/- cooling demand. (13.1
3) Occupancy  proxy:  Indicates  the  level  of  activity  in a  household. (12.2
4)	High level usage type: Represents the second level
of usage of energy. (3.3
5)	Day of week: Determines whether during the week
or on weekends. (2.6
D.	Error Analysis
1)	Prediction	Error	Distribution	by	Mode	of	Transport:
This table VII shows the distribution of prediction errors across different modes of transport to highlight which models performed well or poorly.
TABLE VII
PREDICTION ERROR ANALYSIS BY TRANSPORT MODE
Mode	Count	Mean Error	Median Error	% Error
Walking 1,681 0.00 kg 0.00 kg 0.0% Bicycle 2,493 0.00 kg 0.00 kg 43.9% Bus 81 0.12 kg 0.08 kg 128.0% Car 1,213 4.80 kg 1.08 kg 57.4% Taxi 29 0.22 kg 0.20 kg 239.3% Subway 25 0.09 kg 0.03 kg 64.1% Rail 64 17.61 kg 15.93 kg 217.9%
Observations:
– Modes  of  transport  without  emissions  (walking,  cy- cling) returned perfect predictions because they pro- duce zero emissions so there are no prediction errors.
– Car trips had the largest absolute errors, but moderate percentage errors (57.4%) due to the high variability in emissions produced from the same routes.















Fig. 3. Top 10 feature importances for transportation (left) and energy (right) domains. Transportation predictions are dominated by trip characteristics (long trip classification, speed metrics) and efficiency indicators, while energy predictions prioritize occupancy patterns, temperature interactions, and temporal features. Feature importances are derived from Random Forest (transport) and LightGBM (energy) models.




– Rail trips had the largest prediction errors due to the extreme variability in distances traveled (1 to 800+ km) and small sample size (64).
– Taxis and railways also exhibited high percentage errors due to small sample sizes and wide range of emissions.
TABLE VIII
PREDICTION ERROR BY TRIP DISTANCE CATEGORY
Category	Count	Error (kg)	Actual (kg)
Very short (¡5 km) 2,008 0.02 0.03 Short (5–20 km) 1,999 0.32 0.79 Medium (20–100 km) 1,335 1.54 1.80 Long (¿100 km) 217 15.62 24.73
2) Error by Trip Length: Errors scale proportionally with trip  length,  as  expected.  The  model  maintains  consistent relative accuracy (error/emission ≈ 60–65%) across distance  categories.  Errors  scale  proportionally  with  trip length, as expected. The model maintains consistent rela- tive accuracy (error/emission≈60–65%) across distance categories.
E.	Comparison with Baseline and Related Work
We compare CarbonSense against representative base- line methods and prior literature that estimate carbon emissions using location- or sensor-intensive features. Table IX summarizes the predictive performance, pri- vacy characteristics, and feature dependencies of each approach.
Prior work by Nitsche et al. [23] relies primarily on raw GPS trajectories to estimate transportation emis- sions, achieving moderate predictive accuracy at the cost

of significant privacy exposure. Similarly, Prelipcean et al. [24] incorporate accelerometer-based activity recog- nition, improving performance but still requiring fine- grained sensor data that may leak sensitive behavioral information.
In	contrast,	CarbonSense	achieves	a	higher	coefficient
of determination (R2 = 0.665) while preserving user privacy by operating on aggregated, behavior-level fea- tures rather than raw GPS traces or high-frequency sensor streams.

TABLE IX
COMPARISON WITH RELATED WORK AND BASELINE APPROACHES
Approach	R2	Privacy	Features
Nitsche et al. [23] 0.48 Low GPS Prelipcean et al. [24] 0.52 Med Accel.
CarbonSense (Ours)	0.665	High	Behavioral
Distance-based 0.995 Low Exact dist. Duration-based 0.983 Low Raw time

Our approach achieves superior performance (R2=0.665) compared to existing privacy-preserving methods [23], [24] while avoiding severe data leakage (8.6% feature contribution vs. 83.1% for distance-based approaches).
Our approach achieves superior performance (R2=0.665) compared to existing privacy-preserving methods while avoiding severe data leakage (8.6% feature contribution vs. 83.1% for distance-based approaches).



V.	DISCUSSION
A.	Strengths
1) Real-Time Adaptability: Integrates live data streams, not static averages.
2) Uncertainty Quantification: Bayesian Models in- clude predictive intervals, which enable users to make more informed decisions about risk.
3) Explainability: Machine Learning Algorithms (ML) provide predictive outputs through making use of SHAP values to allow for insights into the predictions produced by ML.
4) Operational Robustness: API-based and pattern- based fallbacks provide an operationally robust way for systems to gracefully degrade.
5) Dual-Domain Versatility: There is a unified ar- chitecture to provide versatility to a dual-domain transport and energy.
6) No Paywall:  Functionality  of  the  UK  grid  and  the weather is available to users at no charge.
B.	Limitations
1) Absence of Terrain: Flat terrain is presumed to be the default; however, if elevation API integration were  to  be  added,  that  would  help  the  route  calcu- lations on hilly routes approximately 10-20%.
2) Forecasting Time Horizon: The ability to forecast for 24 hours only for planning long distances is tough; therefore, if possible 48h grid forecasting telescoped could greatly assist with optimal plan- ning.
3) No Individualization: There are no user-specific budgets, profiles or FCR (free carbon reporting) available to help establish a user’s carbon footprint.
C.	Comparison with Existing Tools
This chart X outlines the comparison between Car- bonSense and other current carbon footprint calculators regarding (1) real-time functionality, (2) explainable func- tionality, and (3) planning support.
TABLE X
COMPARISON WITH EXISTING CARBON FOOTPRINT CALCULATORS (RT:
REAL-TIME; EXP: EXPLAINABILITY; OPT: OPTIMIZATION CAPABILITY)
Tool	RT	Exp	Opt	Free
UK DEFRA No No No Yes EPA Calculator No No No Yes Carbon.Footprint Part No No Yes CarbonSense Yes Yes Yes Yes

VI.	FUTURE WORK
1) Elevation Integration: Open-Elevation or Google Elevation API will provide terrain-aware routing
2) Live Grid Forecasting: Utilize 48-hour forecast data from the UK ESO and CAISO APIs.


3) User Persistence Layer: User historical data will be maintained in a PostgreSQL database to provide for the ability to track a user’s budget, track the user’s carbon usage and perform trend analysis.
4) Gamification: Badges that reward users with low- carbon choices to help increase user engagement
5) Mobile App: Will be native to iOS and Android with offline capabilities.
VII.	CONCLUSION
CarbonSense has developed an efficient, field-ready methodology for carbon estimation (with good uncer- tainty attribution) using a context-aware approach to estimating CO2 emissions based on real-time data and an explainability layer (using machine learning) built on top
of it. This way, we provide users with actionable climate intelligence (which is located within a time frame) rather than just a  static report of carbon emissions.
The combination of time-based re-optimization, ex- plainable machine learning, and real-time data sources (through APIs) ensures that our carbon estimation frame- work can generate accurate forecasts (even  without pre- mium APIs) with an overall accuracy rate of 95%, which confirms the accuracy of the underlying assumptions used to develop the model.
The project’s success in the emerging field of data and sustainable technologies is due to the project being able to create  new  opportunities  for  users,  such  as  retraining  on contextual data and improving future forecast accuracy. Lastly, the combination of openly available data, machine learning transparency, and scalable system design in Car- bonSense demonstrates how individuals and organizations anywhere in the world can have access to democratic carbon intelligence.
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