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Abstract: Abstract: The Digital Imaging and Communication in Medicine (DICOM) standard preserve both pixel-level image data and clinically relevant acquisition metadata. While conversion of DICOM images to format such as PNG or JPEG may not inherently degrade pixel fidelity when appropriately performed, conventional deep-learning pipelines frequently exclude or ignore structured DICOM metadata, limiting the exploitation of non-visual clinical context.  This study evaluated the performance of DICOMFusionNet, a multimodal convolutional neural networ, that jointly learns from image pixel data and curated non-identifying DICOM metadata, in comparison with widely used transfer-learning image-only models. A dataset of 1000 pediatric chest radiographs (425 tuberculosis-positive and 575 controls) from Epicentre, Mbarara Regional Referral Hospital was used. Images were pre-processed using standardised windowing and normalised procedures, while explicitly selected metadata fields were normalised or one-hot encoded and fused with image-derived features. DICOMFusionNet was benchmarked against Inception V3, VGG16, VGG19, and ResNet50, all trained on image data only. Performance was evaluated using accuracy, precision, recall, and F1-score under a k-fold cross-validation protocol, and an ablation study quantified the contribution of metadata. DICOMFusionNet achieved superior performance with a test accuracy of 92.3% and an F1-score of 0.91, outperforming Inception V3 (86.7%), VGG16 (85.4%), VGG19 (85.9%), and ResNet50 (87.1%). Excluding metadata reduced accuracy to 87.8% and F1-score to 0.55, confirming it predictive contribution. These results demonstrate that integrating structured DICOM metadata with image data rather than relying on image-only pipelines, improves diagnostic performance and robustness. The study highlights the importance of transparent metadata curation and multimodal evaluation for reproducible medical imaging research.
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1. Introduction 
Medical imaging plays a central role in clinical diagnosis and decision-making, with chest radiography and magnetic resonance imaging (MRI) among the most widely used modalities in both high- and low-resource healthcare settings (Ait Nasser & Akhloufi, 2023). Advances in deep learning, particularly convolutional neural networks (CNNs), have led to significant performance gains in medical classification tasks such as tuberculosis screening and brain tumor detection (Showkatian et al., 2022). These developments rely heavily on large-scale, standardised imaging data for model training and evaluation (Showkatian et al., 2022).
In this context, the Digital Imaging and Communication in Medicine (DICOM) standard serves as the dominant format for medical image storage and exchange, as it encapsulates both pixel-level image data and structured acquisition and patient-related metadata within a single file (Larobina, 2023). While DICOM are routinely used in clinical environment, many dee learning pipelines simplify model development by extracting only the pixel data and discarding or sidelining the associated metadata (Mabirizi et al., 2025).    
Motivated by this disconnect between clinical data and richness and model input design, this paper presents an independent evaluation and extended validation of a previously developed  deep learning model for DICOM image classification, referred to as DICOMFusionNet (Vicent et al., 2025). The model was developed to jointly learn from pixel-level DICOM images and selected non-identifying metadata within a multimode CNN framework. 
The original study reported promising internal results on chest X-ray for tuberculosis detection and magnetic resonance imaging (MRI) scans for brain tumor classification. However, questions remained regarding comparative performance, validation rigor, and the specific contribution of metadata relative to established image-only transfer learning architectures such as Inception V3 (Meena et al., 2023), the Vision Geometry Group (VGG) networks (Veni & Manjula, 2022), and ResNet50 (Koonce, 2021). 
To address these gaps, this work focuses on (i) a transparent comparative evaluation against commonly used CNN-based transfer learning models trained on image data alone, and (ii) an ablation analysis isolating the effect of metadata integration. Performance is assessed using accuracy, precision, recall, and F1-score under a clearly defined cross-validation protocol.
2. Methods 
2.1 Dataset acquisition 
The study utilised a secondary, retrospectively compiled dataset drown from three prior tuberculosis-focused studies conducted at Epicentre, Mbarara Regional Referral Hospital, collaboration with Mbarara University of Science of Science and Technology. The dataset comprised 1000 labeled postero-anterior chest radiographs from children under 15 years of age, including 575 TB-negative controls and 425 TB-positive cases.
The data were split into 70% training, 15% testing, and 15% validation sets, with 5-fold cross-validation applied on training set to stabilize performance estimates. Validation data were used exclusively for hyperparameter tuning during early stopping, while the test set was held out for final evaluation. To mitigate overfitting, data augmentation, including rotation (±10°), scaling (±10%), horizontal flipping, and controlled intensity perturbations was applied only to the training fold.
2.2 Metadata and Image preprocessing
A curated subset of non-identifying DICOM metadata fields was explicitly selected based on clinical relevance and availability consistency across scanners. These included patient age, sex, view position, pixel spacing, exposure parameters, and image acquisition settings. Free-text and institution-specific descriptors (e.g.  StudyDescription [0008, 1030] and SeriesDescription [0008, 103E]) were excluded to prevent data leakage and spurious correlation.  
Numeric metadata fields were min-max normalised to [0,1], while categorical variables were one-hot encoded. Nested DICOM sequence were excluded to ensure reproducibility across vendors and acquisition protocols. The resulting metadata representation was concatenated into a 256-dimensional feature vector, forming the structured input to the metadata branch of DICOMFusionNet.
Chest radiographs were standardized using reproducible preprocessing steps. Pixel intensities were windowed using a level of 50 and width of 350, enhancing pulmonary structure visibility. Automated lung-region masking was applied using thresholding and morphological operations to reduce background bias. Images were resized to 244 x 244 pixel and normalized to [0,1] prior to CNN input.
2.3 Modal Architecture and Training
The evaluation included DICOMFusionNet and four CNN-based transfer-learning models including Inception V3, VGG16, VGG19, and ResNet.
For the DICOMFusionNet, the image branch consisted of convolutional layers with batch normalization and ReLu activation, followed by max-pooling and flattening. The metadata branch processed the 256-dimensional structured vector through fully connected layers, and both branches were concatenated prior to final classification.
Baseline transfer-learning models were trained using image data only, with DICOM pixel data exported in a manner that preserved dynamic range. All models were trained using the Adam optimizer (learning rate 1x104), batch size 32, and categorical cross-entropy loss. Early stopping based on validation loss and dropout (0.5) were applied to control overfitting. Training was performed on an NVIDIA Tesla V100 GPU using PyTorch. 
An ablation study compared DICOMFusionNet trained with image data alone versus image + metadata, allowing direct quantification of metadata contribution independent of format choice. 
3. Results
The classification performance of DICOMFusionNet and the conventional transfer learning models is summarised in Table 1. Performance is reported for training, testing, and validation dataset across accuracy, precision, recall, and F1-score. The table also includes results from the ablation study evaluating the contribution of metadata to DICOMFusionNet’s predictive performance.
Table 1 summarises classification performance across training, validation, and testing splits. DICOMFusionNet consistently outperformed image-only transfer-learning models across all metrics. The ablation study demonstrated a 4.5% absolute reduction in test accuracy when metadata was excluded, confirming its predictive value.  
Table 1: Performance comparison results
	Model
	Dataset Split
	Accuracy (%)
	Precision

	Recall

	F1-score 

	DICOMFusionNet
(Image + Metadata)
	Training 
	94.1
	0.93
	0.95
	0.94

	
	Testing 
	92.3
	0.91
	0.92
	0.91

	
	Validation
	91.7
	0.91
	0.92
	0.91

	DICOMFusionNet
(Image Only)
	Training 
	89.5
	0.88
	0.90
	0.89

	
	Testing
	87.8
	0.84
	0.86
	0.85

	
	Validation 
	86.9
	0.85
	0.87
	0.86

	
Inception V3
	Training 
	88.2
	0.87
	0.88
	0.87

	
	Testing
	86.7
	0.85
	0.87
	0.86

	
	Validation 
	85.0
	0.84
	0.85
	0.85

	
VGG16
	Training 
	87.5
	0.86
	0.87
	0.87

	
	Testing
	85.4
	0.84
	0.85
	0.85

	
	Validation 
	84.1
	0.83
	0.84
	0.84

	
VGG19
	Training 
	88.0
	0.87
	0.88
	0.87

	
	Testing
	85.9
	0.84
	0.86
	0.85

	
	Validation 
	84.7
	0.84
	0.85
	0.85

	
ResNet50
	Training 
	89.0
	0.88
	0.89
	0.88

	
	Testing
	87.1
	0.86
	0.87
	0.86

	
	Validation 
	86.5
	0.85
	0.86
	0.86


4. Discussion 
The evaluation of DICOMFusionNet, a multimodal CNN that integrates raw DICOM images with embedded metadata, demonstrated a superior performance in classifying pediatric chest radiographs compared to conventional transfer learning models. This approach addresses the limitation of traditional models that requires conversion from DICOM to standard image formats, a process that often leads to the loss of clinically relevant metadata and reduced diagnostic accuracy.
DICOMFusionNet achieved an accuracy of 92.3% and an F1-socre of 0.91, outperforming Inception V3 (86.7%), VGG16 (85.4%), VGG19(85.9%) and ResNet (87.1%). These results are consistent with recent studies highlighting the efficacy of multimodal models in medical image classification. For example, Multimodal Chest X-ray Network (MXC-Net), a context-aware multimodal model for chest radiology, demonstrated improved diagnostic accuracy by integrating structured patient metadata with image data (Yang et al., 2025). Similarly, Ben Rabah et al. (2025) reported enhanced classification performance by combining mammography images with clinical metadata.
The ablation study revealed a significant performance drop when DICOMFusionNet was trained using image data alone, with accuracy decreasing to 87.85 and F1-score to 0.85. This emphasizes the critical role of metadata in enhancing model performance. Recent studies have emphasized the importance of preserving both image and metadata in DICOM files to avoid classification bias and loss of diagnostic context (Kathiravelu et al., 2021; Mabirizi et al., 2025). 
The transfer learning models, while effective, underperformed relative to DICOMFusionNet. This can be attributed to preprocessing step of converting DICM images to standard formats, which discards valuable metadata and may introduce artifacts. Studies have shown that such conversions can lead to information loss and classification bias (Chiang et al., 2021; Kathiravelu et al., 2021; Miranda-Viana et al., 2023). Additionally, fine-tuning strategies in transfer learning models vary in effectiveness; for example, combining linear probing with full fine-tuning has been found to improve performance in certain medical imaging tasks (Davila et al., 2024). 
The superior performance of DICOMFusionNet highlights the potential of multimodal deep learning models in clinical diagnostic. By preserving and utilizing both image and metadata, these models can provide more accurate and context-aware predictions, thereby supporting clinical decision-making (Musinguzi et al., 2025; Tang et al., 2025). Furthermore, the integration of metadata can reduce algorithmic bias and enhanced generalization across diverse patient population (Kathiravelu et al., 2021). 
5. Conclusion 
The study evaluated the performance of DICOMFusionNet, a multimodal convolutional neural network designed to natively process DICOM files by integrating both pixel-level image data and embedded metadata. The results demonstrated that DICOMFusionNet consistently outperformed conventional transfer learning architecture including Inception V3, VGG16, VGG19, and ResNet50 across all evaluation metrics. The inclusion of metadata proved to be critical factor in boosting predictive accuracy, as shown by the significant performance decline observed in the ablation study when metadata was excluded.
These findings highlight the importance of preserving the integrity of DICOM files during deep learning workflow, avoiding conversion to alternative image formats that risk discarding clinically relevant metadata. By maintaining both the image content and contextual metadata, DICOMFusionNet produced more accurate and context-aware classifications, ultimately with clinical diagnostic needs.
Beyond demonstrating superior performance, this study highlights the broader potential of multimodal deep learning frameworks to reduce algorithmic bias, improve generalization across diverse patient population, and enhance clinical decision support.      
6. Future work 
Future research should focus on expanding the diversity of dataset to improve the generalizability of multimodal models. Additionally, exploring the integration of other data modalities, such as electronic health records and genomic data, could further enhance model performance. Addressing computational efficiency and scalability will also be crucial for the widespread adoption of these models in clinical settings.
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