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Abstract—The exponential growth of digital data has led to significant storage redundancy, with studies showing that 20– 40% of typical file systems contain duplicate or near-duplicate content. Traditional deduplication tools rely on cryptographic hash functions like MD5 or SHA-256, which only detect byte-level identical files and miss semantically similar or perceptually nearidentical content. This paper presents DeduAI, a novel multimodal deduplication system that combines ensemble machine learning, perceptual hashing, and natural language processing techniques to detect duplicates across images, text documents, and binary files. For images, we implement a five-algorithm weighted ensemble combining Perceptual Hash (pHash), Average Hash (aHash), Difference Hash (dHash), Wavelet Hash (wHash), and Color Histogram Cosine Similarity. Text deduplication integrates TF-IDF vectorization with Jaccard similarity, bigram overlap, and sequence matching. The system features a threetier action framework that balances automation with user control, automatically removing high-confidence duplicates (≥90% similarity) while recommending borderline cases for user review. Experimental results demonstrate superior accuracy compared to single-algorithm approaches, with the ensemble method achieving robust detection across various image transformations and document modifications. The system operates entirely ofline, ensuring data privacy while providing an intuitive graphical interface for non- technical users.
Index Terms—data deduplication, perceptual hashing, ensemble learning, TF-IDF, image similarity, semantic text analysis, storage optimization

I. INTRODUCTION
Modern computing environments face an unprecedented challenge in managing digital data redundancy. With cloud storage adoption, mobile device proliferation, and enterprise file systems expanding rapidly, duplicate data accumulation has become a critical storage management problem. Users inadvertently create duplicates through backup operations, file synchronization across devices, version control systems, and simple copy-paste actions. This redundancy directly translates to wasted storage resources, increased backup times, higher cloud storage costs, and degraded system performance.
Current deduplication solutions fall into two categories: enterprise-level storage systems that operate at the block or chunk level, and desktop utilities that rely on cryptographic hash matching. Enterprise solutions like NetApp ONTAP and EMC Data Domain achieve significant storage savings but are expensive and inaccessible for individual users. Desktop tools

such as fdupes and rdfind compute MD5 or SHA-256 hashes to identify exact duplicates efficiently, but they fundamentally fail when files are semantically equivalent yet differ at the byte level.
Consider common scenarios: a photograph compressed at different JPEG quality levels, a document saved in multiple formats, or text files with identical content but different line endings. These near-duplicates consume storage but evade hash-based detection entirely. The problem extends beyond simple file types—images undergo compression, resizing, and color adjustments; documents get reformatted or paraphrased; and even binary files may have structural similarities despite byte-level differences.
This paper introduces DeduAI, an intelligent multi-modal deduplication system that addresses these limitations through ensemble machine learning approaches. Rather than relying on a single similarity metric, DeduAI combines multiple complementary algorithms to achieve robust duplicate detection across different file modalities. Our key contributions include:
· A five-algorithm weighted ensemble for image deduplication that combines perceptual hashing techniques with color histogram analysis, providing robustness against common image transformations
· A four-metric text similarity pipeline integrating TF-IDF semantic analysis with lexical and structural comparison methods
· A graduated action framework that balances automated deletion with user oversight based on confidence thresholds
· A complete ofline desktop application with an intuitive interface accessible to non-technical users
The remainder of this paper is organized as follows: Section II reviews related work in deduplication systems and similarity detection algorithms. Section III describes our proposed methodology and system architecture. Section IV presents implementation details and algorithmic approaches. Section V discusses experimental results and performance analysis. Finally, Section VI concludes with future research directions.

II. LITERATURE REVIEW
A. Enterprise Storage Deduplication
Block-level and chunk-level deduplication systems have been extensively studied in enterprise storage contexts. These systems divide data streams into fixed or variable-length segments and use cryptographic hash functions (SHA-1, SHA256) to identify redundant chunks. Data Domain and NetApp ONTAP implement inline deduplication at the storage layer, achieving 10:1 to 20:1 compression ratios for backup workloads [1]. However, these solutions operate at infrastructure level and do not address file-level semantic similarity.

B. Perceptual Hashing for Images
Perceptual hashing algorithms have been developed since the early 2000s for robust image identification. Zauner’s comprehensive framework compared multiple approaches including pHash, aHash, and dHash [2]. These algorithms reduce images to compact fingerprints capturing structural or frequency-domain characteristics. The Hamming distance between perceptual hashes provides a similarity measure robust to compression and minor modifications.
Monga and Evans demonstrated that wavelet-based hashing using Discrete Wavelet Transform (DWT) outperforms DCTbased methods for heavily compressed JPEG images [3]. Their work showed superior noise resistance in frequency- domain representations, which influenced our decision to include wHash in our ensemble.

C. Document Similarity and Deduplication
Broder et al. established theoretical foundations for scalable near-duplicate document detection using MinHash and Locality Sensitive Hashing [4]. These techniques power web- scale deduplication but focus on exact or near-exact textual matches rather than semantic paraphrasing.
TF-IDF (Term Frequency-Inverse Document Frequency) vectorization, introduced by Salton and Buckley, provides powerful document representation capturing term importance [5]. Combined with cosine similarity, TF-IDF enables comparison of documents with different lengths and vocabularies, making it effective for detecting paraphrased content.
Recent advances in transformer-based models like SentenceBERT have achieved state-of-the-art performance on semantic similarity benchmarks [6]. However, these models require significant computational resources (400+ MB disk space, substantial RAM), making them impractical for lightweight desktop applications. Our TF-IDF approach provides a practical approximation with minimal resource requirements.
D. 
Ensemble Learning Approaches
Ensemble learning combines multiple weak learners to create robust predictive models. While extensively studied in classification tasks, ensemble approaches for similarity measurement remain relatively unexplored. Each perceptual hash algorithm has distinct strengths—pHash excels at compression robustness, dHash captures edge structure, and wHash handles high-frequency noise. Our weighted ensemble synthesizes these complementary signals.
E. Gaps in Current Solutions
Existing desktop deduplication tools like dupeGuru offer limited image similarity through pixel comparison but lack semantic text analysis. AllDup and Easy Duplicate Finder primarily use hash matching with optional file size comparison. None provide unified multi-modal deduplication, graduated action systems, or integrated diff viewers. This gap motivated our development of DeduAI as a comprehensive solution accessible to typical desktop users.
III. PROPOSED METHODOLOGY
A. System Architecture
DeduAI employs a layered, modular architecture separating the user interface from the core deduplication engine. This design ensures maintainability and enables potential reuse in different contexts like command-line tools or mobile applications.
The architecture consists of two primary layers:
User Interface Layer: Implemented using CustomTkinter, this layer manages all user interactions including file selection, scan initiation, progress display, and results presentation. Threading ensures the GUI remains responsive during computation- intensive operations.
Deduplication Engine Layer: This layer encapsulates all similarity computation, file classification, and management logic. It exposes two primary methods: scan_directory() for recursive folder scanning and scan_files() for targeted file comparison. The engine operates independently of the UI, facilitating modular testing and future extensions.
B. Image Deduplication Ensemble
Our image similarity module implements a five-algorithm weighted ensemble combining complementary perceptual hashing techniques:
Perceptual Hash (pHash) converts images to grayscale and applies Discrete Cosine Transform (DCT). A compact hash is generated from high-frequency DCT coefficients. The Hamming distance between hashes, normalized by hash length (64 bits), gives similarity. pHash demonstrates robustness to JPEG compression, brightness/contrast adjustments, and minor geometric distortions [2].
Average Hash (aHash) resizes images to 8×8 pixels, converts to grayscale, and compares each pixel to the average pixel

value. The resulting binary string forms the hash. While less discriminative than pHash for complex images, aHash provides extreme computational efficiency and resizing robustness.
Difference Hash (dHash) computes gradients of adjacent pixels in the resized image, encoding luminance change directionality. dHash effectively detects images with local structural modifications while maintaining computational efficiency.
Wavelet Hash (wHash) applies Discrete Wavelet Transform and generates hashes from low-frequency components. As Monga and Evans demonstrated, wHash provides superior robustness against JPEG compression artifacts compared to DCT-based methods [3].
Color Histogram Cosine Similarity resizes images to 64×64 pixels and computes cosine similarity between flattened pixel vectors. This captures overall color distribution, ensuring images with dramatically different color profiles are correctly identified as dissimilar.
The ensemble combines these scores using empirically calibrated weights:

Simage = 0.35Sp+0.20Sa+0.20Sd+0.15Sw+0.10Sc (1)
These weights reflect relative discriminative power and robustness established through evaluation on a test corpus of 500 near-duplicate image pairs.
C. Text Similarity Pipeline
Text deduplication employs a four-metric pipeline combining character-level, word-level, phrase-level, and semantic similarity measures:
SequenceMatcher performs character-level comparison using the Ratcliff/Obershelp algorithm, returning a ratio representing the proportion of matching characters. This metric captures exact character-level similarity and detects files with minor edits.
TF-IDF Cosine Similarity transforms documents into TFIDF vectors using scikit-learn’s TfidfVectorizer with unigrams and bigrams (ngram_range=(1,2)) and English stop-word removal. Cosine similarity between vectors captures semantic similarity independent of document length, making it powerful for detecting paraphrased content.
Jaccard Word Set Similarity tokenizes texts into word sets (lowercased) and computes the Jaccard coefficient (intersection over union). This provides a simple but effective measure of lexical overlap.
Bigram Overlap extracts consecutive word pairs into sets and computes Jaccard coefficient over bigram sets. This captures phrase-level similarity, detecting shared multi-word expressions that indicate document relationship. The weighted combination is:

Stext = 0.25Sseq +0.40Stfidf +0.20Sjacc +0.15Sbi	(2)
TF-IDF receives the highest weight as it most effectively captures semantic document structure.
D. Binary File Deduplication
For binary files, we employ a two-stage approach. First, MD5 cryptographic hashes are computed for all files. Identical MD5 hashes indicate exact duplicates with similarity 1.0, bypassing further computation. For non-matching files, we perform sample-based comparison by reading up to 64KB from each file and applying SequenceMatcher to byte sequences. File size ratio (smaller/larger) provides an additional heuristic. The final score is:

Sbinary = 0.70Sbyte +0.30Rsize	(3)
E. Three-Tier Action Framework
A critical design element is our graduated action system balancing automation efficiency with user safety (Table I):

TABLE I
THREE-TIER ACTION FRAMEWORK
	Similarity
	Action
	Behavior

	≥90%
	Auto Delete
	Automatically moves lower-quality copy to OS trash

	80–89.9%
	Recommend
	Presents pair for user review with diff viewer

	30–79.9%
	Show Score
	Displays for information only

	<30%
	Filtered
	Excluded to reduce noise
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Fig. 1. DeduAI end-to-end data flow. Input files pass through an MD5 prefilter and file-type classifier before being routed to modality-specific similarity engines. Per-modality scores are combined into a weighted ensemble score that feeds the three-tier action framework, producing automated deletion, userreview, or informational outputs.



IV. IMPLEMENTATION

A. Technology Stack
DeduAI is implemented in Python 3.9+ leveraging several key libraries:
· CustomTkinter: Modern themed GUI framework providing dark-mode capable widgets with professional aes-
thetics
· Pillow (PIL): Comprehensive image processing library supporting dozens of formats
· imagehash: Python implementations of perceptual hashing algorithms
· scikit-learn: Machine learning library providing TF-IDF vectorization and cosine similarity
· numpy/scipy: Numerical computing foundations
· send2trash: Safe OS-native trash-based file deletion
Python’s rich ecosystem and cross-platform nature (Windows, macOS, Linux) aligned perfectly with our portability requirements.
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Fig. 2. Image deduplication algorithm flow. Both candidate images are processed by five parallel perceptual hashing and color comparison algorithms. Normalized per-algorithm scores are combined via a calibrated weighted ensemble (Equation 1) to produce a single similarity score that drives the action decision.


B. Threading Architecture
Python’s Global Interpreter Lock (GIL) prevents true parallel CPU execution, but threading remains essential for UI responsiveness. We run the deduplication engine in a daemon background thread while the main thread handles UI events. Thread-safe communication uses callback functions scheduled via CustomTkinter’s after() method, queuing UI updates to the main event loop without explicit locking.
C. 
MD5 Pre-Filter Optimization
A significant performance optimization is our MD5 prefilter. Rather than performing O(n2) pairwise comparisons for all files, we compute MD5 hashes in a single O(n) pass and group matching hashes as exact duplicates. These are added to results with similarity 1.0 and excluded from subsequent comparisons. In typical scenarios with many exact duplicates (common in backups), this reduces expensive comparisons by 30–70%, substantially improving scan completion time.
D. Graceful Degradation
The system implements cascading fallbacks when optional dependencies are unavailable. If imagehash is missing, image comparison falls back to byte sampling. Without scikit-learn, text similarity degrades to a three-metric combination excluding TF-IDF. If send2trash fails, deletion falls back to os.remove with user warning. This ensures functionality across minimal Python environments.
V. RESULTS AND DISCUSSION
A. Accuracy Evaluation
We evaluated DeduAI on a test corpus of 500 deliberately created near-duplicate pairs across three categories:
Image Duplicates: 200 pairs including JPEG compression variations (95% vs. 60% quality), resized copies (1920×1080 to 640×360), and color-corrected versions. The ensemble achieved 94% precision and 91% recall with the 90% threshold, outperforming any single algorithm. pHash alone achieved 87% precision, while aHash reached only 76%.
Text Documents: 200 pairs of paraphrased documents, reformatted files, and minor edits. The TF-IDF-based pipeline achieved 89% precision and 86% recall. Documents with 30% lexical overlap but high semantic similarity were correctly classified as near-duplicates, while documents with 60% word overlap but no semantic relationship received appropriately lower scores.
Binary Files: 100 pairs of exact duplicates and nearidentical files. MD5 filtering achieved 100% accuracy for exact matches, while sample-based comparison provided useful heuristics for near-duplicates.

B. Performance Benchmarks
Performance testing on an Intel Core i5 (11th Gen) with 8GB RAM yielded:
· 100 images (avg. 2MB JPEG): 47 seconds including MD5 pre-filtering
· 100 text files (avg. 50KB): 18 seconds
· 500 mixed files (10% duplicates): 4 minutes 12 seconds, peak memory 287MB

These results confirm acceptable performance for typical personal and small enterprise use cases. Image similarity computation accounts for 78% of scan time in image-heavy directories, with wHash (involving DWT) being the primary bottleneck. For text-heavy directories, TF-IDF vectorization accounts for 65% of total time.

C. Ensemble vs. Single-Algorithm Comparison
To validate our ensemble approach, we compared the fivealgorithm combination against each individual algorithm on the image test corpus. The ensemble consistently achieved higher F1 scores across diverse transformation scenarios. For heavily compressed images, pHash performed best individually but still underperformed the ensemble. For color-shifted images, the ensemble’s ColorHist component provided critical discriminative power that individual structural hashes missed. This empirically confirms the ensemble learning principle— diverse,	complementary	weak	learners	combined appropriately outperform any single learner across broad input
distributions.

D. User Experience Observations
The three-tier action framework proved effective in balancing automation with control. In user testing, the 90% autodelete threshold produced zero false positives across 500 test pairs. The 80–90% recommendation tier presented an average of 12 pairs per scan for user review, a manageable number that did not overwhelm users. The integrated diff viewer received positive feedback, with users appreciating the ability to inspect differences before confirming deletion.
VI. CONCLUSION AND FUTURE WORK
This paper presented DeduAI, an intelligent multi-modal deduplication system that significantly advances beyond conventional hash-based tools. By integrating ensemble perceptual hashing for images, TF-IDF semantic analysis for text, and a graduated action framework for user interaction, we achieved robust duplicate detection across multiple file modalities while maintaining usability for non-technical users. Our experimental results demonstrate that the ensemble approach substantially outperforms single-algorithm methods, correctly identifying near-duplicates that evade traditional deduplication tools. The system operates entirely ofline, ensuring data privacy while providing practical utility for
personal and small enterprise storage management.
Several limitations suggest future research directions. The O(n2) pairwise comparison complexity limits scalability to directories of a few thousand files. Multi-threading and parallel processing using Python’s multiprocessing module could significantly improve performance. Deep learning-based image embeddings using pre-trained CNNs (ResNet, VGG) would

enable semantic similarity detection between images of the same subject from different viewpoints. Sentence transformer models like Sentence-BERT could replace TF-IDF for deeper semantic understanding of documents.
Additional extensions include video file deduplication using frame-sampling and perceptual hashing, cloud storage integration via provider APIs, real-time filesystem monitoring using watchdog, and mobile applications using Kivy or BeeWare. A plugin architecture would enable third-party contributions of additional similarity modules for specialized file types.
DeduAI demonstrates that intelligent, multi-modal data deduplication is achievable on commodity desktop hardware using standard open-source libraries, delivering meaningful improvements in deduplication accuracy while maintaining the usability and safety standards required for practical deployment.
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