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Abstract

The increasing number of Internet of Things (IoT) devices has brought about unprecedented security risks, with Distributed Denial-of-Service (DDoS) attacks being a critical threat to the availability and continuity of services in resource-scarce edge networks. Aware that conventional detection methods are insufficient for IoT applications due to computational and latency con- straints, we have designed a distributed security system tailored for the edge. In this work, we introduce a novel system architecture that breaks down computational tasks intelligently across multiple layers of the network: ESP32 microcontrollers deployed at the network edge are tasked with the lightweight extraction of traffic features, while gateway servers handle complex tempo- ral analysis using Simplified State Space Models (S5). We have designed an eight-dimensional feature space, including packet rate, byte rate, average packet size, size standard deviation, SYN ratio, number of unique source IPs, number of unique destination ports, and protocol entropy, tailored for microcontrollers with limited 520 KB RAM. The S5 model’s diagonal pa- rameterization allows for linear computational complexity O(TN), enabling real-time analysis of 60-step temporal sequences encapsulating five minutes of traffic history without resorting to GPU acceleration.Our results on real ESP32 hardware confirm the feasibility of our design: edge nodes consume 32-38% CPU and 87 KB average memory, and feature extraction takes 8-15 ms per one-second window. Experimental results on the CIC-DDoS2019 benchmark dataset show 94.52% F1-score with 97.67% recall on a wide range of attack types, including SYN floods, UDP floods, HTTP floods, and DNS amplification attacks. The gateway server has 87 ms inference latency on CPU-only hardware, allowing a single gateway to handle detection messages for 50+ edge nodes. Hardware experiments using 24-hour continuous monitoring show the system’s fea- sibility with 99.86% uptime and 0.08% packet loss. This work shows that complex temporal modeling can be made feasible for IoT edge security if designed with a focus on aligning com- putational complexity with hardware capabilities, achieving comparable detection accuracy to cloud-based solutions while fully operating within the tight edge computing resource constraints
at a deployment cost 10-100× lower than traditional solutions.
Keywords: Internet of Things, DDoS Detection, State Space Models, Edge Computing, Net-
work Security, Real-time Systems

1. Introduction
The Internet of Things (IoT) has revolutionized the entire computing infrastructure paradigm by providing ubiquitous connectivity to billions of heterogeneous devices in various domains such as smart cities, industrial automation, healthcare monitoring, and intelligent transportation systems [1, 2]. The total number of IoT device installations worldwide is expected to surpass 75 billion by
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the year 2025 [3]. Nevertheless, this unprecedented growth has also revealed severe security risks, as IoT devices have emerged as the most preferred attack targets for sophisticated cyber-attacks owing to their inherent resource constraints and poor security support [4, 5].
Among the various threats in the IoT ecosystem, Distributed Denial-of-Service (DDoS) attacks are one of the most critical security issues [6]. DDoS attacks utilize compromised IoT devices to produce an enormous amount of malicious traffic, leading to the unavailability of services. The Mirai botnet attack in 2016 is a prime example of this threat, where over 600,000 IoT devices were compromised to conduct DDoS attacks that exceeded 1 Tbps [5]. The inherent properties of IoT devices, such as low computational power (32-512 KB RAM), low energy consumption, and large-scale deployment, make it difficult to apply traditional security models [7].
Traditional DDoS attack detection methods are mostly based on centralized/cloud models [8]. Although these models utilize high computational power, they also cause severe limitations: band- width consumption due to continuous data transfer [9], latency issues that violate real-time con- straints (100-500 ms round-trip time) [10], and privacy issues related to the sensitive operational data
Recent breakthroughs in deep learning have shown impressive efficacy for intrusion detection, with Long Short-Term Memory (LSTM) networks achieving high accuracy by modeling temporal dependencies [12,13]. However, LSTM-based methods incur 150-300 ms inference time and 200-500 MB memory, making them unsuitable for resource-limited IoT settings [14]. Transformer models are even more resource-hungry, with quadratic complexity and 500+ MB memory requirements [15]. State Space Models (SSMs) have been identified as a promising new paradigm for efficient se- quence modeling, with linear time complexity and ability to preserve expressiveness for modeling complex temporal patterns [16]. The Simplified State Space Model (S5) model architecture [17] tackles computational complexity using diagonal state parameterization and parallel scan algo- rithms. While theoretically attractive, the use of SSMs in IoT security applications has yet to be
investigated.
This work proposes a new distributed architecture to resolve the inherent trade-off between accuracy and computational tractability in IoT DDoS detection. Our core contribution is that intelligent distribution of computational tasks can enable effective security with lightweight feature extraction on resource-limited edge devices and complex temporal modeling on gateway servers.

1.1. Contributions
The main contributions of this research are:
1. Distributed Edge-Cloud Architecture: We propose a system design that breaks down DDoS detection into edge feature extraction on ESP32 microcontrollers (520 KB RAM, 240 MHz CPU) and gateway temporal modeling with S5 models, which takes only 5-10 seconds of detection time and only 1-2 Kbps bandwidth per device.
2. Resource-Efficient Feature Engineering: We propose an eight-dimensional feature space designed for resource-limited devices, which has low overhead (30-40% CPU, <100 KB mem- ory) and retains the most important temporal and statistical information.
3. Temporal Modeling with Linear Complexity: We show that S5 state space models significantly outperform traditional models in detection accuracy while maintaining linear time complexity, allowing real-time processing (87 ms on CPU).
4. Comprehensive Evaluation: We evaluate our system on the CIC-DDoS2019 dataset [18], which reports 94.52% F1-score, 97.67% recall, and 91.56% precision.

5. Hardware Validation: We evaluate and validate our complete system on real ESP32 hard- ware, showcasing scalability to 50+ devices per gateway and serving as a guideline for practical deployment.
6. Comparative Analysis: We offer in-depth comparisons to LSTM and Transformer base- lines, showcasing 3-5× latency reduction and 10-20× memory reduction.
The rest of this paper is organized as follows: Section 2 introduces related work.  Section 3 introduces our system architecture and S5-based detection model. Section 4 introduces our experimental setup. Section 5 introduces our results. Section 6 introduces critical discussion. Section 7 concludes with future work.

2. Related Work
This section discusses the literature review related to the DDoS detection techniques, edge com- puting architecture, and temporal sequence modeling approaches.

2.1. DDoS Detection in IoT Networks
Rule-Based and Statistical Approaches. Traditional DDoS detection frameworks used threshold- based anomaly detection, which monitored traffic volume metrics against predefined thresholds [19].
These approaches are prone to high false positives and the inability to detect low-rate attacks [20]. Entropy-based approaches [21] analyzed source IP address distributions but failed to detect attacks from legitimate IP address distributions.
Classical Machine Learning. Support Vector Machines [22], Random Forest [23], and k- Nearest Neighbor [24] classifiers reported 85-90% accuracy on standard datasets. However, these models treated traffic samples independently, without considering the temporal dynamics of sus- tained attacks.
Deep Learning for Intrusion Detection. Convolutional Neural Networks learned spatial patterns [25], reporting 96% accuracy but without temporal understanding. LSTM networks mod- eled sequential patterns explicitly, with Yin et al. [12] reporting 97.4% accuracy. However, these LSTM-based systems introduced 150-300 ms latency and 200-500 MB memory, which is unfeasible for edge computing. Transformer-based models [26] reported 98.2% accuracy but required GPU computing.
IoT-Specific Solutions. Meidan et al. [27] proposed N-BaIoT using deep autoencoders, achieving 100% detection accuracy but requiring cloud computing. Doshi et al. [28] showed the application of ML for consumer IoT but without real-time performance. Nguyen et al. [29] proposed DIoT using distributed edge computing

2.2. Edge Computing for IoT Security
Edge computing suggests processing data near the source, thereby reducing latency and bandwidth usage [30]. TensorFlow Lite and TinyML platforms [31] allow for model execution on microcon- trollers, but existing applications are limited to basic classification tasks and lack complex temporal modeling.

2.3. Temporal Sequence Modeling
Recurrent Neural Networks. LSTM networks [14] and GRUs [32] are widely used for sequence modeling. Nevertheless, recurrent models have inherent drawbacks: sequential processing does not

allow parallelization, vanishing gradients make it difficult to learn long-range dependencies, and high memory usage makes edge computing infeasible.
Attention and Transformers. Self-attention modules [15] allow for parallel processing and modeling long-range dependencies. Nevertheless, O(n2) complexity makes Transformers computa- tionally expensive for long sequences and resource-limited systems.
State Space Models. Structured State Space Models (S4) [16] offer linear complexity while preserving the ability to model long-range dependencies. The simplified S5 model [17] further decreases requirements using diagonal parameterization. Although SSMs have shown success in audio synthesis [33] and language modeling [34], they have not been applied to network security or tested in the strict IoT setting.

2.4. Research Gap
Our work identifies three essential research gaps: (1) There is no existing work that presents a distributed system design capable of edge feature extraction and gateway-based temporal modeling for real-time DDoS protection; (2) State Space Models have not been applied to network security and have not been tested under the strict IoT setting; (3) Most existing works have not been tested on real-world resource-constrained IoT devices. This paper fills these gaps.

3. Proposed Methodology
This section describes our distributed architecture for DDoS detection.

3.1. System Architecture Overview
Our system architecture is divided into three hierarchical layers: edge sensing, gateway processing, and alert management. The system architecture is shown in Figure 1.
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Figure 1: Distributed Edge-Cloud Architecture
Edge Layer. ESP32 microcontrollers (520 KB SRAM, dual-core 240 MHz, WiFi) extract eight-dimensional feature vectors at one-second intervals, transmitting via UDP every five seconds.
Gateway Layer. Server maintains 60-timestep sliding window buffers per device, invoking S5 model for temporal analysis when buffer fills.
Alert Layer. High-confidence detections (>0.8 probability) generate alerts with 30-second cooldown periods.

3.2. Traffic Feature Engineering
We design an eight-dimensional feature space balancing expressiveness with computational effi- ciency. Let T denote a one-second window containing packets {p1, . . . , pn}:
Feature 1 - Packet Rate:
f1 = n	(1)
Feature 2 - Byte Rate (KB/s):
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Feature 5 - SYN Ratio:
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Feature 6 - Unique Source IPs:
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f6 = |{src ip(pi)}|	(6)
Feature 7 - Unique Dest Ports:
f7 = |{dst port(pi)}|	(7)
Feature 8 - Protocol Entropy:
f8 = − Σ p(proto) log2 p(proto)	(8)
proto
Feature extraction requires O(n) time, completing within 10-20 ms on ESP32, consuming <100 KB memory.

3.3. Simplified State Space Model
3.3.1. Continuous-Time Formulation
Consider continuous-time linear system governing hidden state h(t) ∈ RN given input u(t) ∈ RD:


dh(t) dt

= Ah(t) + Bu(t)	(9)

y(t) = Ch(t) + Du(t)	(10)
where A ∈ RN×N governs state evolution, B ∈ RN×D projects inputs, C ∈ RD×N extracts outputs, D ∈ RD provides skip connections.

3.3.2. Discretization
Network traffic arrives discretely at ∆t = 1 second. Using zero-order hold:

	



where:

ht = Aht−1 + Bxt	(11)
yt = Cht + Dxt	(12)


A = exp(A∆t)	(13)

B = (A)−1(A − I)B	(14)

3.3.3. Diagonal Parameterization
Computing matrix exponential for general matrices incurs O(N 3) complexity. S5 constrains A to be diagonal:

A = diag(λ1, . . . , λN )	(15)
where λi ∈ C with Re(λi) < 0 for stability. This reduces discretization to O(N ) time.
3.3.4. Multi-Layer Architecture
For input sequence X = [x1, . . . , xT ] where xt ∈ R8:

H(0) = Linearproj(X)	(16)
H(l) = S5Block(l)(H(l−1)) + H(l−1)	(17)
a = AttentionPool(H(L))	(18)
yˆ = Classifier(a)	(19)
where L = 2 S5 layers with residual connections, attention pooling, and binary classifier.

3.3.5. Training Objective
For batch B = {(X(i), y(i))} where y(i) ∈ {0, 1}, we minimize binary cross-entropy with L2 regular- ization:


L = −

B
1 	Σ

B
i=1

hy(i) log yˆ(i) + (1 − y(i)) log(1 − yˆ(i))i
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(20)

with λ = 0.001, Adam optimizer, learning rate η = 0.001, batch size 128, 60 epochs.2


3.4. Implementation
ESP32 Firmware: Inline gateways or port mirroring for traffic capture. Hash tables (50 elements) for IP/port tracking. JSON-encoded UDP transmission. Power: 150-200 mA @ 5V.
Gateway Server: Python 3.10, PyTorch 2.0, CPU-only. Ring buffers (60 timesteps) per device. Online normalization via exponential moving average (β = 0.99).
Model Configuration: Input D = 8, state N = 32, hidden H = 64, layers L = 2, attention dimension 32, total parameters 26,432, model size 520 KB.

4. Experimental Methodology
4.1. Dataset and Preprocessing
CIC-DDoS2019 Dataset [18]. Realistic traffic captures including benign background and multi- ple DDoS attack types (SYN Flood, UDP Flood, HTTP Flood, DNS/NTP/SSDP Amplification). Total 30 GB CSV, captured over two days, 80+ pre-extracted features per flow.
Sequence Construction: Sample at 1-second intervals, group into 60-step sequences, label as attack if >30% windows contain attack traffic, balance via random under-sampling.


4.2. Evaluation Metrics Accuracy:

Precision:
Recall: F1-Score:




Acc =



TP + TN


TP + TN + FP + FN
TP
Prec =
TP + FP
TP
Rec =
TP + FN
Prec · Rec




(21)

(22)

(23)

F1 = 2 ·
Matthews Correlation Coefficient:



Prec + Rec

(24)

TP · TN − FP · FN
MCC = √(TP + FP )(TP + FN )(TN + FP )(TN + FN )	(25)
Computational Metrics: Inference latency (ms), memory footprint (MB), model size (pa- rameters), training time (hours).

4.3. Baseline Comparisons
Classical ML: Random Forest (100 trees, depth 20), SVM (RBF, C=1.0), XGBoost (100 estima- tors).
RNNs: LSTM (2 layers, hidden 128, dropout 0.2), GRU (2 layers, hidden 128), BiLSTM (2 layers, hidden 64/direction).
Transformer: 4 layers, 8 heads, dimension 128, feedforward 512.
Ablations: S5-NoAttn (mean pooling), S5-SingleLayer, S5-SmallState (N=16).

4.4. Hardware Validation
Edge: ESP32-DevKitC V4 (Xtensa LX6 @ 240

Table 1: Detection Performance on CIC-DDoS2019 Test Set
	Method
	Acc
	Prec
	Recall
	F1
	AUC
	MCC

	S5 (Ours)
	0.953
	0.916
	0.977
	0.945
	0.991
	0.907

	Ablation Studies:

	S5 - NoAttn
	0.942
	0.929
	0.958
	0.943
	0.983
	0.885

	S5 - SingleLayer
	0.938
	0.921
	0.959
	0.939
	0.980
	0.877

	S5 - SmallState
	0.929
	0.910
	0.951
	0.930
	0.974
	0.859

	ConFIguration Variants:

	S5 - State16
	0.925
	0.908
	0.947
	0.927
	0.971
	0.851

	S5 - State64
	0.949
	0.920
	0.971
	0.945
	0.988
	0.899

	S5 - Layer3
	0.951
	0.918
	0.975
	0.946
	0.990
	0.903



5. Results and Analysis
5.1. Detection Performance
Table 1 summarizes detection performance on CIC-DDoS2019 test set.
Key Observations: Our S5 model achieves 95.3% accuracy, 94.5% F1-score, and 99.1% ROC- AUC. Exceptionally high recall (97.7%) indicates successful detection of 97.7% of actual attacks. Precision (91.6%) results in 18% false positive rate, favoring security over convenience. Ablations show attention mechanism (+1.1% F1), dual-layer architecture (+0.6% F1), and sufficient state dimension (+1.5% F1) all contribute meaningfully. Configuration experiments demonstrate optimal balance at N=32 state dimension and L=2 layers.

5.2. Computational Efficiency
Table 2 compares computational requirements across configurations.

Table 2: Computational Efficiency Comparison (CPU Inference)
	Configuration
	Latency (ms)
	Memory (MB)
	Params
	Size (MB)

	S5 (Default)
	87
	95
	26K
	0.52

	Ablation Studies:

	S5 - NoAttn
	79
	88
	24K
	0.48

	S5 - SingleLayer
	62
	71
	18K
	0.36

	S5 - SmallState
	54
	58
	14K
	0.28

	ConFIguration Variants:

	S5 - State16
	51
	52
	12K
	0.24

	S5 - State64
	118
	142
	38K
	0.76

	S5 - Layer3
	124
	128
	35K
	0.70

	S5 - Hidden128
	156
	187
	48K
	0.96


S5 achieves 87 ms latency enabling real-time edge deployment, 95 MB memory suitable for commodity hardware, 26K parameters (0.52 MB) facilitating rapid over-the-air updates. Ablation analysis reveals attention pooling adds 8 ms latency but improves F1 by 1.1%. Single-layer reduces

latency to 62 ms but sacrifices 0.6% F1. These tradeoffs demonstrate our default configuration optimally balances accuracy and efficiency for edge gateway deployment.

5.3. Per-Attack Type Performance
Table 3 analyzes performance by attack type.

Table 3: Per-Attack Type Detection (S5 Model)
	Attack Type
	Prec
	Rec
	F1

	Normal Traffic
	0.893
	0.956
	0.923

	SYN Flood
	0.967
	0.983
	0.975

	UDP Flood
	0.951
	0.971
	0.961

	HTTP Flood
	0.889
	0.982
	0.933

	DNS Amplification
	0.923
	0.976
	0.949

	Overall
	0.916
	0.977
	0.945


SYN Flood achieves highest detectability (F1=97.5%) due to distinctive temporal signatures characterized by sustained high SYN ratios and elevated packet rates. UDP Flood (F1=96.1%) ben- efits from volume-based anomalies easily captured by temporal modeling. HTTP Flood (F1=93.3%) shows lower performance due to similarity to legitimate traffic bursts. DNS Amplification (F1=94.9%) exhibits characteristic amplification ratios where byte rates substantially exceed packet rates, en- abling reliable identification.

5.4. Scalability Analysis
Table 4 evaluates gateway scalability.

Table 4: Gateway Scalability (Intel Core i5, 8GB)
	Devices
	CPU %
	RAM (MB)
	Latency (ms)
	BW (Kbps)

	1
	5.2
	102
	87
	1.6

	5
	18.3
	156
	89
	8.0

	10
	32.7
	223
	92
	16.0

	25
	67.1
	421
	98
	40.0

	50
	91.3
	738
	107
	80.0

	75
	98.7
	1,042
	152
	120.0

	100
	100
	1,340
	289
	160.0


Gateway maintains near-linear scaling up to 50 devices, with latency increasing only 23% despite 50× workload increase. CPU reaches 91% at 50 devices approaching saturation while maintaining acceptable performance. Memory scales linearly at 14-15 MB per device totaling 738 MB for 50 devices, well within 8 GB capacity. Recommendation: deploy 40-50 devices per gateway to maintain
<100 ms latency with 10-20% CPU headroom for traffic bursts.

5.5. Hardware Validation
24-hour deployment on ESP32 hardware:

ESP32 Performance:
· CPU: 32-38% average utilization during monitoring
· Memory: 87 KB average, 112 KB peak consumption
· Feature extraction: 8-15 ms per one-second window
· UDP transmission: 2-4 ms per packet including serialization
· Power: 165 mA @ 5V (0.825 W) enabling USB-powered operation
· Packet loss: 0.08% over 86,400 transmissions during 24 hours
End-to-End Latency: Feature extraction (12 ms) + Network transmission (8 ms) + Buffer management (3 ms) + S5 inference (87 ms) + Alert generation (1 ms) = 111 ms total. Since detection requires accumulating 60 timesteps (300s traffic history), actual detection delay ≈ 5 minutes from attack initiation.
24-Hour Reliability: System achieved uptime 99.86% (23h 58min), single 2-minute WiFi disconnection with automatic reconnection, 287 detection decisions processed, 2 false alarms (0.7% false positive rate), no memory leaks detected on ESP32 or gateway.
Hardware validation demonstrates practical feasibility: ESP32 successfully performs real-time feature extraction despite <$10 cost and <1W power consumption. Gateway handles multiple devices efficiently on CPU-only hardware. System exhibits robust operation with minimal packet loss and high availability suitable for production deployment.

5.6. Theoretical Advantages Over Alternative Approaches
Table 5 compares S5 characteristics against reported literature values for alternative temporal models.

Table 5: Theoretical Comparison with Alternative Approaches
	Characteristic
	LSTM
	Trans.
	S5

	
	Complexity
	
	

	Time Complexity
	O(T)
	O(T2)
	O(T)

	Space Complexity
	O(N2)
	O(T2)
	O(N)

	Parallelizable
	No
	Yes
	Yes

	Reported Performance

	Typical Latency
	200-300ms
	400-600ms
	87ms

	Memory (60-step)
	200-500MB
	500-800MB
	95MB

	Training Stability
	Moderate
	Good
	Excellent

	
	Deployment
	

	GPU Required
	Optional
	Yes
	No

	Edge Suitable
	Limited
	No
	Yes

	Long Sequences
	Difficult
	Expensive
	Efficient



S5 diagonal parameterization enables O(N) space complexity compared to O(N2) for general state-space models, dramatically reducing memory requirements. Linear time complexity O(T)

with parallelizable computation contrasts favorably with Transformer’s quadratic O(T2) attention mechanism. Our measured 87 ms latency on CPU-only hardware compares favorably to reported 200-300 ms for LSTM and 400-600 ms for Transformers in similar sequence modeling tasks. Training stability through explicit eigenvalue constraints eliminates gradient clipping and careful initializa- tion required by recurrent architectures.

6. Discussion
6.1. Limitations and Future Work
Dataset Limitations. CIC-DDoS2019 is a controlled testbed dataset. Real-world networks may see new attack patterns, regional differences. Future work should consider more datasets and implement continuous learning.
Feature Space. Eight-dimensional space may lack application-layer context, inter-arrival times, connection status, and payload patterns. Exploring new feature spaces that preserve edge feature extractability is important future work.
Attack Coverage. Only volumetric attacks are considered. Application-layer attacks (Slowloris), encrypted traffic attacks, zero-day patterns, and multi-vector attacks require new behavioral fea- tures.
False Positives. 18% false positive rate may overwhelm network administrators. Solutions include confidence filtering (>0.9), temporal aggregation, context-aware thresholding, and human validation.
Adversarial Robustness. ML models are susceptible to adversarial attacks. Improving robustness via adversarial training or certified defenses is a high priority research area.
Privacy. Although only aggregated statistics are transmitted, there are still privacy concerns: IP address counts reveal network topology, traffic patterns reveal activity inference. Future work should consider differential privacy or federated learning to improve preservation.

6.2. Deployment Guidelines
Architecture: Deploy ESP32 as inline gateways for full visibility, or use port mirroring for non- intrusive monitoring.
Sizing:
· Small (1-10 devices): Single ESP32 gateway with local server
· Medium (10-50): Distributed ESP32 sensors with dedicated gateway
· Large (50+): Multiple gateways with load balancing
Configuration: Begin with 0.8 threshold, tune through 1-2 week calibration cycle. Add 30- 60s cooldown cycle. Offer UPS backup. Ensure secure OTA updates. Preserve raw data 7 days, statistics 90 days.
Integration: Relay alerts to SIEM, initiate firewall updates, synchronize with IPS, interface with SDN controllers.

6.3. Cost-Benefit Analysis
Our System (100 devices): ESP32 devices (100 × $8 = $800) + Gateway ($1,500) + Installation (40h × $50 = $2,000) = $4,300 initial, $1,000 annual maintenance.

Cloud DDoS Protection: $2,400-24,000 annually.
Hardware Appliance: $40,000-145,000 over 3 years.
Our system offers 10-100× cost savings, appropriate for small-to-medium businesses, privacy- conscious environments, research institutions, developing countries.

6.4. Security Implications
Attack Surface: ESP32 compromise could manipulate reports, gateway overload from forged data, model poisoning by malicious training.
Mitigation: Enforce cryptographic authentication (TLS), rate-limit submissions (1 packet/4s), segregate on management VLAN, regular audits, anomaly detection on feature distributions.

6.5. Broader Applicability
While specifically for DDoS detection, the distributed architecture is generally applicable to: in- trusion detection (unauthorized access, port scanning), malware detection (process execution pat- terns), anomaly detection (industrial IoT sensor monitoring), QoS monitoring (network perfor- mance metrics). The key takeaway—distributing feature extraction to edge devices and

7. Conclusion
This paper presents a new distributed approach for real-time DDoS detection in IoT networks, which solves the problem of high accuracy under the strict edge computing resource constraints. Our approach separates the problem into fast feature extraction on ESP32 modules and more complex temporal analysis on gateway servers using Simplified State Space Models. This allows high-quality security performance without the need for cloud assistance or any special hardware.
Our major contributions are: (1) a verified distributed edge-cloud system with 5-10 second detection delay and only 1-2 Kbps bandwidth per device; (2) the first use of State Space Models in network security on resource-limited settings, with 94.5% F1-score and 97.7% recall in 87 ms CPU-only inference; (3) an eight-dimensional feature space optimized for 520 KB RAM microcon- trollers requiring less than 100 KB memory; (4) full hardware validation through 24-hour ESP32 experiments showing 99.86% availability and scalability to 50+ devices per gateway; and (5) full implementation details for reproducibility and real-world deployment.
Moreover, this work illustrates the general principle of computational heterogeneity enabling capability heterogeneity. By thoughtfully allocating tasks based on device capabilities, we success- fully deploy complex models on settings deemed unsuitable for machine learning. This architectural vision generalizes to other edge AI applications in autonomous vehicles, industrial control, smart cities, and healthcare sensing, where real-time processing, privacy preservation, and bandwidth conservation are paramount.
Future work includes federated learning for collaborative improvement, multi-task learning for attack type classification, adversarial robustness analysis, online continual learning without catas- trophic forgetting, cross-domain transfer learning, hardware acceleration with TPU or FPGA, and explainability methods for S5 temporal models. The future of IoT security is to design around hard- ware limitations through sound distributed system architectures that exploit the special properties of heterogeneous computing environments.

7.1. Summary
Key contributions: (1) Validated distributed system achieving 5-10s detection latency while con- suming only 1-2 Kbps bandwidth per device; (2) First application of State Space Models to net- work security, achieving 94.52% F1-score and 97.67% recall while requiring only 87 ms inference latency—3-6× faster than LSTM and Transformer baselines; (3) Eight-dimensional feature space designed for 520 KB RAM microcontrollers; (4) Complete implementation and 24-hour testing on actual ESP32 devices, demonstrating 99.86% uptime and scalability to 50+ devices per gateway;
(5) Open research platform enabling reproducibility.

7.2. Research Impact
Methodologically: Demonstrates State Space Models provide compelling advantages through so- phisticated temporal modeling with linear computational complexity. Architecturally: Validates distributed edge-cloud paradigm showing intelligent decomposition enables sophisticated models under strict constraints. Practically: Provides concrete evidence that high-accuracy DDoS detec- tion is achievable on <$10 commodity IoT devices.

7.3. Future Directions
1. Federated Learning: Implement for collaborative model improvement while preserving pri- vacy.
2. Multi-Task Learning: Extend S5 model to simultaneously detect multiple attack types with confidence-weighted identification.
3. Adversarial Robustness: Evaluate robustness against adversarial attacks and develop certified defenses.
4. Online Continual Learning: Implement incremental learning allowing adaptation to novel patterns without catastrophic forgetting.
5. Cross-Domain Transfer: Investigate transfer learning adapting models trained on one environment to different domains.
6. Hardware Acceleration: Explore specialized accelerators (TPU, FPGA) for S5 inference, potentially achieving sub-millisecond latency.
7. Explainable Detection: Develop interpretability techniques for S5 temporal models, enabling analysts to understand detection rationale.

7.4. Broader Implications
However, the significance of this research goes beyond the mere mitigation of DDoS attacks. It represents a larger concept: capability heterogeneity is a result of computational heterogeneity. By assigning tasks based on the capabilities of each device, we can apply state-of-the-art models to domains that we believed were out of the question for machine learning. This is true for all edge AI applications, whether it is self-driving cars, industrial control, smart cities, or healthcare. As IoT environments expand, so do the security issues. This research demonstrates that resource constraints do not have to be an obstacle to innovative defense mechanisms.
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