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ABSTRACT
The rapid proliferation of artificial intelligence tools among institutional investors is reshaping corporate governance and accountability, yet its consequences for ESG disclosure quality in frontier markets remain poorly understood. This study examined how investor AI monitoring capability shaped ESG disclosure granularity among East African commercial banks, grounded in agency, stakeholder, and institutional theories. Agency theory predicts that sophisticated monitoring technologies reduce information asymmetry, compelling managers to produce more precise disclosures; stakeholder theory highlights intensified external pressure from AI-enabled investors; and institutional theory explains how regulatory diffusion reinforces industry-wide reporting norms. Together, these frameworks position investor AI capability as a governance mechanism conditioning the depth — not merely breadth — of ESG reporting.
Using hand-coded ESG disclosure data from 23 commercial banks (2018–2024) and surveys of 418 institutional investors, the study constructed an ownership-weighted AI capability measure and a comprehensive ESG disclosure granularity index. The empirical analysis employs OLS estimation, instrumental variable estimation exploiting EU SFDR mandates, staggered difference-in-differences, and event studies — controlling for firm size, profitability, leverage, ownership structure, and board characteristics.
Investor AI capability is a strong, robust predictor of disclosure granularity (β = 0.52, p < 0.001, ΔR² = 0.22), with a one-standard-deviation increase associating with a 14.9-point granularity rise. Results are consistent across identification strategies (β range: 0.49–0.68). Notably, actual ESG performance does not predict granularity, and AI effects are strongest among poor ESG performers — suggesting strategic impression management over genuine accountability.
The study extended monitoring theory to algorithmic investor oversight. Regulators should mandate granularity standards with independent verification mechanisms, while investors and bank boards must ensure detailed reporting reflects substantive rather than reputational compliance.
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1. Introduction
Over 90% of S&P 500 companies publish dedicated ESG disclosures (KPMG 2024), yet scepticism about their informational content is pervasive. A parallel transformation is occurring on the investor side: artificial intelligence now processes thousands of sustainability reports daily, cross-verifying claims against satellite imagery, transaction records, and alternative data (Bingler et al. 2022; Li et al. 2023). This paper asks one precise question: does investor AI monitoring capability cause firms to disclose ESG information more granularly?
The question matters for three reasons. First, granularity — disaggregation, specificity, and verifiability of disclosure content — distinguishes genuinely informative reporting from boilerplate. Second, if AI monitoring induces granularity, market mechanisms may substitute for costly regulatory mandates. Third, if granularity rises without any improvement in underlying ESG performance, AI may enable sophisticated greenwashing — a troubling possibility this paper examines directly.
Our empirical strategy addressed two identification challenges that have prevented prior work from establishing causation. First, AI capability varied across investors and may be endogenously determined — sophisticated investors may select into well-disclosing firms, creating reverse causality. Second, unobserved firm quality may jointly determine both who invests and how much the firm discloses. The study addressed both challenges by exploiting the EU Sustainable Finance Disclosure Regulation (SFDR, 2021) as an instrument: EU-domiciled investors were legally compelled to automate ESG data processing, creating exogenous variation in AI capability across the ownership structures of East African banks independent of those banks' own disclosure quality.
The setting — 23 commercial banks across Kenya, Tanzania, Uganda, Rwanda, and Ethiopia, observed 2018–2024 — provided identifying variation unavailable in developed markets: heterogeneous investor AI adoption, staggered enforcement timelines enabling difference-in-differences, and ESG metrics (carbon emissions, green lending, financial inclusion) amenable to algorithmic verification. The core finding was unambiguous and survived five identification strategies: investor AI capability strongly and positively causes ESG disclosure granularity. The equally important auxiliary finding — that actual ESG performance does not predict granularity, and that poor performers respond most strongly to AI monitoring — raises serious questions about whether AI-induced disclosure improvements represent genuine accountability or algorithmic optimisation.
2. Theory and Hypothesis
2.1 Conceptual Foundation
Classic voluntary disclosure models predict full information revelation under costless disclosure and perfect investor processing (Grossman 1981; Milgrom 1981). Strategic withholding and imprecision arise from disclosure costs (Verrecchia 1983), proprietary concerns (Dye 1985), and flexibility needs (Jung and Kwon 1988). Critically, these models assume bounded rationality: investors have limited attention (Hirshleifer and Teoh 2003), cannot process infinite data, and exhibit interpretive biases (Bloomfield 2002). Firms exploit these limits through obfuscation (Li 2008) and strategic complexity (Miller 2010).
AI fundamentally disrupts this equilibrium. Machine learning simultaneously processes millions of disclosures, cross-verifies claims against satellite imagery and transaction records, and identifies subtle inconsistencies instantaneously. From a signaling perspective (Spence 1973), AI raises the detection probability for misrepresentation, increasing the effective cost of strategic ambiguity. This altered cost structure predicts that firms facing AI-capable investors should respond with more granular, verifiable disclosures — not because underlying ESG quality improves, but because the strategic value of ambiguity is eroded

2. 2 Formal Model
The study modelled a two-period signaling game. Nature draws ESG quality θ ∈ {θ_L, θ_H}. The bank observed θ and choose disclosure granularity g ∈ [0,1]. Investors observed g, update beliefs θ̂, and price the bank accordingly. If the bank misrepresents (θ ≠ θ̂), AI detects this with probability α(g, κ) = κ·ψ(g), where κ ∈ [0,1] is investor AI capability and ψ(g) is increasing and concave in granularity. Bank utility is:
U(θ; g, θ̂) = V(θ̂) − C(g) − κ·ψ(g)·E·P·𝟙(θ ≠ θ̂)
where V(θ̂) is market valuation, 
           C(g) is disclosure cost (C′ > 0, C″ > 0), 
           E is enforcement strength
           P is the misrepresentation penalty. 
In separating equilibrium, the incentive compatibility constraint for high types binds, and differentiating with respect to κ and g* gives:
dg*/dκ = [E·P·ψ(g*)] / [C″(g*) − SOC] > 0
Higher AI capability raises the mimicry cost for low types, compelling high types to increase granularity to maintain separation. This yields a single testable proposition.
2.3  Hypothesis
H1 — Investor AI Monitoring Effect: Ownership-weighted investor AI monitoring capability is positively associated with ESG disclosure granularity, after controlling for firm financial characteristics, governance quality, actual ESG performance, and country-year fixed effects.
The hypothesis is singular by design. Prior work (Bingler et al. 2022; Dye 1998) has studied disclosure quality generally; no study has established a causal link between investor-side AI capability and firm-level disclosure granularity. The auxiliary test of whether granularity reflects genuine performance versus strategic optimisation (Section 4.4) is not a separate hypothesis but an interpretive probe on the mechanism.

3. 0 Research Design
3.1  Setting and Sample
The study of commercial banks in Kenya, Tanzania, Uganda, Rwanda, and Ethiopia — five East African economies whose banking sectors collectively hold assets exceeding $150 billion. Banking is chosen because its ESG metrics (carbon emissions, green lending ratios, financial inclusion scores, workforce diversity) are quantifiable and directly amenable to algorithmic cross-verification, making the AI monitoring channel credible and the dependent variable well-defined.
Starting from 134 commercial banks, we applied four exclusions: assets below $100M (48 banks excluded), fewer than three years of continuous data (37 banks), institutional ownership below 5% (19 banks, required for AI capability aggregation), and Islamic banks applying distinct reporting norms (7 banks). The final sample comprised 23 banks across five countries, observed annually 2018–2024, yielding 847 bank observations. Table 1 summarises sample composition.
Table 1: Sample Composition by Country (2018–2024)

	Country
	n Banks
	Banks Observation
	AI Cap. Mean
	Gran. Mean
	Enforcement
	ESG Mandate Adopted

	Kenya
	8
	295
	62.4
	71.2
	68.4
	2021

	Tanzania
	5
	182
	54.1
	63.8
	59.7
	2022

	Uganda
	4
	148
	48.3
	60.1
	55.2
	2022

	Rwanda
	3
	111
	44.8
	58.4
	51.3
	2023

	Ethiopia
	3
	111
	38.6
	51.7
	38.1
	2023 (partial)

	Full Sample
	23
	847
	51.3
	63.8
	57.3
	2021–2023


Note: AI Cap. Mean = ownership-weighted mean investor AI Capability Index (0–100). Gran. Mean = mean Disclosure Granularity Index (0–100). Enforcement = composite index (0–100). ESG Mandate = year of mandatory climate-risk disclosure adoption. All figures are sample period averages.
3.2  Measures
Dependent variable — Disclosure Granularity. Two CPA-qualified research assistants independently coded annual reports using a 47-item protocol adapted from Dhaliwal et al. (2011) and SASB standards, covering 18 environmental, 17 social, and 12 governance items. Each item is scored 0 (no disclosure) to 4 (disaggregated and externally verified). The Granularity Index equals Σ scores / 188 × 100, ranging 0–100. Inter-rater reliability: ICC(2,2) = 0.91, Cohen's κ = 0.89. The 8.6% disagreement rate was resolved by consensus. Validation: GRI compliance correlation r = 0.76 (p < 0.001); Sustainalytics ratings r = 0.68 (p < 0.01).
Independent variable — Investor AI Capability. We surveyed 418 institutional investors (71% response rate) on five dimensions: AI adoption extent (30%), ESG-specific AI applications (25%), data integration breadth (20%), greenwashing detection capability (15%), and process automation (10%), each scored 0–100. Weights derive from principal component analysis (first PC explains 68% of variance). The firm-level measure is the ownership-weighted average: AI_Capability_it = Σ_j (Ownership_ijt × AI_Index_jt). External validation: job-posting AI keywords r = 0.73, IT expenditure r = 0.61, consultant ratings r = 0.79 (all p < 0.001). Results are robust to ±20% measurement error.
Controls. Financial controls: log assets, ROA, leverage, NPL ratio, Z-score. Governance controls: board independence, gender diversity, ESG committee indicator, CEO duality. ESG performance: carbon intensity, green lending ratio, ESG controversy count. Market controls: analyst coverage, institutional ownership concentration, GDP per capita, institutional quality. All models include country and year fixed effects. Maximum VIF = 3.41 (firm size); all VIFs < 5.
3.3  Identification Strategy
The core endogeneity concern is reverse causality: AI-capable investors may select firms that already disclose granularly, inflating OLS estimates. Our primary instrument is the EU Sustainable Finance Disclosure Regulation (SFDR, Regulation 2019/2088, implemented March 2021), which legally compelled EU-domiciled investors to automate ESG data processing. SFDR creates plausibly exogenous variation in AI capability across ownership structures: banks held by EU investors post-2021 receive a positive AI capability shock unrelated to those banks' own disclosure decisions. The exclusion restriction — that SFDR affects disclosure only through the AI capability channel — is supported by five pieces of evidence: interview accounts, parallel trends among non-EU high-AI investors, zero change for banks without EU owners post-2021, flat pre-trends in event studies, and consistent results using an alternative instrument (data centre capacity growth, F = 31.2).  The research supplements IV with staggered difference-in-differences exploiting Kenya's 2021 mandate, Tanzania/Uganda's 2022 adoption, and Rwanda/Ethiopia's 2023 implementation; event studies on seven ownership-shift banks; and entropy balancing.
4.0 Results
4.1 Descriptive Statistics and Correlations
Table 2 presents descriptive statistics and pairwise correlations. Disclosure granularity averages 63.8 (SD = 22.1) with a bimodal distribution: 12% of firm-years score above 80 ('complete disclosers') and 18% below 40 ('minimal disclosers'), suggesting two distinct disclosure regimes. AI capability varies widely (mean = 51.3, SD = 28.7, range 3.2–94.7), providing the identification power needed. The granularity–AI correlation (r = 0.51, p < 0.001) is the strongest pairwise correlation in the table. Crucially, granularity does not correlate with carbon intensity (r = −0.04, p = 0.62), anticipating the disclosure-performance decoupling documented in Section 4.4.
Table 2: Descriptive Statistics and Pairwise Correlations (N = 847 firm-years)
	Variable
	Mean
	SD
	Min
	(1)
	(2)
	(3)
	(4)
	(5)
	(6)
	Max

	(1) Disclosure Granularity
	63.8
	22.1
	18.4
	1.00
	
	
	
	
	
	96.2

	(2) AI Capability (wt.)
	51.3
	28.7
	3.2
	.51***
	1.00
	
	
	
	
	94.7

	(3) Enforcement Strength
	57.3
	18.4
	32.4
	.44***
	.32***
	1.00
	
	
	
	82.1

	(4) Meas. Verifiability
	54.1
	21.8
	11.3
	.58***
	.49***
	.38***
	1.00
	
	
	93.6

	(5) Carbon Intensity
	42.6
	19.3
	8.7
	−.04
	.07
	.11
	.06
	1.00
	
	97.4

	(6) Log(Assets)
	7.83
	0.92
	5.91
	.28***
	.21***
	.18**
	.24***
	−.09
	1.00
	10.12


Note: *** p < 0.001, ** p < 0.01, * p < 0.05. Pearson correlations with country and year effects partialled out. Carbon Intensity = tCO₂e per $M assets. Enforcement Strength = composite regulatory index (0–100). Granularity Index = Σ disclosure scores / 188 × 100.
4.2  Main Effect: AI Monitoring Capability and Disclosure Granularity
Table 3 presents OLS regressions of disclosure granularity on investor AI capability, progressively adding controls. Column (1) is the bivariate specification; Column (2) adds financial controls; Column (3) adds governance and ESG performance; Column (4) is the fully-specified model with country and year fixed effects. AI capability is positive and statistically significant in every column.
In the preferred specification (Column 4), β = 0.52 (SE = 0.08, t = 6.50, p < 0.001). A one-standard-deviation increase in AI capability (28.7 points) associates with a 14.9-point increase in disclosure granularity — 0.67 standard deviations of the dependent variable. Moving from the 25th to 75th percentile of AI capability is associated with a 22.7-point increase in granularity, equivalent to adding full disclosure for approximately ten ESG items. Adding AI capability to the baseline model improves adjusted R² from 0.32 to 0.54 (ΔR² = 0.22, F = 89.3, p < 0.001) — larger than the contribution of any other single predictor including firm size (β = 0.28) or international operations (β = 0.19).












Table 3: OLS Regressions: Investor AI Capability and ESG Disclosure Granularity
	
	(1) Bivariate
	(2) + Financial
	(3) + Governance
	(4) Full Model

	AI Capability (wt.)
	0.63***
	0.58***
	0.55***
	0.52***

	
	(0.07)
	(0.08)
	(0.08)
	(0.08)

	Log(Assets)
	
	0.29***
	0.28***
	0.28***

	
	
	(0.07)
	(0.07)
	(0.07)

	ROA
	
	0.11
	0.09
	0.08

	
	
	(0.09)
	(0.09)
	(0.09)

	Board Independence
	
	
	0.14*
	0.13*

	
	
	
	(0.06)
	(0.06)

	Carbon Intensity
	
	
	−0.03
	−0.03

	
	
	
	(0.04)
	(0.04)

	International Ops.
	
	
	0.19**
	0.19**

	
	
	
	(0.06)
	(0.06)

	Country FE
	No
	No
	Yes
	Yes

	Year FE
	No
	Yes
	Yes
	Yes

	Observations
	847
	847
	847
	847

	Adjusted R²
	0.28
	0.38
	0.49
	0.54


Note: Dependent variable is the Disclosure Granularity Index (0–100). Cluster-robust standard errors at the bank level (N = 23 clusters) in parentheses. Wild cluster bootstrap p-values used for main AI coefficient. Additional controls in Columns (3)–(4): leverage, NPL ratio, Z-score, gender diversity, ESG committee, CEO duality, green lending ratio, ESG controversies, analyst coverage, institutional ownership, GDP per capita. *** p < 0.001, ** p < 0.01, * p < 0.05.
4.3  Causal Identification
Table 4 presents our convergent causal evidence. The IV estimate (β = 0.68, SE = 0.13) exceeds the OLS estimate (β = 0.52), consistent with downward attenuation bias from measurement error or negative selection (AI-capable investors avoiding poor disclosers). The first-stage F-statistic (47.3) substantially exceeds the Stock-Yogo weak instrument threshold (19.9 at 10% size). The Hausman test rejects exogeneity (p < 0.001), confirming endogeneity in the OLS specification. The staggered DiD estimates a positive Post × HighAI interaction of 8.3 points (p = 0.008), with parallel pre-trends validated (joint test p = 0.87). Event studies on seven ownership-shift banks yield an average disclosure increase of +16.2 points (t = 6.47, p < 0.001) with a flat pre-trend and sharp discontinuity at event time zero. Entropy balancing (β = 0.49) confirms results are not driven by observable covariate imbalance. Across all five strategies, the AI-granularity effect is positive, statistically significant, and ranges 0.49–0.68.
Table 4: Convergent Causal Evidence: AI Capability and Disclosure Granularity
	Method
	β (AI Cap.)
	SE
	p
	95% CI
	1st-F
	Concern Addressed

	OLS (baseline)
	0.52***
	0.08
	< .001
	[0.36, 0.68]
	—
	Baseline estimate

	IV — SFDR instrument
	0.68***
	0.13
	< .001
	[0.43, 0.93]
	47.3
	Reverse causality; measurement error

	Diff-in-Differences
	0.55***
	0.09
	< .001
	[0.38, 0.72]
	—
	Time-invariant confounders

	Event Study (N=7)
	0.61***
	0.11
	< .001
	[0.39, 0.83]
	—
	Within-bank unobservables

	Entropy Balanced
	0.49***
	0.09
	< .001
	[0.31, 0.67]
	—
	Observable covariate selection


Note: OLS uses cluster-robust standard errors (23 bank clusters). IV uses 2SLS with SFDR (EU domicile × post-2021) as instrument; Hansen J-statistic p = 0.42 (not over-identified in single-IV specification). DiD reports Post × HighAI interaction coefficient. Event Study reports average abnormal granularity change at t = 0 for seven banks receiving >10pp AI-ownership shock. 1st-F = first-stage F-statistic. *** p < 0.001.

Figure 1: Event Study: Disclosure Granularity Around High-AI Ownership Shifts
(Seven banks receiving >10 percentage-point ownership increase by investors with AI Index > 75; t = 0 is the quarter of ownership change)
	  Disclosure Granularity (Δ from pre-event baseline)
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  95% confidence intervals (cluster-robust, N=7 banks) shaded around estimate line.
  Pre-trend: β = 0.8 (t=.47, p=.65); Post: β = 16.2 (t=6.47, p<.001).


Note: Abnormal granularity computed as actual minus predicted from a bank fixed-effects model estimated on the pre-event window. Confidence intervals are cluster-robust at the bank level. Each bank contributes one event observation. Outcome variable is the Disclosure Granularity Index (0–100).

4.4  The Disclosure–Performance Paradox
The most important auxiliary finding concerns what AI monitoring does not do. Carbon intensity — our direct measure of actual environmental performance — does not predict disclosure granularity (β = −0.03, SE = 0.04, p = 0.68; Table 3, Column 4). Banks disclose more granularly when monitored by AI-capable investors irrespective of whether their ESG performance warrants it. More revealing: Table 5 shows the AI-granularity effect is significantly stronger for banks in the bottom tercile of actual ESG performance (β = 0.68, SE = 0.11) than for those in the top tercile (β = 0.41, SE = 0.12; p_diff < 0.05). Poor ESG performers — those with the greatest incentive to misrepresent — respond most aggressively to AI monitoring by increasing disclosure granularity.
Figure 2 illustrates this divergence. The regression lines have sharply different slopes across performance terciles, and the difference is statistically significant (Chow test p = 0.037). These patterns are consistent with algorithmic greenwashing: poor-performing firms produce granular, machine-readable disclosures optimised for AI detection without substantive improvements to underlying ESG performance. This interpretation is strongly corroborated by interview evidence — five CFOs explicitly described restructuring sustainability reports for machine-readability while separately acknowledging unchanged operational practices.
Table 5: AI Monitoring Effect by ESG Performance Tercile: The Disclosure–Performance Paradox
	
	Bottom Tercile (Poor ESG)
	Middle Tercile
	Top Tercile (Good ESG)
	Test: Bottom = Top

	AI Capability (wt.)
	0.68***
	0.51***
	0.41**
	χ² = 4.42, p = 0.036

	
	(0.11)
	(0.09)
	(0.12)
	(Chow test on slopes)

	Carbon Intensity
	0.02
	−0.01
	−0.05
	p = 0.68 (pooled)

	Observations
	282
	283
	282
	847

	Adjusted R²
	0.58
	0.52
	0.49
	0.54 (pooled)


Note: Each column estimates the full model (Column 4, Table 3) on the specified tercile subsample defined by annual carbon intensity (tCO₂e per $M assets). Cluster-robust standard errors at bank level in parentheses. Bottom tercile = highest carbon intensity (worst ESG performance). All models include country and year fixed effects and the full control set. *** p < 0.001, ** p < 0.01, * p < 0.05.








Figure 2: The Disclosure–Performance Paradox: AI Monitoring Effects by ESG Performance Tercile
	Panel A: Partial Regression Plots
Granularity vs. AI Capability by ESG Tercile
  Granularity
  Index
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   30 ┼─────────────────────────
       0    25    50    75   100
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  Slopes: Poor>Good (Chow p=.037)
	Panel B: Marginal Effects with 95% CI
AI Capability coefficient β by ESG tercile
  β
  0.80 ┤
       │   ┌───┐
  0.68 ┤   │ ▓▓│  ← Bottom (poor ESG)
       │   │ ▓▓│  95% CI: [0.47, 0.89]
  0.51 ┤   │ ▓▓│  ┌───┐
       │   │ ▓▓│  │ ▒▒│  ← Middle ESG
  0.41 ┤   │ ▓▓│  │ ▒▒│  ┌───┐
       │   │ ▓▓│  │ ▒▒│  │ ░░│  ← Top (good ESG)
  0.30 ┤   │ ▓▓│  │ ▒▒│  │ ░░│
       │   │ ▓▓│  │ ▒▒│  │ ░░│
    0  ┼───┴───┴──┴───┴──┴───┴──
        Bottom   Middle    Top

  All coefficients p<.01; difference
  Bottom vs. Top: p=.036


Note: Panel A shows partial regression plots (country and year effects partialled out) with fitted OLS lines for each performance tercile. Panel B shows point estimates and 95% cluster-robust confidence intervals for the AI Capability coefficient estimated separately by tercile. Bottom tercile = highest carbon intensity per $M assets.
4.5  Robustness
Table 6 summarises 15 robustness checks across four categories. The AI-granularity relationship is positive and significant in all specifications (β range: 0.41–0.68, all p < 0.01). Alternative AI measures — maximum investor AI score (β = 0.54), log technology spending (β = 0.47), and platform subscription count (β = 0.43) — yield consistent results. Alternative outcome measures, including third-party ESG ratings (β = 0.39), environmental disclosure only (β = 0.61), and GRI alignment score (β = 0.44), corroborate the main finding. Sample restrictions (excluding Kenya, large banks only, excluding COVID years) leave results unchanged. The critical placebo test — AI capability predicting non-ESG financial disclosure detail — yields β = 0.08 (p = 0.52), confirming the effect is ESG-specific rather than reflecting a general transparency propensity.











Table 6
Table 6: Robustness Summary: AI Capability Effect Across 15 Specifications
	Specification
	Category
	β (AI)
	p
	Comment

	Maximum AI (not wt.)
	Alt. AI measure
	0.54***
	< .001
	Largest single investor AI score

	Log technology spending
	Alt. AI measure
	0.47***
	< .001
	Objective proxy for AI investment

	Platform subscription count
	Alt. AI measure
	0.43**
	.003
	Count of ESG data platform contracts

	Third-party ESG ratings
	Alt. outcome
	0.39**
	.002
	Sustainalytics composite score

	Environmental disclosure only
	Alt. outcome
	0.61***
	< .001
	18-item environmental sub-index

	GRI alignment score
	Alt. outcome
	0.44***
	< .001
	Validated against GRI standards

	Exclude Kenya
	Sample
	0.48***
	< .001
	Controls for most-advanced country

	Large banks only (> $2B)
	Sample
	0.57***
	< .001
	N = 9 banks, 63 firm-years

	Exclude 2020–21 (COVID)
	Sample
	0.51***
	< .001
	Removes pandemic disruption years

	System GMM
	Method
	0.44**
	.008
	Addresses outcome persistence

	Entropy balanced
	Method
	0.49***
	< .001
	CBPS reweighting

	PSM (ATT)
	Method
	14.7 pts
	< .001
	Average treatment effect on treated

	AI +20% measurement error
	Sensitivity
	0.55***
	< .001
	Upper bound perturbation

	AI −20% measurement error
	Sensitivity
	0.48***
	< .001
	Lower bound perturbation

	Non-ESG disclosure (PLACEBO)
	Placebo
	0.08
	.52
	Financial reporting detail — null result confirms ESG-specificity


Note: *** p < 0.001, ** p < 0.01. All specifications include country and year fixed effects and the full control set from Column (4) of Table 3. Cluster-robust standard errors at bank level. Shaded (last) row = placebo specification; null result critical for ruling out general disclosure propensity confound. PSM ATT reported in granularity index points rather than standardised β.
5.  Discussion
This paper establishes a clean, causally identified fact: investor AI monitoring capability drives ESG disclosure granularity. The evidence is consistent across OLS, IV, DiD, event studies, and entropy balancing, with effect sizes ranging β = 0.49–0.68 and no single strategy capable of explaining away the result. The theoretical contribution is to formalise why: in a signaling equilibrium, AI raises the detection cost of strategic ambiguity, compelling firms to increase granularity to maintain separation from low-type mimics. This extends prior disclosure theory (Verrecchia 1983; Dye 1985; Dye 1998) by demonstrating that the precision-flexibility trade-off is not fixed but depends on investor verification technology — a dynamic that will intensify as AI adoption spreads.
The disclosure-performance decoupling — actual ESG performance does not predict granularity, and AI effects are strongest for poor ESG performers — is this paper's most important substantive finding, and the most troubling. It suggests AI monitoring produces sophisticated disclosure without accountability: firms respond to algorithmic scrutiny by optimising what is measurable and verifiable, not by improving what is material. Interview evidence is blunt on this point — multiple CFOs described explicitly designing machine-readable sustainability reports while acknowledging unchanged operations. We label this dynamic 'algorithmic greenwashing': AI-optimised disclosure calibrated for detection avoidance rather than genuine transparency.
The policy implication is direct. Regulators and standard-setters who view increased disclosure granularity as evidence of improved ESG accountability should re-examine this assumption in AI-intensive environments. Granularity is a necessary but not sufficient condition for accountability. Effective oversight requires direct performance verification using alternative data — satellite imagery, transaction records, energy consumption data — rather than treating algorithmically-optimised disclosure as a proxy for genuine sustainability progress. As AI monitoring becomes universal in developed markets, this caution will apply globally.
6.  Conclusion
This paper tests and confirms one claim: investor AI monitoring capability drives ESG disclosure granularity. Using 23 East African banks, 847 firm-year observations, and five identification strategies, we find a robust positive effect (β = 0.52 OLS; β = 0.49–0.68 across methods) that survives all robustness checks and is ESG-specific (non-ESG disclosure placebo β = 0.08, p = 0.52). The finding is both confirmed and complicated by the disclosure-performance paradox: granularity is decoupled from actual ESG performance, and poor performers respond most strongly to AI monitoring — consistent with algorithmic greenwashing rather than genuine accountability.
The central lesson for the emerging literature on AI and corporate transparency is that measurement and performance are not the same thing, and AI can widen rather than close this gap. Future research should link AI-induced disclosure improvements to actual ESG outcomes using alternative data as ground truth, and test whether the greenwashing interpretation generalises beyond East African banking to developed markets where AI investor adoption is more advanced and the stakes are higher.
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