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I. INTRODUCTION
Surveillance video systems are constantly used in many public spaces such as airports, bus and train stations, and com-

mercial environments . The large volume of video data gener-ated necessitates automatic analysis for real-time detection of abnormal events. Consequently, there is an increasing demand for automated video anomaly detection (VAD) systems that identify unusual activities by learning normal patterns, thereby enhancing public safety and security [1].
Traditional anomaly detection approaches primarily rely on hand-crafted features or convolutional neural networks (CNNs) to model spatial characteristics within individual video frames [2]. However, these methods often fail to capture long-range dependencies across spatial and temporal domains, which are crucial for understanding complex dynamic scenes and detecting subtle anomalies [3].
With recent advancements in transformer architectures, there is significant potential to improve modeling of long-range temporal relationships in visual data. Vision Transform-ers (ViT) have demonstrated strong capabilities in capturing global contextual information for video understanding tasks [5]. Nevertheless, many transformer-based approaches remain largely appearance-focused and do not fully leverage motion dynamics, which are essential for anomaly detection in real-world scenarios.
Motion patterns play a critical role in anomaly detection, as anomalies often arise from irregular or contextually in-appropriate movements (e.g., abnormal walking patterns or illegally parked vehicles) [4]. Therefore, an effective anomaly detection framework must integrate both spatial appearance and temporal motion information.
Furthermore, recent developments emphasize the impor-tance of interpretability in deep learning-based VAD sys-tems. Most existing models operate as “black boxes,” limiting transparency in decision-making. Incorporating explainable AI techniques can enhance user trust by providing both visual and semantic insights into detected anomalies [5].
The main contributions of this work are summarized as follows:

· A transformer-based spatiotemporal architecture for joint modeling of appearance and motion patterns.
· A cross-attention motion gating mechanism that inte-grates motion features into appearance representations.
· A prediction-based anomaly detection framework using both RGB frame and optical flow reconstruction errors.
· An explainable AI module combining Grad-CAM local-ization and vision–language explanations.
Extensive experiments demonstrate that the proposed approach effectively detects anomalies while providing interpretable explanations for detected events.

II. RELATED WORK
VAD (Video Anomaly Detection) has been investigated in-tensively regarding surveillance; VAD is divided into feature-based, reconstruction-based, prediction-based, and Trans-former feature detections [4]. Initially, handcrafted features and motion descriptors were utilized in order to identify irregularities within the video. To provide an effective means to extract temporal dynamics from video, motion-based features were proposed [6], yet these methods had limitations in terms of modeling both spatial and temporal relationships found in video sequences and in providing a complete picture of the relationship between all elements that reside in the video.
The use of deep learning techniques has had a positive impact on the overall performance of anomaly detection in video. With respect to reconstruction-based techniques, the fundamental principle is that models trained on normal video data are unable to generate an accurate illustration of anomalous patterns. Autoencoder-based models and memory-augmented learning systems have been utilized substantially with this in mind [3], [7], while Generative models for use in Adversary Learning frameworks have been researched to improve both the reconstruction quality of normal data and the robustness of detection [2], [5].
The Prediction approach to VAD takes this concept one step further by modeling the temporal evolution of a video sequence over time. Whereas reconstruction approaches typ-ically attempt to illustrate a video based on its raw input frames, prediction approaches (anomaly detection based on the difference between an ”actual” frame and the predicted frame) predict future frames and then compare them with the actual frame to determine how different the two objects are (i.e., finding anomalous frames based upon the differences between two successive frames). Research has revealed that using future frame prediction as an anomaly detection baseline is an effective means for accurately identifying outliers based on their prediction error rate [1]; the use of a hybrid combination of frame prediction and motion information would also be expected to produce improved performance [6].
Recently transformer architecture has received considerable interest due to its ability to model long-range dependency ef-fectively. Since their introduction, Vision Transformers (ViTs) and spatiotemporal transformer models have shown tremen-dous success in modelling spatiotemporal global statistics. The

incorporation of self-attention mechanisms into ViTs and spa-tiotemporal transformers allows for overcoming the drawbacks associated with convolutional architectures [8], [9].
Although many of these advancements have been made to improve detection accuracy, the majority of existing methods tend to put an emphasis solely on detection accuracy and thus lack interpretability. This proposed work integrates spa-tiotemporal transformer-based models of motion with motion aware fusions for better anomaly detection and improved explainability.
III. DATASETS
The proposed anomaly detection framework is evaluated on two widely used benchmark datasets for video anomaly detection: UCSD Ped2 and CUHK Avenue.
A. UCSD Ped2 Dataset
Surveillance videos of a stationary camera looking down on people using a pedestrian path form the basis of the UCSD Ped2 dataset. The videos used to train the model contained typical pedestrian behavior. The videos used to test the model contained several types of atypical (abnormal) events (e.g., bicycles, vehicles, or people that exhibit atypical (abnormal) motion).
The UCSD Ped2 dataset contains 16 video files for training and 12 video files for testing. The spatial resolution of each frame in this dataset is 360/times240 pixels. Ground truth pixel-level annotations are included in the test files for each of the atypical (abnormal) events.
B. CUHK Avenue Dataset
The CUHK Avenue dataset features videotaped surveillance from inside a university campus setting. The samples capture many of the types of behaviors seen within an academic community that could be flagged as unusual or suspicious, including running, throwing objects, and hanging out.
The CUHK Avenue collection has been divided into two sections: (1) Training data (16 total video recordings), and (2) Test data (21 total). Each of the recordings has been labelled at the frame level according to whether the movement is con-sidered normal (typically staged) or abnormal (i.e., assuming an unknown individual was present, abuse of authority).
For both sections, videos are recorded in a resolution of 640 360 pixels and are secured with 224 224 pixel graphical overlays. Once recorded, compatibility to extract the actual frames was necessary. Therefore, each frame was extracted, cropped to a size of 224 224 pixels, and rescaled to be compatible with optical flow computation.×
×	×

IV. SYSTEM ARCHITECTURE
Figure 1 illustrates the overall architecture of the proposed explainable video anomaly detection framework. The system consists of four main components: an appearance encoder, a motion encoder, a cross-attention fusion module, and an explainable anomaly detection module.
A framework is proposed that utilizes both appearance and motion information to detect unusual events in a video stream.

[image: ]
Fig. 1. Transformer-based video anomaly detection framework with motion-aware fusion, future prediction, and explainable AI outputs.


The framework takes as input a series of previous video frames and corresponding optical flow fields, and the appearance encoder uses a vision transformer to extract spatial feature representations from the sequence of image frames. Similarly, the motion encoder uses a 3D convolutional neural network to capture temporal motion representations from the optical flow video sequence.
The produced appearance features and motion features get merged together through a cross attention motion gating mech-anism to create a single integrated representation of both types of features. After the integrated feature representation passes through the prediction module to create predicted output RGB video frames and optical flow fields, reconstruction error values between predicted and ground truth values for those output frames shall be utilized to compute an anomaly score. In addition to providing an overall score for the detected anomalies, generate Grad-CAM heatmaps to display what areas of the frame were correlated with model prediction errors and generate textual descriptions of the detected anomalies using an explainable AI mechanism that can be utilized as additional forms of visualization and support for human users
to generate greater insight into anomaly detection results.

In this paper, we consider anomaly detection as a future frame prediction problem. More specifically, I design a model that can predict the next frame and corresponding motion field based on the previous sequence of frames. Based on the model’s output during inference, if an event occurs that is deemed to be abnormal, there will be a higher error in predic-tion because there are deviations between the learned normal and predicted frame/motion models. Let a video sequence be represented as

I1, I2, I3, ..., IT	(1)
where It RH×W denotes the video frame at time step t. Similarly, let Ft denote the optical flow between consecutive frames.∈

Given a sequence of past frames
X = {It−T +1, It−T +2, ..., It}	(2)
the objective of the model is to predict the next frame
Iˆt+1	(3)
and the corresponding optical flow

V. METHODOLOGY


Fˆt+1


.	(4)

A. Problem Formulation
The goal of video anomaly detection is to find things that are out of the ordinary, which occur when certain patterns are not followed, in videos that are captured using surveillance equipment. Because these anomalies tend to occur much less frequently than the normal patterns, it is difficult to obtain enough observational data on anomalies; therefore, this type of detection is typically treated as an unsupervised learning problem where the data used to generate the model consists only of normal data.

The anomaly score is computed based on the reconstruction error between the predicted and actual frames, where larger errors indicate potential anomalies.
B. Optical Flow Based Motion Representation
Motion information is used significantly to identify ab-normal movements (such as whether a person is running, exhibiting sudden acts, or exhibiting unusual trajectories) [9]. Optical flow provides precise measurements of how many of the individual pixels of an image from one frame to another

have changed between the two frames; as a result, optical flow provides superb examples of the motion cue attributes used for detecting abnormal movements [10].
Given two consecutive frames It and It+1, the optical flow represents the motion of pixels at each spatial location (x, y), where the horizontal and vertical components are denoted by u(x, y) and v(x, y), respectively.
Optical flow estimation is based on the brightness constancy assumption, which states that the intensity of a moving pixel remains unchanged between consecutive frames. Using a first-order Taylor approximation, this assumption leads to the optical flow constraint relationship, where Ix and Iy denote spatial gradients and It represents the temporal gradient.
In the proposed framework, dense optical flow maps are computed using classical algorithms such as Farneback or TV-L1 optical flow to capture fine-grained motion patterns. The resulting motion fields are normalized and used as inputs to the motion branch of the network, enabling effective learning of temporal dynamics and improving sensitivity to motion-based anomalies.
C. Patch Embedding
Transformers operate on token sequences rather than raw

Each transformer block also includes a feed-forward net-work, which enhances the model’s representational capacity by applying non-linear transformations to the input features.
which improves the representational capacity of the model.
E. Temporal Transformer Modeling
To capture temporal dependencies across frames, the patch tokens from different frames are reorganized into temporal sequences [11].
For each spatial patch p, the temporal sequence is defined
as

Zp = {z1, z2, ..., zT }	(7)p
p
p

A causal temporal transformer is applied to these sequences to model motion dynamics.
Temporal attention is computed as

Q KTt
  t	 

Attentiont(Qt, Kt, Vt) = Softmax	√d	Vt	(8)
To prevent information leakage from future frames, a causal mask is applied

pixel grids. Therefore, each input frame is divided into non-overlapping patches.
Each patch is projected into an embedding vector of dimen-

Mask(i, j) =	0	j ≤ i
−∞ j > i(


(9)

sion D using a learnable projection layer

zi = Wpxi + bp	(5)
where xi represents the flattened patch and Wp and bp are learnable parameters.
A positional embedding is added to preserve spatial infor-mation

z′ = zi + pi	(6)i

where pi represents the positional embedding of the i-th patch.
D. Spatial Transformer Encoding
The patch tokens are processed using a transformer encoder that captures spatial relationships between image regions.
For an input token sequence Z, the query, key, and value matrices are computed as The input token sequence is linearly projected into query, key, and value representations, which are used to compute attention scores.
The self-attention mechanism computes the relationship between tokens by measuring the similarity between query and key representations, followed by a normalization step using a softmax function. The resulting attention weights are then applied to the value representations.
Multi-head attention enables the model to capture multiple types of spatial relationships by attending to different repre-sentation subspaces simultaneously.

This ensures that predictions depend only on past frames.
F. Motion Feature Extraction
In addition to transformer-based appearance modeling, mo-tion information is extracted using a 3D convolutional network applied to optical flow sequences [12].
The input flow tensor is represented as

Xflow ∈ RB×C×T×H×W	(10)
where C = 2 corresponds to horizontal and vertical motion components.
The 3D convolution operation can be expressed as

Y (i, j, k) =   X(i + m, j + n, k + l)W (m, n, l)  (11)Σ

m,n,l
where W denotes the convolution kernel.
These operations capture spatiotemporal motion patterns across frames.
G. Motion-Appearance Fusion
Appearance and motion features provide complementary information. To integrate them effectively, a cross-attention motion fusion module is introduced.
Appearance tokens act as queries, while motion features serve as keys and values.  a	 

Q KTm

A = Softmax	√d	Vm	(12)

A gating mechanism controls the contribution of motion features

G = σ(WmM )	(13)

J. Anomaly Scoring
During inference, anomaly scores are computed using re-construction errors.

where σ denotes the sigmoid activation.
The final fused representation is computed as

F = Aappearance + G ⊙ A	(14) where ⊙ represents element-wise multiplication.
H. Frame and Flow Prediction
The fused representation is reshaped into spatial feature maps and passed through decoder networks to reconstruct the next frame and optical flow [13].

Iˆt+1 = frgb(F )	(15)

Fˆt+1 = fflow(F )	(16)
where frgb and fflow denote the RGB and flow decoders respectively.

I. Multi-Objective Training Loss
The model is trained using multiple loss functions to im-prove reconstruction quality.
The RGB reconstruction loss is defined as

Ergb = ||Ipred − Igt||2	(22)

Eflow = ||Fpred − Fgt||2	(23) The final anomaly score is defined as
S = Ergb + αEflow	(24)
Frames with high anomaly scores are classified as anoma-lous. Pixel-level anomaly maps are also generated using spatial reconstruction errors.
K. Explainable Anomaly Detection Framework
Most deep learning models are used as black-box systems when detecting abnormality in video sequence data, therefore, it is difficult to know why they are making certain predictions. When used in conjunction with surveillance analysis, inter-pretability is critical to achieving trust and transparency [14]. To solve this problem, a novel framework has been developed that incorporates an Explainable Artificial Intelligence (XAI) module that allows for both spatial and semantic explanations of detected anomalies.
The explainability framework has three complementary parts i.e., error-based anomaly attribution, spatial localiza-tion using Grad-CAM, and semantic explanation using vi-sion–language modelling.
1) Error-Based Anomaly Attribution: The anomalies were identified from the first level of explanation by examining bothΣ Σ
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Lrgb

=  1 	(I HW
x=1 y=1


pred

(x, y) − Igt

(x, y))2	(17)

the motion and appearance reconstruction errors. Since the model predicts both the RGB frames and optical flow maps, anomalies can arise if the visual appearance of an object is not

Similarly, the flow reconstruction loss is

consistent with the image or if the motion pattern of the object is inconsistent with its trajectory over time. Thus, anomalies can be interpreted based on how the object appears and how
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it moves.
To compute the RGB reconstruction error, we use:

Perceptual loss is computed using deep feature representa-	H  WΣ Σ


tions
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pred

(x, y) − Igt

(x, y))2	(25)

Lperc = [image: ] ϕ(Ipred) − ϕ(Igt) [image: ] 2	(19)
Structural similarity loss is defined as

Similarly, the motion reconstruction error is defined as

H  WΣ Σ
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pred
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(x, y))2	(26)

The final training loss is expressed as

L = λ1Lrgb +λ2Lflow +λ3Lperc +λ4LSSIM +λ5Lgrad (21) where λ1, λ2, λ3, λ4, λ5 are weighting parameters.

where Ipred and Igt denote the predicted and ground truth frames, while Fpred and Fgt represent the predicted and ground truth optical flow maps.
The final anomaly score is computed as

S = Ergb + λEflow	(27)

where λ is a weighting parameter controlling the contribu-tion of motion reconstruction error.
We can then separate anomalies based on the relative magni-tude of each reconstruction error. If the motion reconstruction error dominates (i.e., Eflow > Ergb), the anomaly is classified as an abnormal motion pattern. Conversely, if the appearance reconstruction error dominates (i.e., Ergb > Eflow), the anomaly is classified as an unusual appearance pattern.
2) Grad-CAM Spatial Localization: While the errors result-ing from reconstruction do indicate that an anomaly is present within the data, it doesn’t indicate which particular spatial
4) 
Vision-Language Explanation: While spatial heatmaps demonstrate where anomalies are located, they don’t provide any semantic description of the actual abnormal events. So, to help with interpretability, a vision-language model has been paired with a spatial heatmap to generate a natural language description of the event.
For any anomaly visualization image, Ioverlay, the vision-language model produces a text description of the anomaly as follows:

T = fV LM (Ioverlay )	(33)

region of the input corresponds with the abnormal behaviour.
Gradient-weighted Class Activation Mapping (Grad-CAM) is

Where f


V LM

is the captioning function and T is the text

therefore used to compute spatial heatmaps that represent which spatial areas of the input image contributed most to the anomaly score [13].
Let Ak be the kth feature map from the convolutional layer of the motion branch of the network.
Ak ∈ RT ×H×W	(28)
The importance weight for each feature map can be com-puted by averaging the gradients of the anomaly score w.r.t. that feature map.

we get back from the function.
The probability of generating a caption sequence T = (w1, w2, . . . , wn) (i.e., the words in the caption) is formulated as follows:

nY

P (T |Ioverlay) =	P (wi|w1, w2, ..., wi−1, Ioverlay)  (34)
i=1
Where wi is the ith word in the caption.
In our model, we use a pre-trained BLIP vision-language model to generate captions describing the detected anomalies.
For example, the model could produce text descriptions like:“A person riding a bicycle in a pedestrian-only walkway.”
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where Z is a normalisation constant and S is the score of the anomaly.k
Z
∂At,i,j

The Grad-CAM localisation map can be calculated as

This provides semantic context to the detected anomalies to improve interpretability.
5) Integrated Explainability Output: The explanation of a


LGradCAM = ReLU

 Σk

αkAk!

(30)

data anomaly is a unified output of all three components of anomaly detection: anomaly scores, spatial heatmaps, and text. The framework generates a standard form of structured ex-

The ReLU activation will only include feature maps that have a positive effect on the anomaly score [14].
The heatmap resulting from this calculation can be nor-malised so that all of its values are within the range of [0, 1]

planation for each detected anomaly containing the following elements: the frame identifier, anomaly score, modality attri-bution, Grad-CAM heatmap visualization, and the generated textual description.
This multi-level and multi-modal explanation provides

Hnorm

=  L − Lmin  Lmax − Lmin

(31)

transparency into the process of generating irregularities in order to understand better the basis upon which anomaly

This normalised heatmap highlights all of the areas that contribute most to the prediction of an anomaly.
3) Spatial Visualization: To provide interpretable visualiza-tion, the Grad-CAM heatmap is superimposed on the original frame.
Let I denote the original frame and H denote the Grad-CAM-based anomaly heatmap. The overlay visualization is computed as
Ioverlay = βI + (1 − β)H	(32) where β is a blending coefficient controlling the trans-
parency of the heatmap.
The resulting visualization highlights anomalous regions while preserving the original scene context, enabling better interpretation of detected anomalies.

detection will be performed.
VI. TRAINING CONFIGURATION
The proposed model is trained in a self-supervised manner using only normal video sequences. The objective is to predict the next RGB frame and corresponding optical flow based on a sequence of past frames.
A. Training Setup
The model is implemented using the PyTorch framework and trained on GPU-enabled hardware. The following training parameters are used:
· Optimizer: Adam
· Learning rate: 1	10−4×

· Batch size: 4
· Number of epochs: 50

· Sequence length: 4 frames
· Input resolution: 224 × 224
The dataset is shuffled during training, and mini-batch gradient descent is used to optimize the model parameters.
B. Optimization Strategy
When training, the model will calculate gradients using backpropagation to update its parameters using Adam opti-mization. While the model attempts to minimize the recon-struction error, it should also maintain a consistent structure and perception between the ground truth and predicted frames. To help stabilize the training process, the optical flow inputs are normalised, which will improve convergence.
VII. EVALUATION METRICS
The performance of the anomaly detection system is eval-uated using both frame-level and pixel-level metrics.
A. Frame-Level Metrics
By uniformly assessing the frame-level performance of the proposed anomaly detection model through the use of frame-level anomaly scores, it will be possible to determine how proficiently the developed models can detect and discriminate between normal frames and anomalous frames.
Area Under the Data Receiver Operating Characteristic Curve (ROC-AUC) will be utilized to evaluate the model’s performance by analyzing its true positive and false positive rates across a range of decision thresholds; therefore, the model’s true and false positive rates may be evaluated at multiple decision thresholds.
In addition to ROC-AUC, commonly used performance metrics, such as accuracy, precision, recall, and F1-score will also be provided in order to further determine the performance of each model developed by this study.
B. Pixel-Level Metrics
Pixel level evaluations measure how well a model can ac-curately locate where within a video frame anomalous regions have been detected. Pixel-level ROC-AUC is commonly used to evaluate how well an anomaly detection model localizes identified anomalous regions. In addition to pixel-level ROC-AUC, precision and recall are used to evaluate the localization performance of the detected anomalies.
The F1-score is also used as a combined measure of precision and recall to assess overall performance.
VIII. EXPERIMENTAL RESULTS
Researchers tested their proposed transformer-based frame-work for detecting anomalies against the UCSD Ped2 dataset, which is one of the most commonly used datasets for perform-ing anomaly detection in video. The model was trained only on normal videos and then was tested on a separate set of videos that contained abnormal activities such as bicycles, vehicles, and other strange behaviours exhibited by pedestrians.
To evaluate the accuracy of the proposed method, we used both frame-by-frame and pixel-by-pixel analysis of the

results from our experiment. Frame-by-frame analysis looks at how well the system performs at identifying frames from an anomaly score based on the fact that those frames are suspected to be anomalous; pixel-by-pixel analysis checks how well the system can localize areas in each frame where an anomaly occurred.
A. Frame-Level Results
This document summarizes the performance analysis of a machine learning model to discover anomalies from available data through measure results on metrics including; ROC - AUC, Precision- Recall AUC, Accuracy, Precision, Recall, and F1 Score. A presentation of the results is shown in Table I.

TABLE I
FRAME-LEVEL ANOMALY DETECTION RESULTS ON UCSD PED2 DATASET

	 Metric	
ROC-AUC
	Value 
0.7045

	PR-AUC
	0.9198

	Best Threshold
	0.1456

	Accuracy
	0.8466

	Precision
	0.8455

	Recall
	0.9963


 F1 Score	0.9147 

The findings reveal a recall (sensitivity) of 0.9963 was obtained by the proposed system indicating that it was able to detect most of the frames as being anomalous in the database. The F1-score results, however, give an overall score of 0.9147 indicating that the proposed system does a good job at balancing precision and recall (sensitivity). In addition, the results of the PR-AUC yield a high value for the PR-AUC indicating that the model was able to effectively differentiate between the anomalous frames and normal frames.
B. Pixel-Level Results
Pixel-level evaluation measures the model’s ability to ac-curately localize anomalous regions within frames. Table II presents the pixel-level performance metrics.

TABLE II
PIXEL-LEVEL ANOMALY LOCALIZATION RESULTS ON UCSD PED2 DATASET
 	
 Metric		Value  ROC-AUC	0.9295
 PR-AUC	0.1269 

The pixel-level ROC-AUC score of 0.9295 demonstrates that the proposed model effectively identifies anomalous re-gions within video frames. Although the pixel-level PR-AUC is lower, this is expected due to the strong imbalance between normal and anomalous pixels in surveillance videos.
C. Qualitative Results
In addition to the numerical assessment of identified anoma-lies, a qualitative evaluation was also completed using Grad-CAM based anomaly heat maps. The generated heat maps provide an opportunity to visualize areas that contributed most strongly to the overall anomaly score. Therefore, this provides

visual representations of objects or motion patterns that are not typical of their environment.
The qualitative findings demonstrate that our method suc-cessfully identifies where anomalies have occurred. In the case of a bicycle appearing on a pedestrian walkway and the abnormal behaviour of a person, the proposed model was able to identify each of these anomalies individually. Furthermore, the implementation of interpretive Artificial Intelligence tech-niques has enhanced interpretability by offering both spatial location and verbal descriptions for each detected anomaly.
To further illustrate the interpretability of the proposed framework, an example output is presented in Table III.

TABLE III
EXAMPLE EXPLAINABILITY OUTPUT OF THE PROPOSED FRAMEWORK

	Video ID
	Test001

	Frame
	006.tif

	Anomaly Score
	0.00069

	RGB Score
	0.00068

	Flow Score
	1.08 × 10−5

	Label
	Normal

	Explanation
	Appearance and motion match normal patterns

	VLM Output
	A group of people walking down a sidewalk



[image: ]

Fig. 2. Qualitative results of the proposed anomaly detection framework. From left to right: input frame at time t, predicted frame at time t + 1, and the corresponding reconstruction error map.

As shown in Fig. 2, the model is able to accurately predict normal motion patterns in the scene. The reconstruction error map highlights regions where the prediction deviates from the ground truth, which correspond to potential anomalies.
IX. CONCLUSION
An efficient and explainable video anomaly detection frame-work is proposed that jointly captures both the spatial appear-ance and the temporally causal motion dynamics of the video sequence. This framework has a Vision Transformer (ViT)-based spatial encoder, a causal temporal transformer, and a motion-aware fusion module, which integrates the appearance representation and the motion representation using a cross-attention-based gating mechanism.
The model is trained using a future frame prediction ap-proach, using both RGB frames and optical flow as input, given past observations, in a self-supervised manner. When evaluating anomalies, an anomaly can be identified based on deviations from learned normal patterns due to the reconstruc-tion error derived from both the appearance representation and the motion representation.
In addition, a multi-objective loss function (using recon-struction loss, perceptual loss, structural similarity loss, gradi-ent loss) is used during training to enhance the model’s ability

to learn meaningful spatial and temporal features that define the appearance and movement of the environment.
An Explainable AI (XAI) module is offered to provide an explanation for the model decisions, based on error-based attribution, Grad-CAM localization, and using vision-language explanation.
The results from this experimental study show that this pro-posed framework effectively detects anomalous events in the video and identifies the location of anomalous regions within the video, while also providing a meaningful explanation for the predictions made by the model. The results also indicate that while the framework demonstrates good performance, the model may exhibit reduced sensitivity to subtle anomalies, depending on the accuracy of motion estimation, and needs additional work to develop more efficient architectures to provide better scalability and adaptability of the framework to more real-world situations.
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