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1. Introduction
Artificial Intelligence (AI) has become an essential component of modern computing systems. Deep learning models are widely used for image classification, medical diagnosis, autonomous systems, and cloud-based analytics. Despite their success, these systems typically require direct access to user data, creating significant privacy concerns.
Cloud-based AI services often require users to upload sensitive information to remote servers for processing. In domains such as healthcare, finance, and government services, exposing confidential data can result in privacy violations and security risks. Consequently, there is a growing demand for privacy-preserving machine learning techniques capable of performing computations without revealing the underlying data.
Fully Homomorphic Encryption (FHE) enables arithmetic operations on encrypted data while preserving correctness after decryption. This capability allows AI models to process encrypted images without accessing their original content. However, FHE-based neural network inference typically suffers from high memory consumption due to ciphertext expansion, evaluation keys, and rotation operations.
To address these challenges, this paper proposes LowMemoryFHEResNet20, a memory-efficient encrypted image classification framework that combines FHE with the ResNet20 neural network architecture. The proposed system focuses on reducing memory overhead while maintaining privacy-preserving inference capabilities.

Why This Project?
· Zero-Trust MLaaS: Validates a completely private, zero-disclosure pipeline for sensitive vision diagnostic and classification systems.
· Constrained Clients: Shift-by-slot packing algorithms allow clients to encrypt an entire 32x32 CIFAR-10 image into a single high-degree ciphertext, offloading 99.9% of the computation.
· Low-Memory Innovation: Demonstrates dynamic slot resizing (down sampling from 16k to 4k slots) to reduce FHE key footprints on server RAM.
Key Advantages
· Provable Security: Mathematically secured under the Ring Learning with Errors (RLWE) hard problem—meaning it is resistant to quantum computing attacks.
· Stateful Noise Refreshing: Leverages advanced CKKS bootstrapping routines mid-inference, allowing deep 20-layer calculations without losing precision.
· No Decryption in Transit: The server never has access to the public-key's matching secret key or raw activations.
Research Trade-offs
· Extreme Computation: Each homomorphic multiplication expands the ciphertext noise. Bootstrapping a single ciphertext takes upwards of 80-100 seconds on a single core.
· No Non-Linearity: FHE cannot compute standard ReLU. It must use high-degree polynomial approximations (e.g., $d=59$), adding significant runtime depth.
· Key Size Footprint: Rotation and evaluation keys take up hundreds of
The Three Modular Pillars
1.1 Local FHE Client (The Trust Anchor)
The client machine runs locally. It initializes the OpenFHE context, generates the secure KeyPair, and creates the heavy Evaluation Mult Keys and Rotation Keys required for the server. It performs local 32-bit float normalization of the CIFAR-10 image, serializes it into a single CKKS encrypted vector, and handles the decrypted class probability output.
1.2 FHE Controller Wrapper (OpenFHE Bridge)
The translation layer mapping Deep Learning operators into homomorphic routines. Written in C++ as FHEController.cpp, this module handles the complex cyclic-shift math for convolution, applies batch-norm scaling as simple linear multiplications, and implements the polynomial evaluation logic for the non-linear activation (ReLU approximation).
1.3 Untrusted MLaaS Server (The Evaluator)
The cloud host that executes the feedforward pass. Equipped only with the client's public keys, rotation maps, and serialized ciphertexts, the server chains 20 Residual Blocks. Because activations decay as math operations accumulates, the server initiates local Bootstrapping (BTS) on the ciphertexts to refresh their multiplicative depth capacity dynamically.


Research Focus: Low-Memory Dynamic Slot-Packing
Under standard FHE, a ciphertext usually holds $N/2$ independent complex numbers ($N = 2^{16}$ for standard depth). If a client packs only 1 element per ciphertext, 99.9% of memory is wasted.
To overcome this, this ResNet implementation packs the entire image channel activations into a single ciphertext using Dynamic Slot Reduction. As the spatial dimensions downsample through the network (Layer 1: $32\times32 \rightarrow$ Layer 2: $16\times16 \rightarrow$ Layer 3: $8\times8$), the system compresses the slot count from **16,384 slots** down to **8,192** and finally **4,096** slots. This decreases key-switching sizes and reduces the server's working memory overhead drastically.
2. Proposed Methodology
The proposed framework consists of two primary entities: the client and the server.
The client is responsible for image encryption and result decryption, while the server performs encrypted inference using the ResNet20 model. The overall workflow is as follows:
1. Image acquisition and preprocessing.
2. Key generation and encryption.
3. Transmission of encrypted image data.
4. Encrypted ResNet20 inference.
5. Generation of encrypted predictions.
6. Decryption and display of classification results.
Unlike traditional systems, the server never gains access to the original image throughout the inference process.
2.1 Fully Homomorphic Encryption
Fully Homomorphic Encryption enables computations directly on ciphertexts. The proposed system utilizes FHE to ensure that image data remains confidential throughout processing. All convolution and classification operations are performed on encrypted representations, eliminating the need for plaintext exposure.
2.2 ResNet20 Architecture
ResNet20 is a lightweight residual neural network widely used for image classification tasks. Residual learning allows information to bypass intermediate layers through skip connections, improving optimization and classification performance. The network is particularly suitable for encrypted inference due to its moderate complexity and effectiveness on image datasets.
2.3 Memory Optimization Techniques
One of the major contributions of this work is memory optimization. The proposed framework incorporates:
· Efficient ciphertext packing.
· Optimized vector encoding.
· Reduced automorphism key generation.
· Memory reuse mechanisms.
· Minimized rotation operations.
These techniques significantly reduce RAM consumption and improve deployment feasibility.















3. Results and Discussion
The proposed system was evaluated in terms of security, functionality, and memory efficiency.
Experimental observations indicate that encrypted image classification can be successfully performed without exposing original image content. The server processes only encrypted ciphertexts and returns encrypted predictions to the client.
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Fig (1): Webpage Simulation of  Low-Memory Homomorphic ResNet-20
Compared with conventional FHE-based implementations, the proposed framework demonstrates:
· Reduced memory consumption.
· Lower storage requirements.
· Improved scalability.
· Enhanced deployment practicality.
The memory savings achieved through optimized ciphertext management and automorphism key reduction contribute significantly to system efficiency.
In addition to privacy preservation, the framework maintains the fundamental classification capabilities of the ResNet20 architecture, demonstrating that secure AI inference is achievable without compromising functionality.

Research Outlook & Future Scope
While this low-memory homomorphic ResNet-20 implementation provides a rigorous solution to the privacy-preserving vision classification problem, deploying this scale of cryptographic system in real-world pipelines highlights major research bottlenecks for future study.
1. Multi-threaded Parallelization (OpenMP)
To maintain compatibility with local MinGW toolchains on Windows, the current build executed without OpenMP multithreading support (running entirely on a single CPU thread). Standardizing multi-threaded OpenFHE pipelines across different compiler runtimes (such as MSVC and Clang) could immediately drop execution times by up to **8x to 12x** on standard server chips.


2. Hardware Acceleration (GPUs & TPUs)
CKKS polynomial multiplications rely heavily on massive Number Theoretic Transforms (NTT). Utilizing GPU acceleration platforms (such as CUDA or the Intel HEXL library) could delegate these vectorized math operations to hardware-optimized pipelines, dropping individual bootstrapping times from minutes down to **milliseconds**.
3. Optimized Polynomial Approximation
The current ReLU activation is approximated with a degree-59 polynomial. Although accurate, evaluating a polynomial of this degree consumes significant depth. Researching adaptive non-linear approximations or using shallower, highly customized smooth functions could reduce the required ciphertext multiplicative depth, lowering bootstrapping frequency.
4. Client-side Key Sharding
To decrease the transmission overhead of heavy evaluation and rotation key binaries (often totaling 500MB to 1GB), research into lazy rotation generation and dynamic public key sharding could alleviate the bandwidth constraints on low-power IoT and mobile clients.
4. Conclusion
This paper presented LowMemoryFHEResNet20, a privacy-preserving image classification framework that combines Fully Homomorphic Encryption with the ResNet20 deep learning architecture. The proposed system enables encrypted image classification while addressing one of the primary limitations of FHE-based neural networks: excessive memory consumption.
By incorporating ciphertext packing, vector encoding optimization, memory reuse, and reduced automorphism key generation, the framework achieves improved memory efficiency while maintaining secure inference capabilities. The results demonstrate the feasibility of deploying encrypted deep learning systems for privacy-sensitive applications.
Future work will focus on reducing computational latency, integrating hardware acceleration, and extending the framework to support larger neural network architectures and real-time encrypted AI services.
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