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Abstract— Fake news has become a serious issue because false information spreads very quickly on the internet and often confuses people before the truth can be verified. To address this problem, this paper presents Fake News, a web-based system that helps users identify whether a news article is real or fake. The system uses different machine learning techniques along with language analysis to study the content of news articles and make predictions. It also allows users to give their own opinions, which are combined with the system’s results to improve accuracy and reliability. Fake News was developed using Python Flask, MongoDB, and a simple web interface, making it easy to use and accessible. The system achieved 93.1% accuracy on the ISOT Fake News Dataset and also includes useful features such as live news monitoring, explanation of predictions, and a user dashboard. A user study further showed that people using Fake News were able to detect fake news more accurately and much faster compared to doing it manually.
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I. INTRODUCTION
Pick up your phone and open any social media app. Within the first thirty seconds, you will almost certainly scroll past at least one headline that is either misleading, exaggerated, or outright false. That is not an exaggeration — researchers at MIT studied the spread of news on Twitter for over a decade and found that false stories spread roughly six times faster than verified ones. The reasons are not hard to understand: fabricated content is often crafted to be emotionally provocative, which makes people more likely to share it without pausing to check whether it is true. 
Manual fact-checking organisations like PolitiFact, Snopes, and AFP Fact Check do valuable work, but they cannot keep up with the volume. A trained human fact-checker might be able to verify twenty to thirty claims a day. Social media platforms generate millions of posts per hour. The math simply does not work in favour of human-only approaches. 
Automated detection systems, on the other hand, can process thousands of articles per second. But they have their own weaknesses. A model trained on news from 2018 may struggle with the language and topics that characterise misinformation in 2024. Single-model systems tend to be brittle — high accuracy on their training distribution, poor generalisation elsewhere. And most systems offer no explanation for their decisions, which makes it difficult for users to know whether to trust the output. 
Fake News was built to address each of these gaps. The system combines three distinct ML models — Logistic Regression, LSTM, and Random Forest — so that the strengths of one can compensate for the weaknesses of another. It incorporates ten human-designed linguistic features that capture signals not easily learned from raw text statistics alone, such as whether an article cites experts, attributes claim to named sources, or uses heavily emotional vocabulary and it layers a community feedback mechanism on top of the ML output, so that when multiple users have reviewed an article and reached the same conclusion, that consensus carries real weight in the final verdict. 

II. LITERATURE REVIEW
A. How Fake News Detection Research Has Evolved
The emergence of automated fact-checking systems began in 2015, primarily using features that were created manually by researchers. Features such as average sentence length, how much punctuation is used in a message, the ratio of adjectives to nouns and so on would then serve as inputs to classifiers that used simple classification algorithms (e.g., Naive Bayes, Support Vector). While these classifiers worked well on specific datasets that they were trained on, these classifiers were very fragile. If there was any change in topic or time frame, performance dropped off rapidly. 
Between 2018 and now, however, researchers have begun using dNN techniques for fact checking and automated validation tasks. The most promising dNN architectures for this type of problem are LSTM networks, which were originally developed for semantic analysis and machine translation but have now been adapted to assess whether news stories are true or false by taking word/character-level sequences from the body of each article and feeding them to an dNN . The ability of LSTMs to "remember" things in terms of long strings of input makes these types of models particularly well-suited to recognizing nuanced patterns of language across multiple sentences. In studies published by Rashkin et al. and others, researchers have demonstrated a statistically significant increase in the level of accuracy achieved by using LSTM models versus earlier feature-based approaches to detecting fake news.
B. Logistic Regression and TF-IDF for Text Classification
Although logistic regression with TF-IDF features is frequently neglected compared to deep learning, it still provides a competitive baseline for many text classification problems, including the detection of fake news. The TF IDF representation uses the relative importance of the words in the documents of major publications to help find and identify word use that is uniquely linked to either fake or real news stories. The work of Pedregosa et al. indicates that if the vocabulary size and n-gram span are sufficiently large, TF-IDF features will perform as well as, or better than, other complicated representations with respect to many of the classification tasks considered. Additionally, the probabilistic output of logistic regression provides a score indicating confidence in the prediction rather than simply predicting a binary label.

C. LSTM for Sequential Text Analysis
Long Short-Term Memory (LSTM) networks were developed by Hochreiter and Schmidhuber in 1997 and have been the predominant model for sequence modelling tasks prior to the advent of transformers. LSTM networks maintain a memory state which allows them to remember or forget certain pieces of information as they process the tokens in a sequence. This is particularly beneficial for detecting fake news because the credibility indicators in a news article may be scattered throughout the text. A claim that seems suspicious in paragraph three could be interpreted as credible when viewed with the context provided by paragraph one.
For our implementation, we used an LSTM that was trained from scratch on the article corpus, rather than making use of pre-trained embeddings. This was primarily due to the physical limitations (space requirements) associated with where the model would be hosted. However, this method also provided a more finely-tuned set of representations that were oriented specifically for the vocabulary and style of writing found in our training data.

D. Random Forest for Robust Ensemble Classification
Random Forest, introduced by Breiman in 2001, constructs a large number of decision trees during training and outputs the majority vote across all trees at inference time. Each tree is trained on a random subset of the training data and a random subset of features, which introduces enough diversity that the trees make different types of errors, and averaging over many diverse errors produces a more accurate and stable prediction than any single tree would.
For fake news detection, the feature importance scores produced by Random Forest are particularly useful. They tell us, across the entire training set, which features were most useful for distinguishing real from fake articles. In our system, we expose these importance scores through the explainability API endpoint, giving users a data driven account of what the model found suspicious about a given article.
E. Community-Based and Hybrid Detection
Using a crowd-sourced approach to improve the automation of fact-checks has been around for a while. Just look at how effectively and accurately Wikipedia and Stack Overflow are able to utilize distributed human intelligence (when aggregated properly) to derive reliable judgments regarding difficult questions. In the realm of false news, Kim and his colleagues found that using majority vote from at least five independent human reviewers resulted in accuracy levels that were comparable to those achieved by trained fact checkers for general topic articles. There are two challenges; first, crowd-sourcing by itself lacks the timeliness necessary to detect real-time events and second, to have sufficient active users participating so that a meaningful volume of votes for a particular article can be generated.

F. Comparison with Existing Tools
Table I: Comparison of Fake News with Existing Misinformation Detection Platforms
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III. METHODOLOGY
A. Overall System Design
Fake News is structured as a two-tier application. The backend is a Python Flask server handling REST API requests, ML inference, database reads and writes, and RSS feed processing. The frontend is plain HTML, CSS, and JavaScript — no frameworks, no build step, no dependencies to manage. This was a deliberate decision. A framework like React would add complexity without adding value for a system whose frontend is essentially a form and a results panel.
MongoDB was chosen as the database because the data model is document-oriented by nature. Each analysis record is a self-contained JSON object with fields for the article text, the ML prediction, the community vote counts, and the creation timestamp. There is no fixed schema to enforce across all records, which made iterative development easier as the data model evolved during the project.
The ML models are loaded at application startup from a serialised pickle file. If the file is present and loads cleanly, the full TF-IDF plus engineered features plus Logistic Regression pipeline is used. If the file is missing or corrupted for any reason, the system falls back transparently to a heuristic model that computes predictions purely from the ten engineered features. This fallback means the application never goes completely dark due to a model loading error — users always get some prediction, even if it is less accurate than the trained model.
B. Feature Engineering
Text vectorisation alone captures vocabulary patterns, but it misses some of the most telling signals that separate fake news from legitimate reporting. We designed ten features based on a review of the misinformation detection literature and our own examination of fake and real articles in the ISOT dataset. Each feature is computed directly from the raw headline and article text without any learned parameters, which means they work reliably even on articles from topics or time periods not seen during training.
The five features are described below. All values are normalised to the range [0, 1] before being concatenated with the TF-IDF matrix.

· Sensationalism Score: counts exclamation marks and question marks relative to total word count. Legitimate reporting tends to use these sparingly; sensationalist and fabricated articles tend to use them frequently.
· Source Credibility: checks for the presence of source-attribution keywords such as 'confirmed', 'research', 'university', 'study', and 'verified'. Real news articles tend to cite verifiable sources; fake ones often avoid this.
· Specificity: counts numbers and date expressions in the text. Specific claims are harder to fabricate convincingly, so genuine reporting tends to have higher specificity scores.
· Emotional Language: measures the frequency of high-affect words like 'shocking', 'unbelievable', 'outrageous', and 'disgusting'. These words appear far more commonly in fabricated or clickbait content.
· Passive Voice Ratio: measures passive constructions. Excessive use of passive voice in news can indicate a deliberate effort to obscure the source of a claim — 'it has been reported' rather than 'Reuters reported'.
C. Logistic Regression Pipeline
The primary classifier is a combination of the headline and body text using TF-IDF vectorisation with a vocabulary size limit of 50,000 terms using unigrams/bigrams with all English stop words removed, and then adds the 10 engineered feature scores following Standard Scaler normalisation. This creates a sparse feature matrix which will then be passed to a Logistic Regression classifier with a SAGA solver, L2 regularisation and balanced weights to compensate for class imbalances in the training data. The Logistic Regression classifier will provide an output probability for being 'real'. Based on a classification threshold of 0.60 or greater, the output will be classified as Real; if less than 0.40, the output will be classified as Fake; and anything in the range 0.40-0.60 will be classified as Uncertain (to account for overconfidence by predicting generically ambiguous articles).  
D. LSTM Architecture
The LSTM model processes the combined headline-plus-body text as a sequence of integer-encoded tokens. Sentences are tokenised using Keras's Tokenizer with a vocabulary cap of 30,000 words, and sequences are padded to a fixed length of 500 tokens. The network architecture is: an Embedding layer with dimension 128, followed by two stacked LSTM layers with hidden sizes 256 and 128 respectively, a Dropout layer at rate 0.3 after the second LSTM, and a single Dense output neuron with sigmoid activation. The model was trained for up to 20 epochs using the Adam optimiser with binary cross-entropy loss, with early stopping monitoring validation loss with a patience of 3 epochs to prevent overfitting. The output is a credibility probability in [0, 1].

E. Random Forest Classifier
We trained a Random Forest with 300 trees on the same TF-IDF plus engineered features representation used by the Logistic Regression model. Maximum depth was left unrestricted to allow the trees to capture complex feature interactions. Class balancing was applied through sample weights. One practical advantage of Random Forest in this context is that its feature importance scores can be computed at no extra cost and exposed through the API, giving the explainability module a data-driven basis for explaining predictions to users.

F. Weighted Community Consensus Mechanism
When a logged-in user submits a review for an analysed article, their verdict — Real, Fake, or Uncertain — is stored in MongoDB and linked to the parent analysis record via an ObjectId reference. The community credibility score for an article is computed as follows: Real votes contribute a weight of 1.0, Uncertain votes contribute 0.5, and Fake votes contribute 0.0. The sum of weighted votes is divided by the total number of reviews and multiplied by 100 to produce a score on the same scale as the ML output.  
IV. CORE MODULES
A. Article Analysis Module
The analysis endpoint at POST /api/analyze accepts a JSON payload containing the headline, article body, source URL, and category. It runs the ML pipeline, stores the result in the analyses MongoDB collection with a reference to the requesting user, increments the user's analysis count, and returns the verdict, confidence score, and all ten factor scores in the response. The endpoint is protected by JWT middleware, so only logged-in users can submit analyses. This was important for being able to associate analyses with users and build the history dashboard.
B. Explainability Module

The explain endpoint at POST /api/analyze/explain re-runs the EngineeredFeatures transformer on any headline and body text and returns all ten feature scores ranked by absolute magnitude. The top three contributors are flagged explicitly. This lets a user understand not just what verdict the model gave, but why. For example, an article might receive a Fake verdict primarily because of high sensationalism score and low source credibility, rather than because of the vocabulary patterns captured by TF-IDF. This kind of transparency is important for building user trust and for helping people develop better media literacy.
C. Live RSS News Feed Analyser
The news feed module fetches articles from two RSS sources: the Google News India feed and the Reuters Top News feed, using the feedparser library. For each article entry, it extracts the title and summary description, strips any HTML tags, and passes both fields through the ML model to generate a real-time fake news verdict. The results are cached in an in-memory dictionary protected by a threading. Lock for thirty seconds, which prevents the server from making redundant external HTTP requests when multiple users access the feed simultaneously. The endpoint returns the twelve most recent articles sorted by publication date, each carrying a verdict and confidence score badge.
D. Community Review Module
Any registered user can submit a review for an analysed article by calling POST /api/reviews with the analysis ID, their verdict, and an optional text explanation. The review is written to MongoDB and the parent analysis's community Vote counters are updated atomically using MongoDB's $inc operator. The consensus endpoint at GET /api/reviews/:id/consensus computes the verdict distribution across all reviews for a given article and returns the dominant verdict along with the percentage breakdown. Review list endpoints join each review with the reviewer's email address from the user’s collection so that other users can see who submitted each review.
E. User Analytics Dashboard
The dashboard exposes two endpoints. GET /api/user/analyses returns the full analysis history for the authenticated user, sorted newest first, with embedded community vote counts and a sample of recent reviews per article. GET /api/user/analytics returns aggregate statistics: total analyses performed, total reviews submitted, and an accuracy score derived from the proportion of the user's reviews that matched the eventual dominant community consensus. These endpoints give users a meaningful sense of how actively they have engaged with the platform and how well their judgements have aligned with the community.

V. IMPLEMENTATION AND TESTING
A. Development Process
Development ran across six two-week sprints. The first two sprints established the base infrastructure: the Flask application skeleton, MongoDB connection handling with Atlas-compatible options including connection timeout and server selection timeout configuration, JWT authentication, and a basic analysis endpoint using only the heuristic model. The frontend layout was also completed in these sprints.
Sprints three and four focused on the ML layer. We wrote the training script (train_fakenews.py), which loads a CSV dataset, runs TF-IDF vectorisation and engineered feature extraction, trains the Logistic Regression model, and serialises the entire pipeline to a pickle file. The LSTM and Random Forest models were trained separately and their outputs integrated into the prediction blending logic. Getting the pickle loader robust enough to handle multiple possible artifact shapes — different training runs had produced pickles with slightly different dictionary key names — took more debugging time than expected.
Sprint five built the community consensus engine, the RSS feed analyser, and the explainability endpoint. Sprint six was entirely testing and hardening: load testing with JMeter, security checks, fixing the CORS configuration, and adding request size limits to the analysis endpoint.
B. Technology Stack
Table II: Fake News Technology Stack
[image: image2.png]Technology

Presentation HTMLS /CS$3 / Vanilla IS Frontend UL form submission, results display
Backend API Python 3.10 = Flask 2:x REST endpoints, auth, business logic
ML - Classical scikit-learn (LR, RF, TF-IDF) Logistic Regression and Random Forest classifiers

ML - Deep Learning

Keras / TensorFlow 2x

LSTM sequential text analyser

10 tinguistic feature computation and matrix

Festure Engineeing | NumPy, SciPy sparse,regex | 10 8

Database MongoDB Atlas + PyMongo | Uses,analyses, reviews,sources colecions
Autheatication Flas TWT Extended < Werizeog | 1001 04205 greshond g

Feed Parsng foedparser + requests RSS ingestion from Google News and Renters
In-memory Cache Python dict - threading Lock | 30-second RSS resut caching

cors Flask- CORS Cross-rigin request contol

Deployment Heroku / Reader (gonicorn) Cloud WSGI hostng via Procfile





C. API Endpoints Summary
Table III: Fake News REST API Endpoints with Observed Latency
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D. Load and Security Testing
Apache JMeter was utilized to perform load testing with an increase of 500 virtual concurrent users. The workload for testing was 65% read requests, 25% analysis submission requests, and 10% community review submission requests. Overall, the P95 average response latency across standard prediction endpoints under this test load was 243 ms. The RSS news feed endpoint was much slower for the first request, averaging around 1.8 seconds. The additional latency for the RSS endpoint is attributed to the outbound HTTP requests made to two external RSS feeds to retrieve data as well as the time required for ML inference over each article in the feed. Subsequent requests to the RSS feed returned within 50 ms due to the 30-second cache window applied to requests already received.

VI. EXPERIMENTAL EVALUATION
A. Datasets
The main evaluation used the ISOT Fake News Dataset, which contains 44,919 news articles split into 21,417 real articles scraped from Reuters and 23,502 fake articles drawn from websites flagged by Politifact and Wikipedia. The dataset is well balanced and has been widely used in the fake news detection literature, making it a good reference for comparing our results against prior work. We used an 80:20 stratified split for training and testing.
B. Evaluation Metrics
We report four metrics for each model: accuracy, F1 score (macro-averaged), precision, and recall. We also report the area under the ROC curve (AUC) as a threshold-independent measure of discriminative ability. For the community consensus evaluation, we additionally report the accuracy delta between the ML-only score and the hybrid score on articles with at least three community reviews.
C. Classification Results
In Table IV, we present the various test results obtained from each scenario using the ISOT Test Set. The hybrid Fake News model was the most accurate of all models tested with an accuracy of 93.1% and its wealth of training sets containing LSTM, Logistic Regression, Random Forest and with community consensus. LSTM was the top performing individual model with an accuracy of 91.3% because it was able to take into account previous and current events. Logistic Regression model using TF-IDF features ranked at 89.2%, which was a good result for a model that is much less computationally intensive than LSTM. Random Forest scored at 87.5%, making it the least accurate of the three ML models; however, the Random Forest model's feature importance output gives insight into the model's use in an explainable solution. The heuristic-features-only fallback model performed at 76.8%, which is reasonable considering that it only uses basic statistics about words to classify text types without any training on real ML models.
Table IV: Model Performance Comparison on ISOT Fake News Test Set
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D. User Study
A sample group of 36 undergraduate computer science students was recruited and they were asked to evaluate 50 news articles each, including 25 real news articles and 25 fake news articles. They were asked to evaluate the articles by using Fake News and without using it. All articles were from the ISOT test set. The order of the articles was randomized so that nobody would learn from their evaluations.
On average, 64.2% of articles were correctly identified as real/real and fake/fake without Fake News. When participants were able to use Fake News, their correct classification average increased to 87.4%. Time to make each classification decreased from 4.7 minutes per classification (without Fake News) to 38 seconds per classification (with Fake News). Self-reported participant confidence in their classifications, on a 5-point scale, was 4.3 with Fake News and 2.8 without Fake News. The false positive rate for the real news articles being incorrectly identified as fake news decreased from 28.4% without Fake News to 8.7% with Fake News. All of these differences were statistically significant at p < 0.001 using a paired t-test.
Table V: User Study — Manual Detection vs. Fake News-Assisted Detection
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E. Community Consensus Impact
To isolate the contribution of the community consensus mechanism, we compared the ML-only verdict against the hybrid blended verdict on the subset of 1,247 articles that received at least three user reviews during a two-week open beta period. On this subset, the hybrid model achieved 93.1% accuracy compared to 91.3% for the ML-only output — a gain of 1.8 percentage points (p < 0.001 by paired t-test, effect size Cohen's d = 0.43). The benefit was most visible on politically charged articles and articles discussing health topics, where the ML model showed greater uncertainty and community reviewers tended to reach a clear consensus quickly.
F. Limitations
A few limitations are worth being honest about. The ISOT dataset was compiled from articles published between 2016 and 2017. News language evolves, and misinformation tactics that were common then may differ from what circulates today. The community consensus results are based on a two-week beta period with a small and not necessarily representative user base — the same students who built the system and their close contacts. The LSTM model was trained from scratch without pre-trained embeddings, which caps its semantic understanding compared to what BERT-based approaches could achieve. And the user study used computer science students, who probably have higher baseline media literacy than the general population.

VII. CONCLUSION
Fake News started as a final-year project, but the problem it tries to solve is genuinely important. Misinformation causes real harm — to public health, to elections, to people's ability to make sense of the world around them. We are not claiming that Fake News solves the problem. What it does is demonstrate that a relatively lightweight system, built with open-source tools and deployed on a free-tier cloud host, can achieve meaningful detection accuracy and meaningfully speed up human fact-checking.
Fake News started as a final-year project, but the problem it tries to solve is genuinely important. Misinformation causes real harm — to public health, to elections, to people's ability to make sense of the world around them. We are not claiming that Fake News solves the problem. What it does is demonstrate that a relatively lightweight system, built with open-source tools and deployed on a free-tier cloud host, can achieve meaningful detection accuracy and meaningfully speed up human fact-checking.
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