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Abstract
Machine learning models for credit scoring and the interpretability of their predictions through Explainable AI (XAI) techniques are investigated in this research. Three machine learning models—Random Forest (RF), XGBoost, and Neural Networks (NN)—are compared to gauge their performance relative to one another for credit score prediction. Additionally, five explainability techniques are applied: SHAP, LIME, Partial Dependence Plots (PDP), Permutation Importance, and ROC Curve. The results show that XGBoost and Random Forest are more accurate than Neural Networks, with XGBoost providing the highest accuracy of 0.81. XAI techniques provide model decision insights, with SHAP and LIME providing key feature importance and behavior explanations. The study demands a need for interpretability in financial decision-making and offers actionable guidance on the application of XAI methods to promote model explainability and trust.
Introduction
Credit scoring is an important activity in financial decision-making, embraced by financial institutions to establish individuals’ and businesses’ creditworthiness. Traditional credit scoring models are opaque by nature, an element that is confronted with regulatory compliance and customer trust issues. The latest advancement in machine learning (ML) enabled the development of more sophisticated models for improving the credit risk prediction precision. However, these models can be considered ”black boxes,” particularly deep learning approaches, as they are difficult to interpret and comprehend.
This paper covers the performance of three machine learning models, Neural Networks (NN), Random Forest (RF), and XGBoost, adaboost, logistic regression, decision tree on credit scoring tasks, while applying Explainable AI (XAI) techniques to enhance the interpretability of the models. The objective is to understand how the models are making predictions and which features contribute most to credit score computation. The research questions for this investigation are:
· Comparing and evaluating the performance of NN, RF, and XGBoost in predicting credit score.
· Applying XAI methods, including SHAP, LIME, PDP, ICE, Permutation Importance, LOFO , GINI, golbal surrogate model, Coefficient Analysis , GLM and ROC Curve, for analysis of model behavior and decision rationale.
· Evaluating the role of model interpretability in making financial decisions and examining how XAI can bring transparency to ML models.
Related Work
The application of machine learning (ML) models in financial risk management, particularly for credit scoring, has been widely explored. Explainable AI (XAI) plays a critical role in enhancing the transparency and interpretability of these models, benefiting stakeholders such as banks, regulators, and customers. This section reviews three key studies in this domain and contextualizes our research in relation to them.
Stanki´c et al. (2023) (1) examined supervised learning models like decision trees, random forests, and logistic regression for small banking environments. Their use of SHAP values improved model transparency, but their focus on binary classification and a small dataset limits generalizability. In contrast, our study extends their work by evaluating a broader range of classifiers (XGBoost, k-NN, MLP, decision trees) on a multi-class credit score dataset, integrating both SHAP and LIME for deeper interpretability.
Singh et al. (2024) (2) highlighted fairness and transparency concerns in AI systems for financial decisions, advocating for the use of XAI methods such as LIME and SHAP to detect algorithmic bias. While our study does not focus on fairness metrics, it aligns with their goals by enhancing transparency through global and local interpretability, using permutation importance and PDPs to explore how features like income and age influence credit scores.
Shreya and Nigam (2023) (3) proposed an ensemble approach combining LightGBM and random forests for credit risk prediction. While they optimized predictive performance, they did not emphasize interpretability. Our work prioritizes interpretability by evaluating both the predictive accuracy and explainability of models, with additional insights from feature interaction effects using Friedman’s H-statistic. Yi Wu and Yuwen Pan (2021) \cite{wu2021} presented a machine learning-based credit scoring approach utilizing feature selection via pdC-RF and WOE transformation, followed by model evaluation using logistic regression, random forests, and support vector machines.
Teles et al. (2020) conducted a comparative study between fuzzy logic and decision tree models for credit scoring using a Brazilian bank dataset of 1,890 borrowers. Their fuzzy logic approach achieved superior accuracy (97.2%) in predicting repayment defaults compared to decision trees (97.4%), though both models showed strong performance. The study uniquely incorporated collateral value as a predictive feature, finding that tax-related variables significantly influenced default predictions. While fuzzy logic provided better uncertainty modeling, the authors noted its implementation complexity compared to the more interpretable decision tree outputs. Our research extends their work by (1) evaluating modern ensemble methods (XGBoost, RF) beyond basic decision trees, (2) incorporating SHAP/LIME explanations to address their noted interpretability challenges, and (3) analyzing feature interactions through PDPs and Friedman’s H-statistic rather than relying solely on collateral-based features.
Kennedy (2013) \cite{kennedy2013} explored key challenges in credit scorecard development, particularly focusing on class imbalance, low-default portfolios, and behavioral scoring datasets. The study revealed that adjusting classifier decision thresholds outperformed oversampling in imbalanced datasets and that both logistic regression and semi-supervised methods are viable for low-default portfolios. Kennedy also examined the effects of different behavioral data parameters on model performance and highlighted the role of synthetic data in evaluating models when real-world data is inaccessible.
In summary, our research stands out by offering a multi-faceted evaluation of credit score prediction models. It integrates multiple XAI techniques—SHAP, LIME, PDP, permutation importance, and interaction plots—into a cohesive framework, enhancing the transparency and ethical decision-making in financial services.
Methodology
Dataset Description
The dataset used in this study contains credit features such as income, debt levels, and credit history, and the target feature is Credit Score. The data was preprocessed by handling missing values, encoding categorical features, and normalizing numerical features so that the models can learn from the data. Feature selection based on mutual information was used to choose the most influential features.
Model Selection and Justification
There are seven models selected for this project: Neural Network (NN), Random Forest (RF), XGBoost, Support Vector Machine (SVM), Logistic Regression, Naive Bayes, and Decision Tree.
· Neural Network (NN): This model was selected due to its ability to capture complex patterns and interactions in large datasets. However, deep learning models have always been blamed for being not interpretable.
· Random Forest (RF): An ensemble learning method that classifies data based on decision trees, RF is very robust and can handle highdimensional data without overfitting.
· XGBoost: A gradient boosting framework that has shown excellent performance in structured data tasks by being able to model complex relationships in addition to being scalable.
· Support Vector Machine (SVM): Effective in high-dimensional spaces and robust to overfitting, especially in smaller datasets. Provides clear decision boundaries.
· Logistic Regression: A simple yet powerful linear model for classification, particularly interpretable and serves as a good baseline.
· Naive Bayes: A probabilistic model based on Bayes’ Theorem, fast and efficient especially with categorical data.
· Decision Tree: Offers a straightforward, interpretable model that builds decisions based on feature thresholds, useful for understanding feature impact.
· Bagging Classifier (Decision Tree): This ensemble method combines multiple Decision Trees trained on random subsets of the data, reducing variance and improving stability. It is effective for handling overfitting and enhances overall model accuracy.
· AdaBoost: An ensemble learning technique that combines multiple weak learners, typically decision trees, to create a strong classifier by iteratively adjusting the weights of misclassified instances, thereby improving overall model performance while maintaining simplicity.
Results
Model Performance Metrics
The performance metrics of each model are as follows:
· Neural Network (NN):
· Accuracy: 0.60
· Confusion Matrix:
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· Random Forest (RF):
· Accuracy: 0.81 – Confusion Matrix:
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· XGBoost:
· Accuracy: 0.76
· Confusion Matrix:
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· Bagging Classifier (Decision Tree):
· Accuracy: 0.80
· Neural Network (NN):
· Accuracy: 0.60
· Logistic Regression:
· Accuracy: 0.53 • Naive Bayes:
· Accuracy: 0.54
· Decision Tree:
· Accuracy: 0.73 adaboost:
· Accuracy : 0.62
Visualizations
The performances of the models were visualized using confusion matrices and ROC curves to provide clearer interpretation of classification results. Feature importance was analyzed using SHAP values and permutation importance plots, offering both global and local insights into how features influenced predictions.
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Figure 1: adaboost confusion matrix
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Figure 2: Receiver Operating Characteristic curve showing excellent model performance (AUC = 0.95) compared to random guessing.
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Figure 3: Permutation importance scores highlighting Interest Rate as the most impactful feature.
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Figure 4: Partial dependence plot showing a non-linear relationship between outstanding debt and predicted risk score.
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Figure 5: SHAP values indicating both the magnitude and direction of each feature’s impact on the model output.
Discussion
This project unwrapped the key drivers that drive credit risk prediction, i.e., Credit Mix, Credit Age, Monthly In-hand Salary, Good Debt, and Payment of Minimum Amount, all being self-evident finance postulates. Feature importance attributes such as Feature Importance, Partial Dependence Plots (PDPs), Permutation Importance, LIME, and SHAP , LOFO , GINI, golbal surrogate model, Coefficient Analysis , GLMhave been employed to understand and learn more about feature contribution towards model prediction. Higher income, higher credit mix, and lower debt approached towards the direction of lower default risk, while titanic outstanding balances approached towards the direction of being labeled under high-risk. However, fears of data quality, i.e., missing value, and outlier, and also the inherent intricacy of models constructed with algorithms such as XGBoost kept interpretability on the backburner.
The project was founded on earlier works carried out by different papers (e.g., Singh and Kumar [4]), with special caution being exercised for the importance of core finance attributes. Interestingly, the Payment of Minimum Amount ranked as the number one feature in all models, thus affirming prudent behavior. Use of explainability methods generated model transparency, which potentially carries the benefit of increased trustworthiness and more informed decision-making in credit analysis. Despite being faced with challenges, work presented in the project opens the door to potential future technological innovation in credit analysis models, data quality, and exploration of innovative interpretability methods.
Conclusion
This study investigated and compared the performance of three machine learning models—Neural Networks, Random Forest, and XGBoost , adaboost, logistic regression, decision tree—for credit score prediction. XGBoost and Random Forest consistently outperformed the Neural Network model in terms of accuracy and F1 score. To enhance the interpretability of these models, we applied a range of explainable AI (XAI) techniques including SHAP, LIME, Partial Dependence Plots, Permutation Importance, and ROC Curves. These methods provided valuable insights into feature influence, model behavior, and decision transparency, with SHAP and LIME proving particularly effective in offering both global and local explanations. The findings reinforce the necessity of incorporating explainability into credit risk modeling, especially in domains where transparency and accountability are critical.
Future work may explore integrating bias detection and fairness-aware learning techniques, as well as extending this framework to other financial risk assessment tasks.
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