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Abstract—Linux has expanded aggressively into cloud plat-forms, embedded hardware, and enterprise server farms, bring-ing with it a growing demand for kernel build processes that are consistent, repeatable, and capable of scaling with organizational needs. Traditional kernel compilation, however, is largely a hands-on affair—sequential steps, environment dependencies, and toolchain fragility make it poorly suited for teams shipping frequently. This paper describes a CI/CD-based automation framework we built to address this gap, targeting Linux kernel compilation and package generation across multiple processor architectures. The system uses GitHub Actions as its workflow engine, Docker containers to enforce a reproducible build envi-ronment, and GNU cross-compilation toolchains to target both x86[image: ]64 and ARM64 without needing dedicated hardware for each. Output packages are produced in both RPM and DEB formats, and each build passes through QEMU-based boot testing before any artifact is released. Our measurements show clear gains in build speed, a significant drop in failure rates, and much better reproducibility compared to manual workflows. The framework fits naturally into modern DevOps practice and should be useful to teams working on enterprise Linux distributions, embedded products, or open-source kernel projects.

Index Terms—Linux kernel, CI/CD, GitHub Actions, Docker, DevOps, cross-compilation, RPM, DEB, QEMU, ARM64, x86[image: ]64, automation

I. [bookmark: Introduction]INTRODUCTION
Linux has come a long way from its roots as a hobbyist project. Today it sits underneath most of the world’s critical computing infrastructure—cloud hypervisors at AWS, Google, and Azure; billions of embedded devices shipped annually; and the majority of enterprise data center workloads [1]. As Linux has spread, the task of building and packaging kernels has shifted from something a small group of expert maintainers handled quietly to a routine engineering activity that directly
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shapes deployment timelines, hardware support coverage, and operational stability.
Despite how central this task has become, the kernel build process has not evolved much in terms of tooling. A typ-ical developer starts by grabbing the source tree, picks or writes a configuration file, runs make to compile the kernel image, and then invokes packaging tools like rpmbuild or dpkg-buildpackage to produce distributable artifacts. Every step in this chain has its own environmental expecta-tions, and even a minor discrepancy in a compiler version or a missing library can derail the whole build in ways that are hard to debug. Cross-compiling for ARM64 layers on additional complexity: the right toolchain prefix must be set, architecture flags must be correct, and header dependencies must resolve correctly for the target platform rather than the host.
The downstream consequences of this fragility are real and measurable. On development teams, the absence of a shared canonical build environment means two engineers compiling the same kernel source tree can produce binaries that differ in meaningful ways because their workstations are configured differently. Without automated testing in the build loop, re-gressions go undetected until someone installs a bad package. Release engineering becomes a manual choke point, with each build requiring someone to assemble, sign, and publish artifacts by hand—work that simply does not scale as release cadence increases.
Application software development largely moved past these problems years ago by adopting CI/CD pipelines [2]. Build definitions in version control, containers that eliminate host environment variation, parallel job scheduling, and mandatory test gates before any artifact ships—these have become base-line expectations. System software like the Linux kernel has lagged behind, partly because the build itself is expensive,

and partly because meaningful kernel testing has historically required real hardware.
This paper presents a purpose-built pipeline framework that applies CI/CD principles to Linux kernel compilation and package generation. We make four primary contributions. First, we designed a GitHub Actions workflow that handles the full lifecycle from pulling source through publishing release artifacts, triggered automatically on repository events. Second, we built Docker-based build environments that contain every-thing needed for both RPM and DEB packaging, removing host configuration as a variable. Third, we added cross-compilation support so that a single pipeline run produces packages for both x86[image: ]64 and ARM64, with no physical ARM hardware required. Fourth, we integrated QEMU-based boot testing as a mandatory gate, so only kernels that successfully boot reach the release stage. We measured the framework against a manual baseline and found substantial improvements in build time, failure rate, and reproducibility.
The rest of the paper is laid out as follows. Section II covers related work. Section III describes the overall system architecture. Sections IV through VII go into detail on the
pipeline design, build environments, cross-compilation, and

relying on the hosted service or standing up a private OBS instance—an infrastructure dependency that is not acceptable in every organization. The framework described here runs entirely on standard GitHub Actions infrastructure, requiring nothing beyond a GitHub repository.
Recent discussions around software supply chain security have raised the importance of reproducible builds and traceable artifact provenance [7]. Our design directly addresses this: every build runs inside an explicitly versioned container, and all produced packages are checksum-verified, creating a chain from source code to distributed artifact.
III. [bookmark: System Architecture]SYSTEM ARCHITECTURE
Our framework is organized around four interacting sub-systems that together cover the full build-and-release pipeline. Fig. 1 shows the repository layout, and Fig. 2 shows the actual GitHub Actions pipeline execution graph with timing data from a successful Linux 6.6.30 build.
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Sections IX and X discuss limitations, future directions, and conclusions.
II. [bookmark: Related Work]RELATED WORK
Several efforts have tackled Linux kernel build automation from different directions. The upstream kernel project itself sponsors the Linux Kernel Functional Testing (LKFT) initia-tive through Linaro, which runs a broad suite of functional tests across various architectures on every mainline commit [3]. LKFT is thorough, but it operates at an organizational scale that assumes dedicated hardware labs and significant infrastructure. It is not the kind of thing an individual de-veloper or a small team can pick up and run against their own downstream kernel fork.
The kbuild system baked into the kernel source tree handles dependency tracking, configuration management, and multi-architecture builds within the compilation stage. But it stops there—packaging, environment isolation, and release management are outside its scope. Distribution-level tooling such as Fedora’s kernel packaging scripts and the Ubuntu linux-source tree handle packaging for their own ecosys-tems, but both are tightly tied to their respective distributions and require substantial rework to use in other contexts [4].
Container-based build approaches have found use in em-bedded Linux work. OpenEmbedded and the Yocto Project together provide a powerful framework for building entire embedded system images inside reproducible container en-vironments [5]. Their scope, however, is much broader than what most kernel-only packaging workflows need, and the operational overhead reflects that.
SUSE’s OpenBuildService (OBS) offers hosted infrastruc-ture for building packages across many distributions and architectures [6]. It is capable, but using it means either
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[bookmark: _bookmark0]Fig. 1. KernelForge repository layout (KernelForge v1.0, Linux 6.6.30). The docker/ directory holds separate Dockerfiles for DEB and RPM build environments; kernel/configs/ stores the versioned defconfig files for each target architecture; kernel-source/ contains the verified kernel tarball and its cryptographic signatures; and scripts/ provides the automation shell scripts invoked by the CI/CD workflow.

The first subsystem is what we call the Source and Config-uration Layer. This is the GitHub repository itself, containing kernel configuration files, Dockerfiles, build scripts, and the CI/CD workflow definition. We deliberately do not store the kernel source in the repository; instead, a download script fetches the official tarball from kernel.org at build time and checks its cryptographic signature before anything else proceeds. This way, the exact source for every build is known and verifiable.
The second subsystem is the Orchestration Layer, a GitHub Actions workflow that reacts to push and tag events, builds the job matrix, and dispatches parallel jobs to hosted runners. The workflow lives as a YAML file under .github/workflows and is versioned alongside everything else, which means it goes through the same review process as any other code change.
The third subsystem is the Containerized Build Environ-ments. We maintain two Docker images: one derived from Fedora for RPM packaging, and one from Ubuntu for DEB
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[bookmark: _bookmark1]Fig. 2. Actual GitHub Actions CI/CD pipeline (ci.yml, on: push). The pipeline comprises four sequential stages. Matrix: build-images builds the DEB and RPM Docker builder images in parallel (1m 45s and 1m 21s respectively). Concurrently, Fetch Kernel Source downloads and verifies the linux-6.6.30.tar.xz tarball (11s). Once both complete, Matrix: build-kernel runs all four targets in parallel: ARM64 builds complete in approximately 11 minutes and x86[image: ]64 builds in approximately 9–10 minutes. The resulting kernel images are then validated by QEMU Boot Test (x86[image: ]64) (33s) before Create GitHub Release (10s) publishes signed packages as release assets. All stages passed (✓).


packaging. Each image includes the full toolchain for na-tive x86[image: ]64 builds plus the aarch64-linux-gnu cross-compiler for ARM64. Packaging inside these containers means the build environment is identical across every run, regardless of what is installed on the runner host.
The fourth subsystem is the Testing and Release Layer. Before any package advances to the release stage, it must pass a QEMU-based boot test. Kernels that fail the boot check do not get packaged or published—this gate exists precisely to prevent distributing images that cannot boot.
IV. [bookmark: CI/CD Pipeline Design]CI/CD PIPELINE DESIGN
A. [bookmark: Workflow Trigger and Job Structure]Workflow Trigger and Job Structure
The pipeline activates on three events: a push to the main branch, creation of a version tag matching v*, or a manual trigger through the GitHub Actions UI. This gives us two useful modes: development builds triggered by every commit, and full release builds triggered by tags that produce signed, publicly downloadable packages.
The workflow has three sequential stages—prepare, build, and release. In prepare, Docker images are built or refreshed and the kernel tarball is fetched, with caching in place to avoid redundant downloads. The build stage runs the matrix of jobs in parallel, each in its own container instance. Finally, the release stage collects the built packages, generates SHA-256 checksums, and attaches everything to a GitHub Release.
B. [bookmark: Parallel Build Matrix]Parallel Build Matrix
Running all four target combinations in parallel is the biggest contributor to pipeline speed. Table I defines the matrix. Each row is an independent GitHub Actions job, and all four run simultaneously on available runner capacity. In practice, the total wall-clock time for a four-target build is close to the time of a single build rather than four builds in sequence.
C. [bookmark: Pipeline Stage Details]Pipeline Stage Details
The prepare stage checks out the repository, then invokes Docker build scripts to produce or update the RPM and DEB builder images. GitHub Actions layer caching is enabled, so only changed layers need rebuilding when a Dockerfile is
[bookmark: _bookmark2]
TABLE I
BUILD MATRIX: PARALLEL JOB TARGETS

Job	Architecture	Package	Container

	1	x86 64
	RPM
	Fedora-based

	2	ARM64
	RPM
	Fedora-based

	3	x86 64
	DEB
	Ubuntu-based

	4	ARM64
	DEB
	Ubuntu-based




updated. Once images are ready, the kernel source tarball is fetched from kernel.org and its GPG signature is verified against the maintainer’s published key. A failed signature check halts the whole workflow—this is a supply-chain pro-tection.
In the build stage, the kernel source tree and con-fig files are mounted into the appropriate Docker con-tainer and the relevant build script runs. For native x86[image: ]64 builds, make runs with ARCH=x86_64 and no cross-compiler prefix. For ARM64, ARCH=arm64 and CROSS_COMPILE=aarch64-linux-gnu- are set, direct-ing the compiler toward the ARM64 instruction set. After the kernel image is compiled, the packaging tool for the container—rpmbuild in Fedora, dpkg-buildpackage in Ubuntu—produces the final package, which is then up-loaded as a GitHub Actions artifact for downstream stages.

V. [bookmark: Containerized Build Environments]CONTAINERIZED BUILD ENVIRONMENTS

[bookmark: Docker Image Design Principles]A. Docker Image Design Principles
We chose Docker for three concrete reasons. Reproducibil-ity comes first: pinning a base image tag and explicit package versions means the same image built months apart produces an identical environment, cutting out a whole category of failures caused by package updates silently changing host behavior. Portability matters too—the same Dockerfile that runs on a GitHub runner also runs on a developer’s laptop, so CI failures can be replicated locally without special access. Finally, isolation ensures that build artifacts and temporary files from one job do not leak into the next, preventing subtle cross-contamination.

[bookmark: RPM Build Container]B. RPM Build Container
The RPM container starts from the official Fedora base image. The Dockerfile installs the kernel build dependen-cies listed in the RPM spec file, brings in rpm-build and rpmdevtools for the rpmbuild invocation, and adds gcc-aarch64-linux-gnu for cross-compilation to ARM64. The kernel source tree is provided as a bind mount, and built RPM files are written to an output mount. The con-tainer entry point is a script that accepts the target architecture as an argument, sets the environment accordingly, and kicks off the build.
[bookmark: DEB Build Container]C. DEB Build Container
The DEB container is derived from Ubuntu LTS and follows the same pattern. Kernel build dependencies go in via apt-get, dpkg-dev and fakeroot are added for dpkg-buildpackage support, and the gcc-aarch64-linux-gnu cross-toolchain handles ARM64 targets. The Debian packaging tooling expects a debian/ control directory in the source tree; our build script generates a minimal but valid debian/ directory programmatically from a template, filling in fields like package name, version, architecture, and maintainer from CI environment variables. This avoids having to maintain a separate Debian packaging branch.
Table II compares the two containers.

[bookmark: _bookmark3]TABLE II
BUILD CONTAINER COMPARISON

Attribute	RPM Container  DEB Container



files and kernel images in AArch64 ELF format. Setting ARCH=arm64 tells kbuild to pick the ARM64-specific source directories and configuration defaults.
[bookmark: Kernel Configuration Management]B. Kernel Configuration Management
We  keep  separate  kernel  configuration  files for each target architecture in the repository: kernel/configs/x86_64_defconfig and kernel/configs/arm64_defconfig (as  shown in Fig. 1). These start from the upstream defconfig targets for each architecture and have a small number of additions required for QEMU boot testing and packaging post-install scripts. Checking these files into the repository puts configuration changes under version control, so the team can review them through the normal pull request process rather than discovering configuration drift indirectly through changed build output.
When the build script runs, it copies the relevant config file to .config in the kernel source tree and calls make olddefconfig. This resolves any Kconfig symbols that are new in the kernel version but absent from the stored config file, keeping the configuration valid as the kernel version advances without requiring manual intervention for every new option.
VII. [bookmark: Automated Testing with QEMU]AUTOMATED TESTING WITH QEMU
[bookmark: Rationale for Emulation-Based Testing]A. Rationale for Emulation-Based Testing
Traditionally, testing a kernel in a meaningful way requires hardware of the appropriate architecture. GitHub’s hosted runners are x86[image: ]64 machines—they do not offer ARM64 hardware, and even for x86[image: ]64, physically booting a kernel
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Ubuntu 22.04 LTS

on runner hardware is not straightforward. QEMU solves
this by emulating both architectures entirely in software [9].
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Image Size	∼2.1 GB	∼1.8 GB



VI. [bookmark: Cross-Compilation and Kernel Configurati]CROSS-COMPILATION AND KERNEL CONFIGURATION
A. [bookmark: Cross-Compilation Architecture]Cross-Compilation Architecture
Cross-compilation means building code on one architecture—x86[image: ]64 in our case—and producing binaries that run on a different one, ARM64 here. For embedded and server ARM workflows, this is often the only practical approach; compiling natively on ARM hardware for every build iteration is neither efficient nor always feasible. The GNU toolchain has supported cross-compilation for a long time, and the kernel’s kbuild system was designed to work with it through the ARCH and CROSS_COMPILE make variables [8].
In	our	pipeline,	setting CROSS_COMPILE=aarch64-linux-gnu- causes the build system to route all compiler, assembler, and linker calls through the prefixed cross-tool variants. The result is object

Emulation cannot match all behaviors of physical hardware, particularly for device-specific or timing-sensitive scenarios, but it is sufficient to confirm that the kernel boots cleanly, that core subsystems initialize without errors, and that there is no panic during early startup. These are the minimum criteria a kernel build must meet before we consider it distributable.
B. [bookmark: QEMU Boot Test Implementation]QEMU Boot Test Implementation
The boot test stage launches a QEMU instance with a min-imal initramfs— dracut for RPM targets, mkinitramfs for DEB targets. The compiled kernel image is passed to QEMU via the -kernel argument, and serial console output is redirected to a log file that the test harness can monitor. A 120-second timeout is imposed: if the kernel has not reached the init process by then, the test fails.
The harness watches the serial output for the string Reached target Multi-User System as the defini-tive pass condition. Kernel panic messages or timeout expiry both count as failures. When a boot test fails, the QEMU serial log is uploaded as a diagnostic artifact so developers can inspect what happened without needing to reproduce the emulation setup locally. Table III shows the QEMU configu-ration parameters for each architecture.

[bookmark: _bookmark4]TABLE III
QEMU BOOT TEST CONFIGURATION

Parameter	x86 64	ARM64
QEMU binary  qemu-system- qemu-system-
x86_64	aarch64
Machine type	pc	virt
CPU model	host	cortex-a57
Memory	512 MB	512 MB
Boot timeout	120 s	120 s
Console	ttyS0	ttyAMA0
Pass sentinel: Reached target Multi-User System




VIII. [bookmark: Performance Evaluation]PERFORMANCE EVALUATION
A. [bookmark: Experimental Setup]Experimental Setup
All experiments ran on GitHub Actions ubuntu-latest runners provisioned with 2 vCPUs and 7 GB RAM—the standard free-tier configuration for public repositories. We compiled Linux 6.6.30 LTS in all runs and repeated each ex-periment five times, averaging the results to smooth out runner provisioning variability. The manual baseline was measured on a developer workstation equipped with an AMD Ryzen 5 5600X (6 cores, 12 threads) and 32 GB RAM. We chose that machine deliberately to give the manual approach a favorable comparison point rather than stacking the deck.
B. [bookmark: Build Time Analysis]Build Time Analysis
Table IV summarizes the performance results alongside actual timing data from the GitHub Actions execution graph in Fig. 2. ARM64 DEB finished in 11 minutes 5 seconds, ARM64 RPM in 11 minutes 4 seconds, x86[image: ]64 DEB in 9
minutes 4 seconds, and x86[image: ]64 RPM in 9 minutes 50 seconds. Because all four jobs ran concurrently in the build matrix, total wall-clock time was set by the slowest job—about 11 minutes—versus the 118 minutes needed to run the same four builds sequentially by hand. That is a reduction of more than 90%. Docker image preparation and kernel source fetching happen concurrently in the prepare stage and are not on the critical path. The QEMU boot test added 33 seconds of overhead, and the GitHub Release step took 10 seconds.

[bookmark: _bookmark5]TABLE IV
PERFORMANCE COMPARISON: MANUAL VS. AUTOMATED PIPELINE
C. [bookmark: Reliability and Reproducibility]
Reliability and Reproducibility
Build failures dropped from 18% in the manual baseline to 3% in the automated pipeline. The residual 3% traces to transient network errors during source download, which are outside the framework’s control. The manual 18% broke down as toolchain version conflicts (7%), missing build dependen-cies (6%), and configuration errors (5%). All three of those categories are eliminated by the containerized environment, which gives every run the same, fully specified execution context.
Reproducibility was tested by running identical builds one week apart and comparing package checksums. The manual workflow hit bit-for-bit reproducibility only 67% of the time—host package updates between runs silently changed the build environment. The automated pipeline achieved 98% repro-ducibility. The remaining 2% came from timestamp embed-ding in the RPM changelog field, which is a known behavior of rpmbuild itself rather than anything the pipeline does.
D. [bookmark: Resource Utilization]Resource Utilization
Table V lists the system resource requirements. Disk figures cover Docker images plus the kernel source tree. Teams with limited storage can pull images on demand instead of caching them, at the cost of additional setup time per run.

[bookmark: _bookmark6]TABLE V
SYSTEM RESOURCE REQUIREMENTS

	Resource
	Min.
	Rec.
	Per Build

	Runner RAM
	4 GB
	7 GB
	∼3.5 GB peak

	Runner vCPUs
	2
	4
	–

	Disk (images + src)
	20 GB
	40 GB
	∼15 GB

	Outbound network
	2 Mbps
	10 Mbps
	∼900 MB dl

	Build time (4 targets)
	60 min
	∼11 min
	–





IX. [bookmark: Discussion]DISCUSSION
A. [bookmark: Significance of the Results]Significance of the Results
The numbers confirm what we set out to show: standard CI/CD tooling applies to Linux kernel compilation just as well as it does to application software. The drop in failure rate from 18% to 3% has real operational weight. A team running daily builds at an 18% failure rate faces a failed build roughly

	  one day in five, each requiring manual investigation. Moving
that burden to occasional infrastructure maintenance instead of daily triage has a meaningful effect on how engineering time gets spent.Metric
Manual
Automated
Improv.
Total build time (4 targets)
118 min
11 min (parallel)
90.7%
ARM64 build: deb / rpm
–
11m 05s / 11m 04s
–
x86 64 build: deb / rpm
–
9m 04s / 9m 50s
–
Docker image build: deb / rpm
–
1m 45s / 1m 21s
–
Kernel fetch & verify
Manual
11s (automated)
–
QEMU boot validation
None
33s
New gate
Release publication
Manual
10s (automated)
–
Build failure rate
18%
3%
83.3%
Packaging error rate
12%
1%
91.7%
Reproducibility (bit-for-bit)
67%
98%
+31 pp
Human time per release
45 min
5 min
88.9%


The reproducibility improvement from 67% to 98% mat-ters for supply chain integrity. Organizations shipping kernel packages to production need to know that what they distribute was built from a known, auditable process. A pipeline where every build is defined by version-controlled configuration and runs inside an immutable container offers a much stronger provenance guarantee than a manual process on developer workstations where the environment drifts over time.

B. [bookmark: Applicability to Different Deployment Co]Applicability to Different Deployment Contexts
The framework targets GitHub Actions, but the design prin-ciples transfer to GitLab CI/CD, Jenkins, Tekton, and others. The Docker-based build environments run on any container runtime, and the workflow YAML can be adapted to other CI syntax without redesigning the underlying approach. Teams on-premises can use self-hosted GitHub Actions runners or port the pipeline to their preferred CI system while keeping the containerization and matrix build structure intact.
For embedded product teams, ARM64 cross-compilation on x86[image: ]64 runners solves a common practical problem: producing and validating ARM64 kernel images without a dedicated pool of ARM64 build hardware. QEMU boot tests provide a first-pass validation that works regardless of architecture.
C. [bookmark: Limitations]Limitations
The QEMU boot test covers early kernel initialization and multi-user target reachability, nothing more. Device-specific drivers, hardware performance characteristics, real-time behav-ior, and security properties are outside what emulation can val-idate here. For production deployments, QEMU testing should be treated as a necessary first gate rather than a complete validation—physical hardware testing remains important. The current framework also supports only two architectures and two package formats. Adding RISC-V support or Alpine’s apk format would require new Docker images and build scripts. Finally, parallel build time is bounded by the slowest single job on available runner capacity; teams with tight time budgets may need to invest in more powerful self-hosted runner hardware.
X. [bookmark: Future Work]FUTURE WORK
Several directions look worth exploring. Distributed compi-lation via distcc or icecc could push per-target build time further down by spreading work across multiple machines. In-tegration with Kubernetes-based Tekton pipelines would make the framework available inside organizations that standardize on Kubernetes for developer tooling.
Adding static analysis stages—running the kernel’s built-in sparse checker or the smatch analyzer—before packaging would catch certain classes of defects without needing a run-time test. Training a machine learning model on accumulated build logs to predict which commits are likely to fail could let the team prioritize investigation and reduce the lag between introducing a regression and detecting it [10].
Hardware-backed package signing integrated into the re-lease stage would satisfy the requirements of organizations with formal software supply chain security policies. Generat-ing and publishing Software Bills of Materials in CycloneDX or SPDX format alongside packages would support compli-ance workflows in regulated industries.
XI. [bookmark: Conclusion]CONCLUSION
This paper has described a CI/CD framework for automating Linux kernel builds and multi-architecture package genera-tion. The system combines GitHub Actions for orchestration,

Docker containers for consistent build environments, cross-compilation toolchains for ARM64 and x86[image: ]64 support, and QEMU emulation for automated boot validation. The result is a single triggered workflow that produces RPM and DEB packages for both major architectures, with a mandatory boot test gate before any package is released.
Measured against a manual baseline, the pipeline cuts total build time for four targets by over 90% through parallelism, reduces the build failure rate by 83.3% through environment isolation, and raises bit-for-bit reproducibility from 67% to 98% through containerization. Human effort per release drops from roughly 45 minutes to about 5 minutes, shifting time from repetitive assembly work to higher-value engineering.
We have released the framework as open-source, intending it for adoption by embedded development teams, distribution maintainers, and enterprise Linux operators who want a scal-able and auditable build process. It demonstrates that DevOps practices which have long been standard in application soft-ware are equally applicable—and equally valuable—in the system software domain, where the stakes of distributing a broken build are correspondingly higher.
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