Real-Time Phishing Detection Using Ensemble Machine Learning and URL Feature Analysis
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I. [bookmark: I._Introduction]INTRODUCTION

Phishing continues to be one of the primary concerns of cybersecurity. Scammers try to convince users into giving out their usernames, passwords, credit card numbers, and other valuable credentials by disguising themselves as trusted institutions or even friends. Traditional security techniques such as blacklist-based protection and rule-based filtering fail to counter emerging attacks and particularly zero-day threats, making the use of machine learning-based systems highly warranted. This paper aims to explore the benefits and limitations of current static-based methods to devise a machine learning-based phishing detector. The purpose of this project is to design and create a solution that would enable the differentiation between phishing and

normal communications based on URL structure, content, metadata, etc. It seeks to develop a self-learning system capable of identifying patterns in data and making classification in real-time. To achieve that, the paper creates and evaluates a number of machine learning algorithms trained to detect phishing with extremely high accuracy levels. The performance and efficacy of these methods will be compared against one another based on different metrics. In addition to offering practical benefits, the system could have multiple use cases within the sphere of cybersecurity. The system could be integrated into email systems for detecting phishing emails, incorporated into browser software to send instant alerts, implemented at banks, e- commerce sites, and organizations for blocking credential and data theft, and used for raising awareness about phishing among individuals. Overall, the research makes important steps towards building a secure digital environment through developing efficient, automated AI- based solutions to protect against phishing.


II. [bookmark: II._Literature_Survey]LITERATURE SURVEY

Phishing detection changed quite a bit once people started throwing machine learning at modern cyber security domain. Early work relied heavily on supervised learning models, forcing engineers to hand-craft every single feature manually. Omari and his team ran a massive comparative study against static lexical and statistical markers found inside URLs [1]. They tested Support Vector Machines, Decision trees, and Random Forest classifiers. Results showed that ensemble models generally provide higher accuracy, but they lack the agility required for fluid feature engineering. That is the reality. Gujar and his group established a framework that integrated URL, HTML, and system categories, then transmitted that data to Naïve Bayes, KNN, and Random Forests [3]. S. Gujar in collaboration with his colleagues built a framework that mashed together URL, HTML, and structural categories, then assigned that data to Naïve Bayes, KNN, and Random Forests [3]. Jeswin focused on hybrid ensemble methods by pairing Random Forest with Gradient Boosting to push detection accuracy higher [4]. Jesmitha followed up by building a real-time alert system, though it remained tethered to static, predefined datasets [5]. Abdelhamid eventually pushed the envelope further by using ANN and

SVM models to parse structural and content-based features, seeing a definite performance bump [6]. Actually, progress is rarely a straight line.
Optimization became the next big hurdle for researchers. Osamor used XGBoost to classify emails based on header and text details, yet the system tripped over encrypted files or image-heavy messages [7]. Shabudin teamed up with others to compile a deep review, breaking down the specific strengths and flaws of various detection strategies [8]. Some researchers took a wilder path, with Alzboon exploring gamification and augmented reality as tools for spotting scams [10]. Al-Qasmi successfully flipped the script, turning a Random-Forest-based detection engine into a lightweight browser extension [11]. It just works. Daniel discovered that combining Random Forest with Principal Component Analysis helps keep everything running efficiently without sacrificing the accuracy levels that users demand [12]. Deep learning eventually entered the fray when Manish created a framework merging CNN, RNN, and ANN to hunt for spatial patterns within emails [13]. Panharith looked toward OSINT-based features to handle multilingual phishing [14], while Kulal attacked the growing threat of AI-generated messages through advanced text pre-processing [15]. In spite of these achievements, we still face the same enduring threats: undisclosed vulnerabilities, scaling issues, and the ongoing battle to weigh efficiency against accuracy.
Retrieval-Augmented Generation furnishes a different way to handle the limitations common to conventional Large Language Models. Standalone models frequently hallucinate facts or work with outdated data, turning them into a liability rather than an asset. Chen and his collaborators introduced document-level semantic chunking to improve retrieval relevance and contextual grounding [16]. Gao introduced ColBERT, a retrieval model using late interaction and contextualized embeddings that changed how we fetch relevant passages [17]. Context matters immensely. Min proved that the specific examples provided to a model dictate its success, reinforcing why input quality drives output value [18]. Wang showed that hybrid systems combining dense vector retrieval with traditional sparse methods like BM25 yield better coverage for complex user queries [19].
Lewis pulled all these threads together in an extensive survey of RAG architectures [20]. He dissected the fine details of indexing, retrieval strategies, and the persistent dangers of retrieval errors or model hallucinations. These combined efforts highlight why hybrid models and latent relevance matter so much nowadays. Engineers are now building systems that are noticeably more scalable, precise, and capable of intelligent threat detection than anything from a decade ago. It is a constant game of cat and mouse, but the underlying technology now has a much sharper edge for those willing to deploy it properly.
III. [bookmark: III._NOVELTY]NOVELTY
The uniqueness of this project is because of the inclusion of ensemble machine learning algorithms and implementation of a user-friendly web application for detecting phishing. Contrary to previous approaches that used a set of rules and/or a single prediction model, this method uses two different prediction models, which

include random forest and XG Boost models to enhance the efficiency and accuracy of the detection process. Furthermore, the system employs an automatic extraction of URL-based features as well as an email alert system for quick and timely actions in case of danger.

IV. [bookmark: IV._Proposed_Methodology]PROPOSED METHODOLOGY

A. Pipeline Overview
The whole architecture of the phishing detection system is developed using a pipeline approach, where URL data is processed step-by-step to identify whether it is phishing or legitimate.
Data Collection Step: gathering labelled phishing and legitimate URLs
Feature Engineering Step: extracting meaningful structural and domain-based features
Model Training Step: building machine learning models for classification
Prediction Step: performing real-time phishing detection

B. System Architecture
The system is composed of the following functional modules, each responsible for a specific task:
Dataset Collector: gathers phishing URLs from sources like PhishTank and OpenPhish, and legitimate URLs from trusted repositories
Preprocessing Module: cleans and formats URL data for consistent analysis
Feature Extractor: derives important features such as URL length, special characters, domain properties, and protocol usage
Feature Vector Generator: converts extracted features into structured numerical representations
Machine Learning Models: includes classifiers such as Logistic Regression, Decision Tree, Random Forest, and XGBoost
Ensemble Module: combines predictions from multiple models to improve performance and reduce overfitting
Evaluation Module: calculates performance metrics such as Accuracy, Precision, Recall, and F1-score
Prediction Interface: enables real-time classification of URLs as phishing or legitimate

C. Workflow of the System
The workflow begins with collecting datasets from multiple sources, where each URL is labelled as phishing (1) or legitimate (0). The collected data is then pre-processed to remove inconsistencies and prepare it for feature extraction. Next, various features are extracted from each URL, including structural properties lexical characteristics (special characters, digits), and domain-related attributes These

[image: ]features are then transformed into numerical vectors and used to train multiple machine learning models. Each model	learns to identify patterns that distinguish phishing URLs from legitimate ones. An ensemble learning approach is applied, where predictions from different models are combined to produce a more accurate and generalized result. Finally, when a new URL is provided, the system extracts its features and feeds them into the trained	ensemble model, which outputs the prediction in real-time.


D. Algorithm: Phishing URL Detection
Step 1: Collect labelled URL dataset Step 2: Preprocess and clean the dataset Step 3: Extract features from each URL
Step 4: Convert features into numerical vectors Step 5: Train multiple ML models
Step 6: Apply ensemble learning for better prediction Step 7: Evaluate model performance using metrics Step 8: Predict class label for new URL in real-time

E. Feature Extraction Strategy
Feature extraction plays a crucial role in identifying phishing patterns. The system considers multiple categories of features:
Structural Features: URL length, number of dots, subdomains
Lexical Features: Presence of “@” symbol, special characters, digits
Security Features: Use of HTTPS protocol
Domain-Based Features: Domain age and expiration period

F. System Design Decisions
The design of the system is guided by the following principles:
Scalable: Can handle large and continuously growing URL datasets
Efficient: Fast feature extraction and real-time prediction
Accurate: Ensemble learning ensures high classification performance (≈99% accuracy)
Robust: Handles diverse phishing patterns effectively Flexible: Can be extended with new features or models

G. System Workflow
The visual representation represents the flow of the Automated Phishing Prevention System using Machine Learning. A feedback system is also included to continuously improve the operational success and accuracy of the model throughout the duration. A feedback loop is also integrated to continuously improve the model’s efficiency.











Fig. Workflow



IV.DATASET


A. [bookmark: A._Dataset_Information]Dataset Information

The dataset considered in this analysis is composed of a substantial number of labeled URLs with each labeled instance belonging to either class - phishing or benign. These URLs have been collected from various publicly available phishing repositories, security datasets, and reliable online resources for increased diversity and authenticity. The core sources of the data are PhisTank and OpenPhish, after extracting the data from these sources the data was formatted to be fit to train the model.

B. [bookmark: B._Relevant_Attributes]Relevant Attributes

A variety of important attributes based on URL and domain name are considered such as the length of URL, use of an IP address instead of domain name, using of the HTTPs protocol, number of subdomains, domain age, and presence of any suspicious symbol like ‘@,’ ‘-’ or double ‘//’. These features have been chosen since these attributes are most commonly found in phishing sites.

C. [bookmark: C._Feature_Considerations]Feature Considerations

These features together cover important aspects of both the lexical and the structural components of a URL to distinguish phishing sites from benign websites. Lexical attributes refer to the text-based structure of the URL while structural attributes include domain and hosting information.

D. [bookmark: D._Data_Preprocessing]Data Preprocessing

Before building the models, the data is subject to various preprocessing techniques such as deletion of duplicated rows, handling missing or inconsistent data, and encoding categorical values into numeric format. This preprocessing helps to ensure high-quality data for accurate learning by the models.

E. [bookmark: E._Feature_Selection]Feature Selection

Various feature selection techniques are used to select those attributes that are highly relevant and eliminate redundant attributes. Not only does this simplify the computation required but it also helps to improve the accuracy of the ML models.

F. [bookmark: F._Data_Splitting_and_Testing]Data Splitting and Testing

Finally, the data is split into training and testing datasets with an 80:20 ratio to test the performance of the models on unseen data.

V. [bookmark: V._Results_and_Discussion]RESULTS AND DISCUSSION
A. [bookmark: A._Model_Performance_Overview]Model Performance Overview

The achieved Ensemble Accuracy of the developed ML- based phishing detection system is 99.77%, which demonstrates the model’s capacity to identify phishing vs. legitimate URLs. The performance metrics of precision, recall, and F1-score metrics were calculated and provided for both classes (0 = Legitimate, 1 = Phishing), as indicated in the terminal output.

	Metric
	Class 0 (Legitimate)
	Class 1 (Phishing)

	Precision
	0.9997
	0.9964

	Recall
	0.9951
	0.9998

	F1-Score
	0.9974
	0.9981

	Support
	20189
	26970


The macro-average F1-score = 0.9977 and weighted- average F1-score = 0.9978 further confirm the robustness and generalization ability of the ensemble across both classes.

B. [bookmark: B._Discussion]Discussion

The proposed Automated Phishing Detection System using Machine Learning exhibited great success, obtaining an impressive ensemble accuracy of 99.77%. The consistent precision, recall and F1-scores of both legitimate and phishing classes suggest that the model is capable of distinguishing between safe URLs or webpages and malicious URLs. The small difference in the precision and recall values suggest that the model has a balanced ability to

correctly predict phishing attempts and not miss legitimate websites. Maintaining this balance is important for a real- world application with potentially serious implications from false positives, or false negatives. The results also demonstrate how important carefully-engineered URL- based features were in accounting for phishing behaviour, such as including special characters, URL length, and HTTPS. The robustness demonstrated by the ensemble could indicate that the multiple algorithms produced a more stable and effective decision boundary compared to the singular classifiers. The model's capability for real- time classification also enhances the potential of the system as a plug-in for a browser, from an email filter, or as a web security tool. It is important to note that while the model performed well on this dataset, it is continually adapting to the changing anti-phishing environment, and therefore suggests continuous model retraining’s, and updates of datasets, would be beneficial to maximize is potential against changing phishing technologies.

C. [bookmark: C._Summary_of_Findings]Summary of Findings

The constructed ML-driven phishing detection system attained a remarkable Ensemble Accuracy of 99.77%, which shows that the model can well differentiate between phishing and genuine URLs. The performance metrics— precision, recall, and F1-score—were calculated for both classes (0 = Legitimate, 1 = Phishing), as indicated in the terminal output. The macro-average F1-score of 0.9977 and the weighted-average F1-score of 0.9978 also verify the generalization capacity and stability of the ensemble model for both the classes.


VI. [bookmark: VI._Conclusion]CONCLUSION

Automated Phishing Detection Tool research shows that intelligent systems beat manual rule-based setups every single time. Scrutinizing URL structure, domain identity, plus specific webpage content allows these models to spot threats instantly. Approaches such as Support Vector Machine, Random Forest classifier, and Gradient Boosting method consistently outperform traditional approaches when provided with diverse, clean data. That is the reality. Customizable feature sourcing minimizes false alarms, sharpening overall precision for every participant tasked with  safeguarding  the  online  ecosystem. Actually, looking ahead involves incorporating Deep Learning strategies like CNNs and RNNs to track shadowy, evolving attack patterns. Combining Machine Learning with Explainable AI gives greater visibility, in contrast, Blockchain ensures data integrity stays intact in scenarios of high data throughput. Developing these resilient structures causes up-to-date surveillance mechanisms extremely arduous for culprits to bypass. Every bit of progress counts in securing the internet remains an unceasing war, but quicker, more intelligent algorithms gives us a distinct advantage against people looking to unlawfully access credentials or breach private systems security. The system demands regular updates to stay ahead of the technological curve.
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