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ABSTRACT 

Autonomous decision making (ADM) and agentic information systems are changing the premises of Strategic 

Information Systems Planning (SISP). Whereas conventional SISP assumes centralized authority, stable 

workflows, and periodic business IT alignment, agentic systems distribute sensing, analysis, and bounded action 

across human and digital actors. This theory building integrative review synthesizes a 37 source theoretical 

reference base spanning SISP, agentic IS, autonomous decision making, governance, and socio technical systems 

research. It develops responsible autonomy as an organizational capability through which firms align delegated 

AI action with retained human control. The model distinguishes delegation capacity, comprising modular System 

of Systems architecture and real time data orchestration, from assurance capacity, comprising explainability, 

governance by design, and human AI accountability. Delegation capacity enables bounded action with greater 

speed and adaptability, whereas assurance capacity makes that action intelligible, contestable, controlled, and 

attributable. Responsible autonomy emerges when these capacities are aligned to decision criticality. High 

criticality decisions involving safety, regulatory exposure, significant financial impact, or irreversible 

consequences require stronger assurance and more explicit human intervention authority than low risk, 

repeatable decisions. The paper makes three contributions. First, it reframes SISP as the continuous design and 

recalibration of human agentic decision arrangements rather than a periodic technology alignment exercise. 

Second, it integrates architecture, governance, and human oversight literature into a two capacity model. Third, 

it develops five propositions, a decision criticality matrix, measurable readiness indicators, and an empirical 

validation agenda. The framework positions responsible autonomy as an alternative to both ungoverned 

autonomy and compliance heavy inertia. 

Keywords: Strategic Information Systems Planning; Agentic IS; Autonomous Decision Making; Responsible 

Autonomy; Governance by Design; Human AI Accountability 

INTRODUCTION 

Autonomous decision making (ADM) and agentic artificial intelligence are reshaping the role of information 

systems in organizations. Traditional information systems recorded transactions, automated routine workflows, 

supported reporting, and supplied information for human managers. Agentic systems can now observe operating 

conditions, interpret data, generate alternatives, coordinate tasks, and execute bounded actions with limited direct 

intervention. Information systems are therefore becoming active participants in organizational decision making 

rather than passive support tools (Berente et al., 2021; Baird & Maruping, 2021; Tiwari, 2025). 

This shift creates operational opportunity and organizational risk. Agentic systems can improve response speed, 

coordination, and resilience in settings such as enterprise resource planning, supply chains, manufacturing, and 

infrastructure. Yet the same systems raise questions about what a digital agent may decide, what data it may use, 
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when human approval is required, who can intervene, and who remains accountable when an outcome is harmful, 

biased, unsafe, or strategically misaligned (Shrestha et al., 2019; Salvini et al., 2023). 

These questions matter directly to Strategic Information Systems Planning (SISP). Classic SISP research 

explains how organizations align technology investment, business processes, infrastructure, and strategy (Earl, 

1993; Henderson & Venkatraman, 1993; Teo & King, 1997). However, agentic systems challenge the implicit 

assumption that managers retain direct authority over most consequential operational decisions. In an 

autonomous environment, SISP must additionally plan the distribution of decision rights, data rights, 

intervention rights, and accountability rights between human actors and intelligent IS artifacts. 

Existing work is fragmented. SISP and IT governance research address alignment and control; research on 

agentic IS and organizational decision structures addresses delegation; autonomous system research explains 

modular architecture, sensing, and coordination; while responsible AI research focuses on explainability, 

accountability, and trust. A theoretical gap remains: how should organizations plan the relationship between 

delegated autonomous action and retained human control? 

This paper develops responsible autonomy as an organizational capability through which firms align delegation 

capacity and assurance capacity to decision criticality. Delegation capacity enables bounded autonomous action 

through modular architecture and data orchestration. Assurance capacity makes delegated action explainable, 

governed, contestable, and attributable through explainability, governance by design, and human AI 

accountability. The model does not treat maximum automation as the objective. It argues that the appropriate 

degree of autonomy depends on the consequences, reversibility, uncertainty, and regulatory sensitivity of a 

decision. 

The study makes three contributions. First, it reframes SISP as the continuous design and recalibration of human 

agentic decision arrangements. Second, it offers a two capacity model that distinguishes the conditions enabling 

delegated action from the conditions assuring that action. Third, it introduces decision criticality as a boundary 

condition and develops five propositions for empirical testing. 

The paper addresses two questions: 

1. How should SISP be reconceptualized when agentic information systems are delegated bounded operational 

decision authority? 

2. What organizational capacities enable firms to achieve operational agility without sacrificing perceived 

decision legitimacy, accountability, and stakeholder trust? 

Section 2 establishes the theoretical foundations. Section 3 explains the integrative review and audit trail. Section 

4 develops the Responsible Autonomy Model and propositions. Sections 5 and 6 discuss implications, 

limitations, and future research. 

The planning problem is consequently deeper than model selection or automation rate. An organization may 

possess technically capable models and still be unable to deploy them responsibly if its enterprise architecture is 

fragmented, its data lineage is unreliable, its risk thresholds are undefined, or its employees cannot interpret and 

challenge system outputs. Conversely, an organization may articulate strong AI principles but remain unable to 

translate them into system permissions, escalation rules, interfaces, audit trails, and operating routines. Managing 

artificial intelligence is therefore an information systems management problem that reaches across technology, 

organizational coordination, and control (Berente et al., 2021). 

The paper also distinguishes responsible autonomy from adjacent concepts. It is not simply responsible AI, 

which broadly concerns ethical principles across the AI life cycle. It is not human in the loop design, which 

specifies one form of human participation. It is not automation, which may execute a fixed rule without 

interpreting a changing environment. Responsible autonomy addresses the SISP problem created when agentic 
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information systems are delegated bounded authority to act in organizational settings. Its central concern is the 

fit between delegated action, retained human control, and the consequences of error. 

This positioning also explains why the paper examines outcomes beyond technical accuracy. A technically 

accurate agent may still undermine strategic value when users cannot understand its decisions, managers cannot 

intervene, or stakeholders cannot identify the accountable owner. The relevant organizational outcomes are 

therefore SISP agility, perceived decision legitimacy, and stakeholder trust. These outcomes create a more 

balanced basis for evaluating autonomy than cost reduction or automation volume alone. 

LITERATURE REVIEW AND THEORETICAL FOUNDATIONS 

SISP Beyond Periodic Business IT Alignment 

SISP concerns the deliberate alignment of information systems, technology investment, business processes, and 

organizational strategy. Early work emphasized planning approaches, integration between business and IS 

planning, and planning effectiveness (Earl, 1993; Lederer & Sethi, 1991; Teo & King, 1997; Segars & Grover, 

1998; Segars et al., 1998; Amrollahi et al., 2013). The strategic alignment model remains influential because it 

explains why business strategy, IT strategy, organizational infrastructure, and IT infrastructure must fit together 

(Henderson & Venkatraman, 1993). 

Agentic systems extend rather than replace this logic. When an IS artifact senses conditions, prioritizes 

alternatives, and executes bounded actions, alignment cannot be assessed only at implementation. It becomes an 

ongoing process of setting operational objectives, decision limits, escalation rules, and monitoring mechanisms. 

Digital process research further shows why ongoing monitoring matters: digitized processes can drift as data, 

work practices, and operating conditions change (Pentland et al., 2020). 

Accordingly, this paper treats SISP as a dynamic capability for designing and recalibrating human agentic 

decision arrangements. This requires planning not only system portfolios and investment priorities, but also the 

conditions under which decision authority is delegated and reclaimed. 

A dynamic conception of SISP is needed because digital processes do not remain stable after implementation. 

Digitized work routines can drift as data inputs change, exceptions accumulate, users develop workarounds, and 

managers modify local priorities. Pentland et al. (2020) show that process drift is an inherent feature of digitized 

processes rather than a rare implementation failure. In agentic settings, drift has additional consequences because 

the system may continue to learn, recommend, or act on the basis of changing data and operating conditions. 

Planning must therefore include not only initial design choices but also review cycles, indicators of drift, model 

recalibration, and mechanisms for withdrawing or narrowing delegated authority. 

This argument connects SISP to organizational agility. Lu and Ramamurthy (2011) distinguish between the 

capability to sense changes and the capability to respond to them. Agentic systems may strengthen both 

capabilities by integrating data from multiple sources and executing bounded responses faster than conventional 

approval chains. Yet agility is not equivalent to speed alone. An agile response must still be coherent with 

organizational strategy, customer commitments, risk tolerance, and resource constraints. The relevant question 

for SISP is therefore how to build an architecture that accelerates adaptation without allowing local optimization 

to override enterprise priorities. 

Business IT alignment also becomes multi level in this environment. Strategic alignment remains necessary at 

the corporate level, where leaders determine where autonomy is valuable and what risks are acceptable. 

Architectural alignment is required across enterprise platforms, data sources, models, and interfaces. Operational 

alignment is required at the point of action, where an agent must apply business rules, manage exceptions, and 

coordinate with human workers. Finally, governance alignment is required to ensure that operational decisions 

remain traceable to policy and strategy. The Responsible Autonomy Model treats these levels as mutually 

dependent rather than sequential. 
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Accordingly, SISP should be understood as a dynamic design capability. It includes portfolio and investment 

choices, but it also includes the continuing configuration of decision boundaries, data rights, intervention rights, 

and accountability rights. This broader conception provides the basis for analyzing agentic systems as active 

components of organizational decision making rather than as passive tools that merely support human managers. 

Agentic IS and organizational Decision Delegation 

Baird and Maruping (2021) conceptualize delegation to and from agentic IS artifacts as a central issue in 

contemporary IS use. Their framework directs attention to the tasks, rights, responsibilities, and appraisals 

involved when humans and agentic systems share work. For SISP, the key implication is that delegation is an 

organizational design decision, not a simple automation choice. 

Human and AI decision making have different strengths. AI can process large alternative sets and act consistently 

at speed, while people remain important for contextual interpretation, ethical judgement, stakeholder negotiation, 

and accountability (Shrestha et al., 2019; Jarrahi, 2018). The automation augmentation paradox therefore 

suggests that organizations must manage both delegated machine action and meaningful human contribution, 

rather than choosing one over the other (Raisch & Krakowski, 2021). 

Agentic systems are most useful when delegation is bounded. Organizations must define what the system may 

decide, what it may recommend only, the data it may access, what conditions require escalation, and which 

human role owns the outcome. This logic is developed in the Responsible Autonomy Model. 

Delegation to an agentic IS artifact is different from conventional process automation. Conventional automation 

generally executes a predefined task when a specified trigger occurs. Agentic delegation involves a wider bundle 

of authority: the system may interpret a situation, select from alternatives, sequence actions, invoke tools, and 

manage exceptions within a bounded remit. This broader remit increases potential value but also increases the 

need to specify goals, constraints, information rights, and escalation conditions. Baird and Maruping (2021) are 

particularly important here because they direct attention to the delegation relationship itself rather than treating 

the artifact as a neutral technical object. 

Decision authority should therefore be decomposed. Organizations can separate the right to sense, the right to 

analyze, the right to recommend, the right to execute, and the right to override. These rights need not be delegated 

together. A system may be authorized to detect anomalies and propose a response while a human manager retains 

the right to approve execution. Another system may be authorized to execute a routine action within a value 

threshold but must escalate when the same action has material financial, safety, or customer consequences. This 

decomposition gives SISP a practical language for designing autonomy rather than treating it as an all or nothing 

choice. 

The allocation of decision authority also shapes employee roles. Shrestha et al. (2019) show that human and AI 

decision structures have different strengths, particularly in speed, the size of the alternative set considered, 

interpretability, and contextual judgement. Jarrahi (2018) similarly emphasizes human AI symbiosis rather than 

simple replacement. These insights imply that organizations should preserve human contribution where 

interpretation, negotiation, moral judgement, stakeholder communication, and accountability are central. 

Agentic systems can expand analytical capacity, but they do not eliminate the need for responsible organizational 

judgement. 

This reasoning clarifies why the paper uses the phrase retained human control rather than residual human 

involvement. Retained control means that people continue to possess explicit authority to define boundaries, 

observe performance, intervene in exceptions, revise decision rules, and remain accountable for outcomes. 

Symbolic human oversight without access, understanding, or authority does not constitute responsible 

delegation. 
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Technical Foundations of Delegation Capacity 

Delegation capacity is the organization's ability to distribute bounded sensing, analysis, coordination, and action 

to agentic systems. It rests on two foundations: modular System of Systems architecture and multimodal data 

orchestration. 

Modular architecture allows independent but connected systems to coordinate through defined interfaces, data 

rules, and objectives. System of Systems and multi agent research demonstrates the value of distributed 

coordination and local responsiveness, but it also highlights the need for common boundaries and conflict 

resolution mechanisms (Ören, 2018; Casbeer et al., 2020; Suhaimi et al., 2023). In enterprise settings, 

autonomous production planning and supply chain systems illustrate how distributed capabilities can reduce 

response latency when architecture and objectives are coherent (Mayerhoff & Schmidt, 2026; Shamsuddoha et 

al., 2026). 

Data orchestration provides the information foundation for delegated action. Autonomous systems require 

accurate, timely, contextually relevant, and authorized data from transactions, sensors, quality records, 

inventories, customer demand, and operational documents. Maritime autonomy, sentient infrastructure, ERP, 

and healthcare AI agent research all demonstrate the importance of real time data integration, situational 

awareness, and traceable information flow (Blindheim & Johansen, 2022; Mohammed, 2026; Mannan et al., 

2025; Xu et al., 2026). 

Technical capability alone does not make delegation responsible. Distributed systems can optimize local 

outcomes while damaging broader organizational priorities. Data access can create privacy, cybersecurity, 

confidentiality, and quality risks. Delegation capacity is therefore necessary, but not sufficient, for responsible 

autonomy. 

Delegation capacity depends on more than the presence of connected systems. It requires an explicit architectural 

separation between local decision logic and enterprise level policy. Local agents require sufficient autonomy to 

respond to a disruption, while enterprise level services provide common objectives, master data, risk thresholds, 

identity and access controls, and escalation protocols. This separation supports controlled decentralization: local 

action is permitted, but it remains bounded by shared organizational rules. System of Systems architecture is 

valuable precisely because it can preserve this balance between local responsiveness and enterprise coordination 

(Ören, 2018; Casbeer et al., 2020). 

Data orchestration should likewise be treated as a capability with several distinct dimensions. Data availability 

concerns whether the system can access relevant inputs. Data quality concerns completeness, timeliness, 

consistency, and validity. Data lineage concerns whether users can identify the source, transformation, and use 

of the data. Data permission concerns whether an agent is authorized to access, combine, or disclose the 

information. A failure in any of these dimensions may degrade decision quality or create governance risk. The 

inclusion of data lineage and permission is particularly important because an agent may appear to make a 

technically plausible decision while relying on stale, unauthorized, or contextually inappropriate data. 

The enterprise cases in the reviewed literature illustrate this point. Autonomous supply chain designs require the 

integration of inventory, capacity, demand, logistics, and predictive signals, but their value depends on 

harmonized data and decision rules across organizational boundaries (Shamsuddoha et al., 2026). Collaborative 

AI in ERP environments raises similar questions because decision support is embedded in the transaction 

systems that coordinate core organizational processes (Mannan et al., 2025). These examples move the 

discussion away from isolated models toward the broader information infrastructure that makes delegated action 

possible. 

For SISP, the implication is clear: architecture and data should be planned as a joint decision rights system. A 

firm must specify not only how systems are connected but also who can configure interfaces, alter data 
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definitions, expand access, and change the rules through which an agent acts. Without these choices, technical 

decentralization can become organizational fragmentation. 

Assurance Capacity: Explainability, Governance, and Human Accountability 

Assurance capacity is the organization's ability to make delegated action intelligible, contestable, controlled, and 

attributable. It consists of three elements: ontology enabled explainability, governance by design, and human AI 

accountability. 

The socio technical systems perspective provides the bridge between technical delegation and organizational 

assurance. It holds that information system outcomes depend on the joint optimization of technical and social 

subsystems, including architecture, work roles, communication, control, and organizational values (Bostrom & 

Heinen, 1977). In agentic settings, technical capability is insufficient when users cannot understand system 

action, managers cannot intervene, or accountability is unclear. This perspective explains why assurance capacity 

is not an external compliance layer but a core design requirement. 

Explainability enables stakeholders to understand the data, rules, priorities, and constraints that influenced a 

system action. Ontology based representations can connect technical reasoning with shared organizational 

concepts and thus support traceability and review (Ligneul et al., 2026). Explainability can also support trust and 

cybersecurity by making significant system behavior more interpretable (Gupta et al., 2025). 

Governance by design embeds decision thresholds, access rights, audit trails, monitoring, escalation pathways, 

and compliance safeguards in the system architecture before autonomy is delegated. IT governance research 

establishes the relationship between governance and business IT alignment, while AI governance work 

highlights the need for transparent rules, ethical context, and accountability in distributed decision environments 

(De Haes & Van Grembergen, 2009; Morar et al., 2025; Verdegay et al., 2021; Nabavi et al., 2026). 

Human AI accountability clarifies who sets boundaries, monitors behavior, overrides decisions, investigates 

incidents, and remains responsible for outcomes. Meaningful human involvement does not require manual 

approval of every routine action. Instead, it requires appropriate intervention authority, capability, and 

accountability in relation to the impact of the decision (Salvini et al., 2023; Lazaros et al., 2026). Trust research 

further indicates that appropriate reliance depends on system behavior, task conditions, transparency, and 

organizational context (Glikson & Woolley, 2020). 

Assurance capacity is intentionally broader than compliance. Compliance establishes whether formal rules are 

met; assurance establishes whether delegated action can be understood, challenged, controlled, and owned in 

practice. A compliant system may still be difficult for a manager to interpret or override. Conversely, a 

transparent system may still violate a policy if its permissions, data access, or escalation logic are poorly 

designed. Responsible autonomy requires both formal compliance and operational assurance. 

Explainability should also be differentiated by audience and decision type. Engineers may require technical 

evidence about model confidence, data provenance, or system exceptions. Operational managers may require a 

business explanation that links a recommendation to capacity, quality, demand, service, or risk priorities. 

Auditors and risk owners may require evidence of rules applied, approvals obtained, and overrides performed. 

A single generic explanation is unlikely to meet all of these needs. The SISP implication is that explanation 

requirements should be designed as stakeholder specific information requirements, not as a universal model 

feature (Ligneul et al., 2026; Gupta et al., 2025). 

Governance by design similarly requires a distinction between preventive, detective, and corrective controls. 

Preventive controls restrict what an agent is permitted to access or execute. Detective controls record decisions, 

monitor exceptions, and identify drift or abnormal behavior. Corrective controls enable override, rollback, 

investigation, and revision of decision rules after an incident. This control logic gives practical substance to the 

model's assertion that assurance is continuous rather than a one time pre deployment assessment. 
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Human AI accountability has a temporal dimension as well. Before deployment, leaders are accountable for the 

decision to delegate authority and for the adequacy of design. During operation, named roles are accountable for 

monitoring, exception handling, and intervention. After an incident, the organization must be able to reconstruct 

what happened, why it happened, which controls worked or failed, and how the arrangement should be changed. 

Salvini et al. (2023) show why this lifecycle perspective is necessary in autonomous decision making systems 

that affect multiple stakeholder groups. 

Construct Boundaries and Research Gap 

Responsible autonomy is distinct from related concepts. It is not maximum automation, because it requires 

retained human control proportional to decision criticality. It is not generic AI governance, because it connects 

governance mechanisms directly to the planning of delegated action. It is not simply human in the loop design, 

because it also covers human on the loop monitoring and bounded autonomous execution. Finally, it is not a 

general digital transformation outcome; it is a specific organizational capability for aligning delegated action 

and assurance mechanisms. 

The literature therefore leaves a clear gap. Architecture studies explain how systems can act; governance studies 

explain how systems should be controlled; and SISP studies explain how technology should align with strategy. 

What is missing is a model explaining how firms plan the balance between delegated autonomous action and 

retained human control. The next section develops that model. 

The construct boundaries are important for theory and measurement. Responsible autonomy is not an outcome 

such as agility or trust; it is the organizational capability that creates the conditions for these outcomes. It is not 

identical to assurance capacity because assurance can exist in a highly manual environment. It is not identical to 

delegation capacity because delegation can exist without meaningful governance. Responsible autonomy exists 

only when the two capacities are aligned to the criticality of the decision being delegated. 

The framework also differs from generic digital transformation. Digital transformation is an organization wide 

process in which digital technologies reshape value creation, operating models, and stakeholder relationships. 

Responsible autonomy addresses a narrower but increasingly consequential issue within that transformation: 

how a firm structures authority when information systems are capable of acting. This narrower focus enables the 

paper to make more precise propositions about the antecedents and outcomes of delegated decision making. 

The research gap is therefore not a lack of literature on AI, governance, or enterprise systems individually. It is 

the absence of an SISP theory that explains how these elements should be configured together when agentic 

systems participate in operational decisions. The next section explains how the review was designed to build 

that integrated explanation. 

Table 1. Core Constructs in the Responsible Autonomy Model 

Construct Definition Role in the model 

Delegation 

capacity 

Ability to distribute bounded sensing, analysis, 

coordination, and action to agentic IS artifacts. 

Antecedent of responsible autonomy; 

enabled by modular architecture and 

data orchestration. 

Assurance capacity Ability to make delegated action intelligible, 

contestable, controlled, and attributable. 

Antecedent and moderator; enabled by 

explainability, governance by design, 

and human AI accountability. 

Decision criticality Magnitude of potential financial, legal, safety, 

ethical, operational, or reputational 

consequences. 

Boundary condition that raises the 

required assurance level. 

Responsible 

autonomy 

Dynamic fit between delegated action and 

retained human control, calibrated to decision 

criticality. 

Core explanatory construct. 
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Construct Definition Role in the model 

Outcomes SISP agility, perceived decision legitimacy, 

and stakeholder trust. 

Expected consequences of responsible 

autonomy. 

 

Integrative Review Methodology 

Review Design and Unit of Analysis 

The study uses a concept centric integrative review for theory building. It does not claim a meta analysis or 

exhaustive systematic review. This approach is appropriate when a research problem spans heterogeneous 

literatures and the objective is to develop new conceptual relationships rather than estimate an average empirical 

effect (Webster & Watson, 2002; Torraco, 2005). In accordance with Gregor's (2006) typology, the paper offers 

a theory for explanation and prediction: it explains how delegation and assurance combine to produce responsible 

autonomy and specifies propositions for future testing. 

The unit of analysis is the organizational decision arrangement: a bounded decision episode involving an 

accountable human role, an agentic IS artifact, a decision task, relevant data and architecture, and 

governance/intervention mechanisms. This unit keeps the analysis focused on organizational planning rather 

than standalone algorithmic performance. 

The methodological choice follows Gregor's (2006) distinction between theory that describes phenomena and 

theory that explains and predicts relationships among constructs. The present study seeks to explain why some 

forms of delegated autonomy produce agility and legitimacy while others create governance failure or inertia. 

The review therefore does not treat sources as interchangeable evidence of a single effect. Instead, it examines 

how different literatures contribute concepts, mechanisms, boundary conditions, and outcomes to the proposed 

explanatory model. 

A concept centric approach was selected because the sources span multiple domains and use different labels for 

similar phenomena. For example, a manufacturing study may discuss autonomous production control, a transport 

study may discuss distributed vehicle decision making, and an IS study may discuss agentic artifact delegation. 

The coding process abstracts from these domain labels to identify a shared organizational issue: the allocation 

and governance of decision authority between people and intelligent systems. 

Search and Corpus Construction 

The primary Scopus searches combined terms for SISP and governance, agentic and autonomous decision 

making, architecture and distributed coordination, data and explainability, and human oversight. The combined 

discovery pool contained 904 records. Titles and abstracts were assessed for direct relevance to organizational 

planning, decision authority, governance, explainability, or human accountability. 

The final theoretical reference base comprises 37 sources. It combines contemporary studies identified through 

structured Scopus screening with foundational theoretical and methodological anchors identified through 

backward and forward citation tracing. The sources were retained because they contributed directly to the 

model's architecture, data, explainability, governance, accountability, or SISP foundations. 

Table 2. Representative Scopus Search Logic 

Concept group Representative search logic 

SISP and governance ("strategic information systems planning" OR "information systems planning" 

OR "information systems strategy" OR "IT governance") AND ("artificial 

intelligence" OR "agentic AI" OR "autonomous decision making") 
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Concept group Representative search logic 

Agentic decision 

making 

("agentic AI" OR "autonomous decision making" OR "AI agents") AND 

(governance OR accountability OR trust OR ethics) 

Architecture and 

coordination 

("multi agent systems" OR "System of Systems" OR "distributed autonomous 

systems") AND (architecture OR coordination OR decentralisation) 

Explainability and 

oversight 

("human in the loop" OR "human oversight" OR "human AI collaboration") 

AND ("explainable AI" OR transparency OR accountability) 

 

This study adopts an integrative, theory-building review approach rather than a fully systematic PRISMA review. 

The Scopus search was organised around concept clusters relating to Strategic Information Systems Planning, 

autonomous decision-making, agentic AI, architecture, data orchestration, governance, explainability, and 

human oversight. The initial search generated a discovery pool of 904 records, which was used to identify 

contemporary literature across these interconnected areas. 

Because the objective was conceptual development, source selection was iterative and relevance-driven. 

Potentially relevant studies were assessed according to their contribution to the relationship between autonomous 

decision capability, organisational assurance, and Strategic Information Systems Planning. Backward and 

forward citation tracing was also used to identify foundational Information Systems, governance, and socio-

technical studies that may not have been retrieved through recent AI-focused search terms. 

The review therefore reports the initial discovery pool and the final theoretical reference base, while Appendix 

A presents a compact source-to-construct map showing how representative literature informed the Responsible 

Autonomy Framework. The resulting corpus supports theory development and conceptual synthesis; it is not 

intended to provide a statistical representation of all studies on AI and autonomous systems. 

Inclusion, Exclusion, and Coding 

Sources were retained when they contributed to one or more of the following: SISP, business IT alignment, 

enterprise architecture, IT governance, agentic IS, autonomous decision authority, multi agent or System of 

Systems capability with organizational relevance, explainability, accountability, human oversight, or stakeholder 

trust. Sources were excluded when they addressed narrow algorithmic optimization, hardware performance, or 

technical accuracy without an organizational planning, governance, or decision right implication. 

Each retained source was coded for: (1) focal phenomenon; (2) technical capability; (3) socio technical 

requirement; (4) decision right implication; (5) outcome or risk; and (6) contribution to the proposed model. 

First cycle coding identified recurring concepts such as modularity, data integration, traceability, governance, 

intervention rights, and accountability. Second cycle coding aggregated them into delegation capacity, assurance 

capacity, and decision criticality. 

The synthesis was deliberately tension oriented. It retained evidence of both potential value and failure modes. 

This produced four configurations: underdeveloped automation, ungoverned autonomy, compliance heavy 

inertia, and responsible autonomy. Appendix A provides a compact source to construct map that makes the 

synthesis auditable without reproducing the reference list. 

Coding involved two linked questions for each source. The first asked what capability enables delegated action: 

architecture, data integration, coordination, sensing, planning, or execution. The second asked what condition 

makes that action responsible: explanation, governance, oversight, accountability, trust, or a related mechanism. 

Sources that contributed to both questions were particularly important because they demonstrated the 

interdependence of technical and socio technical design. Sources that contributed mainly to one question were 

retained when they sharpened a specific dimension of delegation or assurance capacity. 
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The synthesis also considered disconfirming configurations. Studies that emphasized safety, stakeholder 

disruption, privacy, and governance risk were not treated as barriers to autonomy; they were used to explain why 

autonomy may become ungoverned when assurance is weak. Likewise, studies that emphasized approval, 

oversight, and compliance were used to explain why excessive control can suppress the benefits of delegation. 

This tension based logic supports the distinction among ungoverned autonomy, compliance heavy inertia, 

underdeveloped automation, and responsible autonomy. 

Quality, Transparency, and Limitations 

The review improves transparency by documenting the search date, discovery pool, representative search logic, 

conceptual inclusion criteria, citation tracing role, and source to construct mapping. However, it is an integrative 

theory building review rather than a fully exhaustive systematic review. Intermediate screening counts are not 

reported because the retained data did not preserve a complete PRISMA style log at each exclusion stage. The 

paper therefore avoids claiming systematic effect estimation and presents the model as a theory building 

synthesis to be empirically tested. 

The review's quality rests on conceptual traceability rather than the number of citations alone. Table A1 shows 

the link between source groups, the constructs they inform, and their role in the final model. The paper also 

states its boundary conditions explicitly: the model applies to organizational settings in which a human 

organization remains accountable for bounded decisions delegated to agentic systems. It does not claim to 

explain fully autonomous systems operating outside an organizational governance context, nor does it prescribe 

a common level of autonomy for every industry. 

Scope of the Conceptual Study and Empirical Validation 

This paper develops a theory building framework; it does not claim that the Responsible Autonomy Model has 

already been empirically validated. The propositions identify relationships that require testing in organizational 

settings. The framework should therefore be interpreted as an explanatory and design oriented model, not as a 

universal prescription or a demonstrated causal claim. 

A suitable next stage is mixed method validation. Comparative case studies can examine decision boundaries, 

governance mechanisms, and escalation practices in live implementations; interviews can explore how 

accountable managers and users interpret legitimacy, trust, and intervention rights; and surveys can test 

relationships among delegation capacity, assurance capacity, decision criticality, responsible autonomy, and its 

proposed outcomes. 

Theory Development: The Responsible Autonomy Model 

Core Logic 

The model proposes that SISP outcomes depend on the organization's ability to align delegated action and 

retained human control. Delegation capacity enables an agentic system to act; assurance capacity determines 

whether that action remains explainable, governed, contestable, and attributable. Responsible autonomy is the 

dynamic fit between these capacities, calibrated to the criticality of the decision. 

This formulation creates a clear distinction between technical potential and organizational readiness. A firm can 

possess advanced data platforms and autonomous models but remain unready to delegate consequential decisions 

if it cannot explain, monitor, override, or account for their actions. Conversely, a firm can maintain strong 

governance but realize little value if it delegates no meaningful authority. Responsible autonomy requires both 

capacities. 

The model treats responsible autonomy as a higher order organizational capability rather than a property of an 

individual algorithm. A single model may be capable of producing a recommendation, but responsible autonomy 
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concerns the wider arrangement that makes its action meaningful: architecture, data, permissions, explanations, 

monitoring, intervention, and accountability. This higher order view is necessary because many organizational 

failures occur not at the level of the model itself but at the interfaces among systems, people, policies, and 

workflows. 

The model also makes a temporal claim. Delegation and assurance must be recalibrated as systems mature. An 

organization may begin by allowing an agent to recommend a scheduling change, later permit bounded execution 

under a defined threshold, and then reduce autonomy if data quality deteriorates or exception rates rise. This 

dynamic perspective distinguishes responsible autonomy from a static approval decision. It positions SISP as a 

continuous capability for observing whether the current allocation of authority remains appropriate. 

Delegation Capacity and Responsible Autonomy 

Delegation capacity is driven by modular architecture and data orchestration. Modularity enables local systems 

and agents to respond to events without waiting for a central controller, while integration rules and shared 

interfaces preserve coordination. Data orchestration provides timely, reliable, and authorized information for 

those actions. Together, these capabilities permit an organization to delegate bounded operational decisions with 

greater speed and adaptability. 

However, delegation should be bounded by organizational objectives, data permissions, and escalation logic. 

Without such boundaries, local optimization can undermine enterprise objectives. Delegation capacity is 

therefore expected to contribute positively to responsible autonomy only when agents are given coherent 

decision rights and relevant information. 

The rationale for Proposition 1 is that delegation becomes feasible only when technical interdependence is 

managed. Modular architecture allows a local agent to act without destabilizing the whole enterprise, while data 

orchestration supplies the contextual information needed to make a bounded decision. Together, these 

capabilities reduce information latency and coordination costs. They do not guarantee good outcomes, but they 

create the technical possibility for an organization to transfer selected action rights from centralized human roles 

to agentic systems. 

Proposition 1. Delegation capacity is positively associated with responsible autonomy because modular 

architecture and data orchestration enable bounded autonomous action within organizational decision 

arrangements. 

The rationale for assurance capacity is equally important. Delegated action is organizationally acceptable only 

when affected actors can understand the action, see whether it complies with policy, challenge it where 

necessary, and identify who owns the consequence. Assurance therefore converts raw technical autonomy into 

an organizationally governable form of autonomy. It reduces the likelihood that employees either over rely on a 

system because it appears authoritative or reject it because it is opaque and uncontrollable. 

Assurance Capacity and Responsible Autonomy 

Assurance capacity enables the organization to evaluate whether delegated action is appropriate. Explainability 

allows stakeholders to inspect the reasoning, inputs, constraints, and priorities behind a significant decision. 

Governance by design embeds policy rules, data access controls, auditability, monitoring, and escalation in 

system operation. Human AI accountability specifies who can intervene, who owns the decision boundary, and 

who is responsible for adverse outcomes. 

These mechanisms make autonomous action more than fast. They make it reviewable and organizationally 

legitimate. Assurance capacity is therefore expected to contribute positively to responsible autonomy. 
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The proposition does not assume that assurance eliminates all risk. Rather, it argues that assurance capacity 

enables the organization to detect, interpret, and respond to risk. A system may still make an incorrect 

recommendation, but clear evidence, escalation routes, and human intervention can prevent an error from 

becoming a large scale organizational failure. In this sense, assurance capacity supports both trust and correction. 

Proposition 2. Assurance capacity is positively associated with responsible autonomy because explainability, 

governance by design, and human AI accountability make delegated action intelligible, controlled, contestable, 

and attributable. 

Alignment is the key mechanism in the model. Delegation capacity and assurance capacity should rise together, 

but not necessarily at the same absolute level for every decision. A low value, reversible workflow may require 

modest assurance and still be responsibly automated. A high impact decision involving product release, safety, 

sensitive data, or contractual exposure requires much stronger explanation, controls, and direct intervention 

authority. The relevant issue is proportionality, not a universal rule that all agentic systems should have identical 

controls. 

This proportional logic also explains the four configurations. Underdeveloped automation has neither the 

technical capability to create meaningful agility nor the assurance capability to create confidence. Ungoverned 

autonomy has technical capacity but insufficient assurance. Compliance heavy inertia has controls but 

insufficient delegation. Responsible autonomy requires a fit among the two capacities and the decision's 

consequences. The model thus captures both the value and the risk of AI enabled delegation. 

Alignment and Decision Criticality 

Delegation and assurance interact. High delegation with low assurance creates ungoverned autonomy: action is 

fast but opaque, difficult to challenge, and weakly accountable. Low delegation with high assurance creates 

compliance heavy inertia: control is strong but operational benefit is limited. Responsible autonomy occurs when 

the organization develops both capacities in proportion. 

Decision criticality changes the required level of assurance. Low criticality decisions are repeatable, reversible, 

and easily monitored; high criticality decisions may involve safety, legal exposure, substantial financial impact, 

sensitive information, or irreversible harm. As criticality rises, organizations require stronger explanations, 

monitoring, intervention rights, and formal accountability. 

Proposition 3. Assurance capacity positively moderates the relationship between delegation capacity and 

responsible autonomy, such that delegation capacity has a stronger positive association with responsible 

autonomy when assurance capacity is high. 

Proposition 4. Decision criticality positively moderates the relationship between assurance capacity and 

responsible autonomy, such that stronger assurance capacity is more important for high criticality decisions than 

for low criticality decisions. 

Figure 1 presents the Responsible Autonomy Framework for Strategic Information Systems Planning. The 

framework proposes that delegation capacity and assurance capacity jointly enable responsible autonomy. 

Decision criticality determines the level of assurance and human oversight required for delegated action. When 

delegated action is aligned with proportionate assurance mechanisms, responsible autonomy is expected to 

strengthen SISP agility, perceived decision legitimacy, and stakeholder trust. 
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Figure 1. Responsible Autonomy Model for Strategic Information Systems Planning 

 

Responsible autonomy is dynamic rather than static. As operating conditions, data quality, model performance, 

regulatory requirements, and workforce capability change, organizations may need to expand, constrain, or 

redesign delegated authority. This dynamic perspective is consistent with evidence that digitized processes can 

drift over time and therefore require ongoing observation and recalibration (Pentland et al., 2020). 

The model distinguishes three outcomes because one indicator cannot capture the success of delegated 

autonomy. SISP agility concerns the ability to detect and respond to change with speed and coherence. Perceived 

decision legitimacy concerns whether relevant stakeholders regard a decision as understandable, appropriate, 

procedurally acceptable, and aligned with organizational rules and values. Stakeholder trust concerns confidence 

that the decision arrangement will behave reliably and can be governed when exceptions arise. These outcomes 

may not move together automatically. An organization may improve response speed while weakening 

legitimacy, or increase formal control while reducing agility. Responsible autonomy is expected to improve the 

joint balance among them. 

Outcomes of Responsible Autonomy 

Responsible autonomy is expected to create three outcomes. First, SISP agility refers to the organization's ability 

to sense conditions, coordinate responses, and adapt action with speed and control. This outcome is consistent 

with IS research linking IT capability to organizational agility (Lu & Ramamurthy, 2011). Second, perceived 

decision legitimacy refers to stakeholder perceptions that an autonomous decision is understandable, appropriate, 

and aligned with accepted organizational rules and values. Third, stakeholder trust refers to informed confidence 

that the agentic decision arrangement will act reliably within its stated boundaries. 

Perceived decision legitimacy is not identical to technical accuracy. It refers to whether affected organizational 

stakeholders regard a decision as understandable, appropriate, and consistent with accepted rules, 

responsibilities, and values. Stakeholder trust in an agentic decision arrangement is similarly not blind reliance; 
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it is informed confidence that the arrangement will act reliably within declared boundaries and can be challenged 

when necessary. These distinctions keep the model focused on organizational acceptance and control, not only 

machine performance. 

The model does not assume that trust is blind reliance. Appropriate trust requires visibility, demonstrated 

reliability, and the possibility of challenge. When responsible autonomy is strong, employees and stakeholders 

are more likely to view system action as both useful and governable. 

The outcome proposition is deliberately broad enough for future empirical work to examine the outcomes 

separately. In some contexts, agility may be the immediate benefit, while legitimacy and trust emerge over time 

through reliable performance, transparent explanations, and effective incident handling. In other contexts, 

particularly regulated industries, legitimacy and trust may be preconditions for expanding delegation. 

Longitudinal research is therefore necessary to examine whether these outcomes reinforce one another or 

develop at different rates. 

Proposition 5. Responsible autonomy is positively associated with SISP agility, perceived decision legitimacy, 

and stakeholder trust. 

Table 3. Propositions and Theoretical Logic 

Proposition Theoretical logic 

P1 Delegation capacity supports responsible autonomy by enabling bounded autonomous action. 

P2 Assurance capacity supports responsible autonomy by making delegated action intelligible, 

controlled, contestable, and attributable. 

P3 Assurance capacity strengthens the positive relationship between delegation capacity and 

responsible autonomy. 

P4 Decision criticality strengthens the effect of assurance capacity on responsible autonomy. 

P5 Responsible autonomy is positively associated with SISP agility, perceived decision 

legitimacy, and stakeholder trust. 

 

DISCUSSION AND IMPLICATIONS 

Theoretical Contribution 

The model contributes to SISP by shifting the central question from whether technology aligns with business 

strategy to how delegated autonomous action aligns with strategic control. SISP becomes a continuous capability 

for configuring decision rights, data rights, intervention rights, and accountability rights. This expands 

conventional business IT alignment into human agentic decision alignment. 

The distinction between delegation and assurance also clarifies why AI initiatives can fail in opposite directions. 

Ungoverned autonomy explains why technically capable systems may create legitimacy and accountability 

problems. Compliance heavy inertia explains why organizations with extensive controls may capture little 

operational value. The model identifies responsible autonomy as a third state in which speed and control are not 

treated as mutually exclusive. 

The model further extends IS delegation theory by moving from the human artifact dyad to the organizational 

conditions around delegation. The quality of delegation depends on architecture, data, governance, trust, 

capability, and a clear allocation of responsibility. It also extends AI governance research by locating governance 

in the architecture and planning process rather than treating it as a post implementation compliance layer. 

The theoretical contribution is not simply the addition of another AI governance framework. It specifies a 

missing explanatory relationship within SISP: delegated action creates value only when the organization has the 

http://www.rsisinternational.org/


INTERNATIONAL JOURNAL OF RESEARCH AND INNOVATION IN SOCIAL SCIENCE (IJRISS) 

ISSN No. 2454-6186 | DOI: 10.47772/IJRISS | Volume X Issue VI June 2026 
 

www.rsisinternational.org 

Page 17289 

   

 

 

 

 

assurance capacity needed to govern that action at the relevant level of criticality. This relationship integrates 

previously separate discussions of architecture, data, explainability, governance, and human accountability. It 

also provides a clearer basis for empirical research because delegation capacity, assurance capacity, criticality, 

and outcomes can be operationalized separately. 

The model further contributes a negative case vocabulary. Many organizations describe an AI initiative as 

successful when it is deployed, but deployment may conceal ungoverned autonomy or compliance heavy inertia. 

The four configurations enable managers and researchers to diagnose why a project is failing. For example, weak 

performance may be caused by poor data or modularity, whereas low trust may be caused by weak explanation 

or unclear accountability. The corrective action is different in each case. 

Distinctiveness of the Responsible Autonomy Framework 

The Responsible Autonomy Framework is deliberately positioned at the intersection of four established but 

incomplete perspectives. Traditional SISP explains strategic alignment, investment, and planning effectiveness; 

responsible AI highlights ethical and accountable use; IT governance defines decision rights and control 

structures; and human in the loop approaches specify forms of human oversight. However, none of these 

perspectives independently explains how organizations should configure delegated agentic action, assurance 

mechanisms, and decision criticality as one continuous SISP problem. 

Table 4 clarifies the theoretical novelty. The framework does not replace these perspectives. It integrates them 

into an organizational design logic in which delegated authority is expanded only when the relevant architecture, 

data, governance, explanation, and accountable human control are adequate for the consequences of the decision. 

Table 4. Comparison of the Responsible Autonomy Framework with Existing Perspectives 

Existing 

perspective 
Primary focus 

What remains under specified 

for agentic decision making 

Responsible autonomy 

extension 

Traditional SISP 

Business IT 

alignment, 

investment 

priorities, planning 

effectiveness 

Assumes mainly human led 

operational decision authority and 

does not specify how system 

action rights are delegated, 

reclaimed, or recalibrated. 

Adds decision rights, data 

rights, intervention rights, and 

accountability rights as 

continuous planning variables. 

Responsible AI 

Ethics, 

transparency, 

fairness, privacy, 

and accountability 

Often provides principles without 

specifying how they are 

operationalized in enterprise 

architecture, workflows, and 

decision boundaries. 

Translates responsible AI 

principles into assurance 

capacity embedded in the SISP 

design of agentic decision 

arrangements. 

IT governance 

IT value, risk, 

control structures, 

and decision rights 

Typically focuses on governance 

mechanisms at the enterprise level 

rather than real time delegated 

execution by agentic systems. 

Embeds governance in agent 

permissions, thresholds, logs, 

escalation routes, and override 

mechanisms. 

Human in /on 

the loop AI 

Human review, 

monitoring, and 

intervention 

Often focuses on an individual 

decision or model rather than the 

wider organizational arrangement 

of data, architecture, authority, 

and accountability. 

Connects oversight to 

enterprise architecture, data 

orchestration, decision 

criticality, and accountable 

organizational roles. 
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Existing 

perspective 
Primary focus 

What remains under specified 

for agentic decision making 

Responsible autonomy 

extension 

Responsible 

autonomy 

Delegated action 

aligned with 

retained human 

control 

— 

Explains how delegation 

capacity and assurance capacity 

should be configured together 

to create agility, legitimacy, 

and trust. 

 

Table 5. Decision Criticality Matrix for Autonomy and Human Oversight 

Design 

element 
Low criticality 

Moderate 

criticality 
High criticality Critical / irreversible 

Appropriate 

autonomy 

Autonomous 

execution within 

predefined rules 

AI recommendation 

or bounded 

execution with 

human 

confirmation 

Human led decision 

supported by AI 

analysis 

No execution without direct 

human approval 

Human role 

Periodic monitoring 

and exception 

review 

Approve, reject, or 

amend 

recommendations 

Make the final 

decision and own 

the outcome 

Exercise direct authority and 

document rationale 

Minimum 

assurance 

Exception log; 

standard controls; 

periodic review 

Explanation; 

approval trail; 

threshold based 

escalation 

Named accountable 

owner; audit trail; 

mandatory review 

Formal authorization; 

evidence record; rollback or 

independent review where 

appropriate 

 

Increasing decision criticality requires stronger assurance, clearer human authority, and more formal evidence 

of review. 

Managerial Design Logic 

Managers should begin with a decision design question rather than a technology selection question: which 

decisions are suitable for delegation, under which boundaries, and with which assurance mechanisms? Early use 

cases should be data rich, measurable, repeatable, reversible, and operationally meaningful but not excessively 

high risk. 

Before deployment, organizations should define what the agent may decide, what it may recommend only, what 

data it may access, what triggers escalation, who can override it, and who is accountable for outcomes. They 

should monitor not only technical measures such as response time, data quality incidents, and override frequency, 

but also organizational outcomes such as user confidence, escalation quality, accountability clarity, and 

stakeholder trust. 

A practical implementation sequence is: (1) assess data, architecture, governance, and workforce readiness; (2) 

select a bounded low or moderate criticality decision; (3) define decision limits, escalation rules, explanation 

requirements, and accountable owners before deployment; and (4) review outcomes, overrides, incidents, and 

stakeholder feedback before expanding autonomy. This sequence protects against both premature delegation and 

compliance heavy stagnation. 
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A practical implementation sequence follows from the model. First, map candidate decisions by criticality, 

reversibility, data maturity, and current human workload. Second, define the precise action rights to be delegated: 

sensing, analysis, recommendation, execution, or exception management. Third, design assurance mechanisms 

before granting the action rights. Fourth, pilot the arrangement with measurable thresholds and escalation paths. 

Fifth, review outcomes and either expand, constrain, or redesign delegation. This sequence avoids the common 

mistake of beginning with model capability and adding governance only after deployment. 

Managers should also define a minimum evidence package for each delegated decision. The package should 

include the business objective, authorized data sources, decision boundary, risk threshold, explanation 

requirement, accountable owner, override route, and review frequency. For higher criticality decisions, the 

package should additionally identify the approval authority, audit evidence, rollback mechanism, and 

communication protocol for affected stakeholders. This approach makes responsible autonomy operational 

rather than aspirational. 

Implementation should be measured through a balanced dashboard. Delegation indicators can include the share 

of decisions handled within authorized thresholds, response time, hand off delay, and exception volume. 

Assurance indicators can include explanation availability, rule violations, override frequency, audit 

completeness, unresolved exceptions, and time to corrective action. Outcome indicators can include decision 

cycle time, service performance, user confidence, perceived legitimacy, and stakeholder complaints. No single 

metric is sufficient because a reduction in human intervention may reflect healthy delegation or dangerous 

disengagement depending on the assurance context. 

The model also encourages organizations to treat overrides as learning signals rather than simply as failures. A 

high override rate may indicate weak data, poorly calibrated thresholds, inadequate explanation, or a task that 

remains too ambiguous for autonomous execution. A very low override rate may indicate strong system 

performance, but it may also indicate over reliance or lack of confidence among employees to challenge the 

system. Monitoring must therefore combine quantitative indicators with periodic qualitative review by 

operational users and accountable owners. 

Organizational Readiness and Measurable Implementation Indicators 

The framework becomes operational when organizations define measurable evidence for each readiness area. 

These indicators are not universal pass/ fail thresholds: the appropriate target must be calibrated to industry 

regulation, risk appetite, decision criticality, and operational context. Their purpose is to make readiness, control 

effectiveness, and expansion decisions observable rather than assumed. 

Table 6 provides an illustrative implementation scorecard. It can be used before deployment, during a pilot, and 

before an organization expands the scope of delegated authority. 

Table 6. Illustrative organizational Readiness and Implementation Indicators 

Readiness area Measurable indicator Evidence in governance practice 

Decision design 

Candidate decision classified by criticality, 

reversibility, financial exposure, safety, data 

sensitivity, and customer impact. 

Documented decision inventory; risk 

classification; stated delegation level. 

Data readiness 

Required data are authorized, sufficiently 

complete, timely, traceable, and fit for the 

decision. 

Data quality dashboard; lineage 

record; role based access review. 

Architecture and 

integration 

System interfaces, agent permissions, master 

data dependencies, and escalation routes are 

defined. 

Interface register; authorization map; 

tested fail safe or rollback route. 
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Readiness area Measurable indicator Evidence in governance practice 

Explainability and 

auditability 

Significant decisions can be explained to the 

relevant operational, risk, and audit 

stakeholders. 

Explanation record; decision log; 

sample audit trail for high impact 

events. 

Governance and 

accountability 

Decision owner, override authority, threshold 

owner, and incident response roles are explicit. 

RACI matrix; escalation workflow; 

override drill; incident closure record. 

Workforce 

capability 

Users can interpret outputs, challenge a 

recommendation, and escalate a concern. 

Training completion; scenario based 

assessment; documented exception 

handling practice. 

Outcome 

monitoring 

Benefits and risks are reviewed before 

autonomy is expanded. 

Response time; exception and 

override rates; compliance incidents; 

user confidence and stakeholder 

feedback. 

 

Boundary Conditions 

The model applies most directly to organizations that delegate bounded operational decision authority while 

retaining institutional accountability. Industry regulation, data maturity, task structure, cybersecurity exposure, 

employee capability, and prior stakeholder trust influence readiness. Highly structured and reversible tasks may 

support greater delegation; ambiguous, negotiated, ethically sensitive, or irreversible decisions require stronger 

human leadership. 

Assurance also has a cost. More controls can introduce delay and administrative burden. The aim is not maximum 

assurance, but proportionate assurance. Decision criticality provides the practical rule for deciding how much 

explanation, monitoring, approval, and intervention authority is needed. 

Several boundary conditions require explicit attention. The model is most relevant where a firm can meaningfully 

define decision boundaries and retain accountable human roles. It may be more difficult to apply in ecosystems 

where decision rights are shared across independent organizations, where the data needed for explanation are 

unavailable, or where decisions are so novel that stable rules cannot be specified.  organizational maturity also 

matters: firms with fragmented data, weak cybersecurity, or limited process discipline may need to invest first 

in foundational digital capability rather than attempting high levels of delegation. 

Industry context changes the shape of assurance. In regulated industries, legal and safety requirements may 

prescribe specific controls regardless of operational efficiency. In less regulated environments, customer 

expectations, reputational exposure, and contractual commitments may still create high criticality. The model 

does not assume that regulation is the only source of risk; it treats safety, financial impact, reversibility, data 

sensitivity, and stakeholder harm as distinct sources of criticality. 

Empirical Validation and Future Research Agenda 

Future work should test the propositions through comparative case studies, surveys, field experiments, and 

longitudinal research. Case studies can examine how firms distribute decision authority across sectors such as 

manufacturing, logistics, healthcare, financial services, and public infrastructure. Surveys can develop measures 

for delegation capacity, assurance capacity, criticality, agility, legitimacy, and trust. Longitudinal research can 

examine how firms move among the four configurations as data maturity, governance, and organizational 

confidence evolve. 

Failure cases are particularly important. Research should investigate warning signs of ungoverned autonomy, 

including unexplained overrides, data quality breakdowns, unclear accountability, stakeholder complaints, and 
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model drift. It should also examine compliance heavy inertia, where controls prevent meaningful use of 

autonomous capabilities. 

The research agenda should move beyond adoption intentions and model accuracy. Comparative case studies 

can examine how different firms allocate decision rights and intervention rights. Survey research can validate 

the dimensions of delegation capacity, assurance capacity, and perceived decision legitimacy. Longitudinal 

studies can observe how firms move between underdeveloped automation, ungoverned autonomy, compliance 

heavy inertia, and responsible autonomy as technology and governance mature. Event based research can 

examine incidents, overrides, and escalation episodes to understand how organizations learn from delegated 

decisions. 

Future studies should also examine the micro foundations of assurance. For example, how do managers decide 

whether an explanation is sufficient? How do employees develop calibrated trust? What forms of training create 

confidence to intervene without encouraging unnecessary overrides? How do data owners, risk teams, and 

operational leaders negotiate decision boundaries? Answering these questions would deepen the organizational 

theory of agentic information systems and improve the practical usefulness of SISP research. 

Empirical validation should proceed in stages. First, multiple organizational case studies can examine how firms 

classify decisions, define delegated rights, and implement escalation or override mechanisms. Second, semi 

structured interviews with operational managers, risk owners, data stewards, and users can test whether the 

proposed assurance mechanisms create meaningful intervention authority rather than symbolic oversight. Third, 

survey research can develop and validate measures for delegation capacity, assurance capacity, decision 

criticality, responsible autonomy, SISP agility, perceived decision legitimacy, and stakeholder trust. 

Future work can also develop a Responsible Autonomy Maturity Assessment. Such an instrument could assess 

decision design, data readiness, architecture, explainability, governance, human accountability, workforce 

capability, and the organization’s ability to learn from exceptions. A maturity assessment would help firms 

decide whether to expand, maintain, restrict, or redesign autonomy in a particular decision domain. 

CONCLUSION 

ADM changes the object of SISP. The task is no longer limited to aligning technology investments with business 

strategy. It is to design and continuously recalibrate the relationship between delegated algorithmic action and 

retained human control. 

This paper develops responsible autonomy as the organizational capability to align delegation capacity and 

assurance capacity to decision criticality. Delegation capacity enables bounded action through modular 

architecture and data orchestration. Assurance capacity enables explainability, governance, intervention, and 

accountability. Responsible autonomy emerges when both are strong and aligned; ungoverned autonomy and 

compliance heavy inertia emerge when they are not. 

The paper is conceptual and integrative, so the model requires empirical testing. Its cross domain source base 

also limits industry specific conclusions. Nonetheless, it provides a focused explanation of how organizations 

can pursue autonomous action without treating accountability and trust as afterthoughts. The future of SISP is 

not maximum automation. It is responsible autonomy: agility with explainability, governance, and retained 

human control. 

Limitations and Empirical Validation 

The framework is limited by its conceptual and integrative design. It does not establish causal effects, quantify 

the relative importance of its components, or demonstrate that a particular autonomy level is appropriate across 

all industries. Its propositions therefore require empirical validation across decision contexts with different 

regulatory, operational, and stakeholder consequences. 
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The most useful validation designs will combine evidence sources. Case studies can reveal how organizations 

configure decision boundaries and respond to incidents; interviews can assess whether employees possess 

genuine authority and confidence to intervene; and survey or longitudinal designs can test whether stronger 

alignment between delegation and assurance predicts agility, perceived decision legitimacy, and stakeholder 

trust over time. 

In summary, the paper does not advocate maximum automation. It advocates deliberate allocation of decision 

authority. Responsible autonomy exists when an organisation can allow an agentic system to act where speed 

and repeatability create value, while retaining sufficient assurance to explain, govern, challenge, and own the 

resulting action. This is the central planning task created by autonomous decision making in contemporary 

organizations. 

Appendix A. Compact Source to Construct Map 

The following compact map shows how representative sources informed the five constructs of the Responsible 

Autonomy Framework.  

Table A1. Compact Source to Construct Map 

Construct Representative Supporting 

Literature 

Contribution to the Framework 

Delegation 

Capacity 

Ören (2018); Casbeer et al. (2020); 

Mannan et al. (2025); 

Shamsuddoha et al. (2026) 

Supports modular System of Systems (SoS) 

architecture, distributed coordination, data 

orchestration, and bounded AI action through 

effective delegation mechanisms. 

Assurance 

Capacity 

Gupta et al. (2025); Ligneul et al. 

(2026); Morar et al. (2025); 

Salvini et al. (2023) 

Supports explainability, governance by design, 

auditability, escalation mechanisms, and 

accountable oversight to ensure trustworthy AI-

enabled decision-making. 

Human–AI 

Accountability 

Baird and Maruping (2021); 

Shrestha et al. (2019); Jarrahi 

(2018); Glikson and Woolley 

(2020) 

Supports clear delegation boundaries, human 

intervention rights, calibrated trust, and 

organizational responsibility in human–AI 

collaboration. 

Decision 

Criticality 

Salvini et al. (2023); Verdegay et 

al. (2021); Raisch and Krakowski 

(2021) 

Supports proportionate levels of AI autonomy, 

stronger assurance for high-impact decisions, and 

retention of human authority in critical situations. 

SISP Outcomes Earl (1993); Teo and King (1997); 

Segars and Grover (1998); Lu and 

Ramamurthy (2011) 

Supports strategic information systems planning 

(SISP) effectiveness through strategic alignment, 

planning quality, organizational agility, and value 

creation. 
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